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Preface

Preface

As more critical aspects of our lives become dependant on software systems, more and more
applications are required to save the data they work on in persistent and reliable storage.
Database management systems and, in particular, relational database management systems
(RDBMS) are commonly used for such storage. However, while the application development
techniques and programming languages have evolved significantly over the past decades, the
relational database technology in this area stayed relatively unchanged. In particular, this led
to the now infamous mismatch between the object-oriented model used by many modern
applications and the relational model still used by RDBMS.

While relational databases may be inconvenient to use from modern programming languages,
they are still the main choice for many applications due to their maturity, reliability, as well as
the availability of tools and alternative implementations.

To allow application developers to utilize relational databases from their object-oriented
applications, a technique called object-relational mapping (ORM) is often used. It involves a
conversion layer that maps between objects in the application’s memory and their relational
representation in the database. While the object-relational mapping code can be written manu-
ally, automated ORM systems are available for most object-oriented programming languages
in use today.

ODB is an ORM system for the C++ programming language. It was designed and imple-
mented with the following main goals:

® Provide a fully-automatic ORM system. In particular, the application developer should
not have to manually write any mapping code, neither for persistent classes nor for their
data member.

® Provide clean and easy to use object-oriented persistence model and database APIs that
support the development of realistic applications for a wide variety of domains.

® Provide a portable and thread-safe implementation. ODB should be written in standard
C++ and capable of persisting any standard C++ classes.

® Provide profiles that integrate ODB with type systems of widely-used frameworks and
libraries such as Qt and Boost.

® Provide a high-performance and low overhead implementation. ODB should make effi-
cient use of database and application resources.

About This Document

The goal of this manual is to provide you with an understanding of the object persistence
model and APIs which are implemented by ODB. As such, this document is intended for C++
application developers and software architects who are looking for a C++ object persistence
solution. Prior experience with C++ is required to understand this document. A basic under-
standing of relational database systems is advantageous but not expected or required.
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More Information

More Information

Beyond this manual, you may also find the following sources of information useful:

[ODB Compiler Command Line Manual.

® TheINSTALL files in the ODB source packages provide build instructions for various
platforms.

® The odb-examples package contains a collection of examples and a README file
with an overview of each example.

e The[odb-usefs mailing list is the place to ask technical questions about ODB. Further-

more, the searchaljle archives may already have answers to some of your questions.
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PART | OBJECT-RELATIONAL MAPPING

Part | describes the essential database concepts, APIs, and tools that together comprise the
object-relational mapping for C++ as implemented by ODB. It consists of the following chap-
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1 Introduction

1 Introduction

ODB is an object-relational mapping (ORM) system for C++. It provides tools, APIs, and
library support that allow you to persist C++ objects to a relational database (RDBMS)
without having to deal with tables, columns, or SQL and without manually writing any of the
mapping code.

ODB is highly flexible and customizable. It can either completely hide the relational nature of
the underlying database or expose some of the details as required. For example, you can auto-
matically map basic C++ types to suitable SQL types, generate the relational database schema
for your persistent classes, and use simple, safe, and yet powerful object query language
instead of SQL. Or you can assign SQL types to individual data members, use the existing
database schema, run native SREELECTqueries, and call stored procedures. In fact, at an
extreme, ODB can be usedjast a convenient way to handle results of native SQL queries.

ODB is not a framework. It does not dictate how you should write your application. Rather, it

is designed to fit into your style and architecture by only handling object persistence and not
interfering with any other functionality. There is no common base type that all persistent
classes should derive from nor are there any restrictions on the data member types in persis-
tent classes. Existing classes can be made persistent with a few or no modifications.

ODB has been designed for high performance and low memory overhead. Prepared state-
ments are used to send and receive object state in binary format instead of text which reduces
the load on the application and the database server. Extensive caching of connections,
prepared statements, and buffers saves time and resources on connection establishment, state-
ment parsing, and memory allocations. For each supported database system the native C API
is used instead of ODBC or higher-level wrapper APIs to reduce overhead and provide the
most efficient implementation for each database operation. Finally, persistent classes have
zero memory overhead. There are no hidden "database" members that each class must have
nor are there per-object data structures allocated by ODB.

In this chapter we present a high-level overview of ODB. We will start with the ODB archi-
tecture and then outline the workflow of building an application that uses ODB. We will then
continue by contrasting the drawbacks of the traditional way of saving C++ objects to rela-
tional databases with the benefits of using ODB for object persistence. We conclude the
chapter by discussing the C++ standards supported by ODB. The next chapter takes a more
hands-on approach and shows the concrete steps necessary to implement object persistence in
a simple "Hello World" application.

1.1 Architecture and Workflow

From the application developer’'s perspective, ODB consists of three main components: the
ODB compiler, the common runtime library, callddodb , and the database-specific
runtime libraries, calledibodb-<database> , Where <database> is the name of the
database system this runtime is for, for examfdedb-mysql . For instance, if the appli-

cation is going to use the MySQL database for object persistence, then the three ODB compo-
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1.1 Architecture and Workflow

nents that this application will use are the ODB complileodb  andlibodb-mysq|l

The ODB compiler generates the database support code for persistent classes in your applica-
tion. The input to the ODB compiler is one or more C++ header files defining C++ classes
that you want to make persistent. For each input header file the ODB compiler generates a set
of C++ source files implementing conversion between persistent C++ classes defined in this
header and their database representation. The ODB compiler can also generate a database
schema file that creates tables necessary to store the persistent classes.

The ODB compiler is a real C++ compiler except that it produces C++ instead of assembly or
machine code. In particular, it is not an ad-hoc header pre-processor that is only capable of
recognizing a subset of C++. ODB is capable of parsing any standard C++ code.

The common runtime library defines database system-independent interfaces that your appli-
cation can use to manipulate persistent objects. The database-specific runtime library provides
implementations of these interfaces for a concrete database as well as other database-specific
utilities that are used by the generated code. Normally, the application does not use the
database-specific runtime library directly but rather works with it via the common interfaces
from libodb . The following diagram shows the object persistence architecture of an appli-
cation that uses MySQL as the underlying database system:

Application

Persistent Classes Application Code

ODB
Generated Code O0DBE Common Runtime
ODB MySOL Runtime

MySQL Database

The ODB system also defines two special-purpose languages: the ODB Pragma Language and
ODB Query Language. The ODB Pragma Language is used to communicate various proper-
ties of persistent classes to the ODB compiler by means of spguegma directives
embedded in the C++ header files. It controls aspects of the object-relational mapping such as
names of tables and columns that are used for persistent classes and their members or
mapping between C++ types and database types.

The ODB Query Language is an object-oriented database query language that can be used to
search for objects matching certain criteria. It is modeled after and is integrated into C++
allowing you to write expressive and safe queries that look and feel like ordinary C++.
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1.1 Architecture and Workflow

The use of the ODB compiler to generate database support code adds an additional step to
your application build sequence. The following diagram outlines the typical build workflow
of an application that uses ODB:
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1.1 Architecture and Workflow

Application Code

#include

Generated Code

C++ Header

ODB Runtime Libraries

libodb libodb-mysql

Database Application Executable
Schema
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1.2 Benefits

1.2 Benefits

The traditional way of saving C++ objects to relational databases requires that you manually
write code which converts between the database and C++ representations of each persistent
class. The actions that such code usually performs include conversion between C++ values
and strings or database types, preparation and execution of SQL queries, as well as handling
the result sets. Writing this code manually has the following drawbacks:

Difficult and time consuming. Writing database conversion code for any non-trivial
application requires extensive knowledge of the specific database system and its APIs. It
can also take a considerable amount of time to write and maintain. Supporting
multi-threaded applications can complicate this task even further.

Suboptimal performance. Optimal conversion often requires writing large amounts of
extra code, such as parameter binding for prepared statements and caching of connec-
tions, statements, and buffers. Writing code like this in an ad-hoc manner is often too
difficult and time consuming.

Database vendor lock-in.The conversion code is written for a specific database which
makes it hard to switch to another database vendor.

Lack of type safety.lt is easy to misspell column names or pass incompatible values in
SQL queries. Such errors will only be detected at runtime.

Complicates the application.The database conversion code often ends up interspersed
throughout the application making it hard to debug, change, and maintain.

In contrast, using ODB for C++ object persistence has the following benefits:

Ease of use. ODB automatically generates database conversion code from your C++
class declarations and allows you to manipulate persistent objects using simple and
thread-safe object-oriented database APIs.

Concise codeWith ODB hiding the details of the underlying database, the application
logic is written using the natural object vocabulary instead of tables, columns and SQL.
The resulting code is simpler and thus easier to read and understand.

Optimal performance. ODB has been designed for high performance and low memory
overhead. All the available optimization techniques, such as prepared statements and
extensive connection, statement, and buffer caching, are used to provide the most effi-
cient implementation for each database operation.

Database portability. Because the database conversion code is automatically generated,
it is easy to switch from one database vendor to another. In fact, it is possible to test your
application on several database systems before making a choice.

Safety. The ODB object persistence and query APIs are statically typed. You use C++
identifiers instead of strings to refer to object members and the generated code makes
sure database and C++ types are compatible. All this helps catch programming errors at
compile-time rather than at runtime.

Maintainability. Automatic code generation minimizes the effort needed to adapt the
application to changes in persistent classes. The database support code is kept separately
from the class declarations and application logic. This makes the application easier to
debug and maintain.
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Overall, ODB provides an easy to use yet flexible and powerful object-relational mapping
(ORM) system for C++. Unlike other ORM implementations for C++ that still require you to
write database conversion or member registration code for each persistent class, ODB keeps
persistent classes purely declarative. The functional part, the database conversion code, is
automatically generated by the ODB compiler from these declarations.

1.3 Supported C++ Standards

ODB provides support for ISO/IEC C++ 1998/2003 (C++98/03), ISO/IEC TR 19768 C++
Library Extensions (C++ TR1), and ISO/IEC C++ 2011 (C++11). While the majority of the
examples in this manual use C++98/03, support for the new functionality and library compo-
nents introduced in TR1 and C++11 are discussed throughout the documet:+llie
example in theodb-examples package also shows ODB support for various C++11
features.
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2 Hello World Example

In this chapter we will show how to create a simple C++ application that relies on ODB for
object persistence using the traditional "Hello World" example. In particular, we will discuss
how to declare persistent classes, generate database support code, as well as compile and run
our application. We will also learn how to make objects persistent, load, update and delete
persistent objects, as well as query the database for persistent objects that match certain crite-
ria. The example also shows how to define and use views, a mechanism that allows us to
create projections of persistent objects, database tables, or to handle results of native SQL
queries or stored procedure calls.

The code presented in this chapter is based ohellee example which can be found in the
odb-examples package of the ODB distribution.

2.1 Declaring Persistent Classes

In our "Hello World" example we will depart slightly from the norm and say hello to people
instead of the world. People in our application will be represented as objects of C++ class
person which is saved iperson.hxx

Il person.hxx
1

#include <string>

class person

{
public:
person (const std::string& first,
const std::string& last,
unsigned short age);

const std::string& first () const;
const std::string& last () const;

unsigned short age () const;
void age (unsigned short);

private:

std::string first_;
std::string last_;
unsigned short age_;

h

In order not to miss anyone whom we need to greet, we would like to sapersan
objects in a database. To achieve this we declangetfs®en class as persistent:

/I person.hxx
1

#include <string>
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#include <odb/core.hxx>  // (1)

#pragma db object I1(2)
class person
{
private:
person () {} 11 (3)

friend class odb::access; // (4)

#pragma db id auto I1'(5)
unsigned long id_; I (5)

std::string first_;
std::string last_;
unsigned short age_;

k

To be able to save thperson objects in the database we had to make five changes, marked
with (1) to (5), to the original class definition. The first change is the inclusion of the ODB
header<odb/core.hxx> . This header provides a number of core ODB declarations, such
asodb::access |, that are used to define persistent classes.

The second change is the additiondbfobject  pragma just before the class definition.

This pragma tells the ODB compiler that the class that follows is persistent. Note that making
a class persistent does not mean that all objects of this class will automatically be stored in the
database. You would still create ordinantransient instances of this class just as you would
before. The difference is that now you can make such transient instances persistent, as we will
see shortly.

The third change is the addition of the default constructor. The ODB-generated database
support code will use this constructor when instantiating an object from the persistent state.
Just as we have done for therson class, you can make the default constructor private or
protected if you don’t want to make it available to the users of your class. Note also that with
some limitations it is possible to have a persistent class without the default constructor.

With the fourth change we make thdb::access class a friend of ouperson class.

This is necessary to make the default constructor and the data members accessible to the
database support code. If your class has a public default constructor and either public data
members or public accessors and modifiers for the data members, theenihe declara-

tion is unnecessary.

The final change adds a data member catled which is preceded by another pragma. In

ODB every persistent object normally has a unique, within its class, identifier. Or, in other
words, no two persistent instances of the same type have equal identifiers. While it is possible
to define a persistent class without an object id, the number of database operations that can be
performed on such a class is limited. For our class we use an integer idb Tthauto
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pragma that precedes tlte.  member tells the ODB compiler that the following member is

the object’s identifier. Thauto specifier indicates that it is a database-assigned id. A unique

id will be automatically generated by the database and assigned to the object when it is made
persistent.

In this example we chose to add an identifier because none of the existing members could
serve the same purpose. However, if a class already has a member with suitable properties,
then it is natural to use that member as an identifier. For example, {jeoson class
contained some form of personal identification (SSN in the United States or ID/passport
number in other countries), then we could use that as an id. Or, if we stored an email associ-
ated with each person, then we could have used that if each person is presumed to have a
unigue email address.

As another example, consider the following alternative version qddfson class. Here we

use one of the existing data members as id. Also the data members are kept private and are
instead accessed via public accessor and modifier functions. Finally, the ODB pragmas are
grouped together and are placed after the class definition. They could have also been moved
into a separate header leaving the original class completely unchanged (for more information
on such a non-intrusive conversion refgr to Chapter 14, "ODB Pragma Language").

class person

{
public:
person ();

const std::string& email () const;
void email (const std::string&);

const std::string& get_name () const;
std::string& set_name ();

unsigned short getAge () const;
void setAge (unsigned short);

private:

std::string email_;
std::string name_;
unsigned short age_;

%

#pragma db object(person)
#pragma db member(person::email_) id

Now that we have the header file with the persistent class, let's see how we can generate that
database support code.
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2.2 Generating Database Support Code

The persistent class definition that we created in the previous section was particularly light on
any code that could actually do the job and store the person’s data to a database. There was no
serialization or deserialization code, not even data member registration, that you would
normally have to write by hand in other ORM libraries for C++. This is because in ODB code
that translates between the database and C++ representations of an object is automatically
generated by the ODB compiler.

To compile theperson.hxx header we created in the previous section and generate the
support code for the MySQL database, we invoke the ODB compiler from a terminal (UNIX)
or a command prompt (Windows):

odb -d mysql --generate-query person.hxx

We will use MySQL as the database of choice in the remainder of this chapter, though other
supported database systems can be used instead.

If you haven't installed the common ODB runtime librapddb ) or installed it into a
directory where C++ compilers don’t search for headers by default, then you may get the
following error:

person.hxx:10:24: fatal error: odb/core.hxx: No such file or directory

To resolve this you will need to specify thleodb  headers location with thé preproces-
sor option, for example:

odb -1.../libodb -d mysqgl --generate-query person.hxx
Here.../libodb represents the path to thigodb  directory.

The above invocation of the ODB compiler produces three C++ pEson-odb.hxx
person-odb.ixx , person-odb.cxx . You normally don’t use types or functions
contained in these files directly. Rather, all you have to do is inged®n-odb.hxx  in
C++ files where you are performing database operations with classepdrean.hxx as
well as compilgperson-odb.cxx  and link the resulting object file to your application.

You may be wondering what thegenerate-query option is for. It instructs the ODB
compiler to generate optional query support code that we will use later in our "Hello World"
example. Another option that we will find useful -igenerate-schema . This option
makes the ODB compiler generate a fourth flesson.sgl  , which is the database schema
for the persistent classes definegh@rson.hxx

odb -d mysql --generate-query --generate-schema person.hxx

The database schema file contains SQL statements that creates tables necessary to store the
persistent classes. We will learn how to use it in the next section.
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If you would like to see a list of all the available ODB compiler options, refer tb thd ODB
[Compiler Command Line Manual.

Now that we have the persistent class and the database support code, the only part that is left
is the application code that does something useful with all of this. But before we move on to
the fun part, let’'s first learn how to build and run an application that uses ODB. This way
when we have some application code to try, there are no more delays before we can run it.

2.3 Compiling and Running

Assuming that thenain() function with the application code is savedinver.cxx and

the database support code and schema are generated as described in the previous section, to
build our application we will first need to compile all the C++ source files and then link them

with two ODB runtime libraries.

On UNIX, the compilation part can be done with the following commands (substittite
with your C++ compiler name; for Microsoft Visual Studio setup, seetheexamples
package):

C++ -c driver.cxx
c++ -c person-odb.cxx

Similar to the ODB compilation, if you get an error stating that a headediv or
odb/mysgl directory is not found, you will need to use tHe preprocessor option to
specify the location of the common ODB runtime libraipodb ) and MySQL ODB
runtime library (ibodb-mysqgl ).

Once the compilation is done, we can link the application with the following command:

c++ -0 driver driver.o person-odb.o -lodb-mysql -lodb

Notice that we link our application with two ODB librariddbodb  which is a common
runtime library andibodb-mysq| which is a MySQL runtime library (if you use another
database, then the name of this library will change accordingly). If you get an error saying that
one of these libraries could not be found, then you will need to us theker option to
specify their locations.

Before we can run our application we need to create a database schema using the generated
person.sql file. For MySQL we can use thmysql client program, for example:

mysq| --user=odb_test --database=o0db_test < person.sq|l

The above command will log in to a local MySQL server as odbrtest without a pass-
word and use the database namodld test . Beware that after executing this command, all
the data stored in tralb_test database will be deleted.
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2.4 Making Objects Persistent

Note also that using a standalone generated SQL file is not the only way to create a database
schema in ODB. We can also embed the schema directly into our application or use custom

schemas that were not generated by the ODB compiler. Refer to Section 3.4, "Database" for

details.

Once the database schema is ready, we run our application using the same login and database
name:

Jdriver --user odb_test --database odb_test

2.4 Making Objects Persistent

Now that we have the infrastructure work out of the way, it is time to see our first code frag-
ment that interacts with the database. In this section we will learn how to pesaien
objects persistent:

/I driver.cxx
1

#include <memory> // std::auto_ptr
#include <iostream>

#include <odb/database.hxx>
#include <odb/transaction.hxx>

#include <odb/mysql/database.hxx>

#include "person.hxx"
#include "person-odb.hxx"

using namespace std;
using namespace odb::core;

int
main (int argc, char* argv[])
{

try

{

auto_ptr<database> db (new odb::mysql::database (argc, argv));
unsigned long john_id, jane_id, joe_id;

/I Create a few persistent person objects.
1

{
person john ("John", "Doe", 33);
person jane ("Jane", "Doe", 32);
person joe ("Joe", "Dirt", 30);

transaction t (db->begin ());

/I Make objects persistent and save their ids for later use.
I
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john_id = db->persist (john);
jane_id = db->persist (jane);
joe_id = db->persist (joe);

t.commit ();

}
}

catch (const odb::exception& e)

{

cerr << e.what () << endl;
return 1;

}
}

Let's examine this code piece by piece. At the beginning we include a bunch of headers. After
the standard C++ headers we includedb/database.hxx> and <odb/transac-

tion.hxx> which define database system-independemib::database and
odb::transaction interfaces. Then we includeodb/mysgl/database.hxx>

which defines the MySQL implementation of tHatabase interface. Finally, we include
person.hxx andperson-odb.hxx  which define our persisteperson class.

Then we have twaising namespace  directives. The first one brings in the names from

the standard namespace and the second brings in the ODB declarations which we will use
later in the file. Notice that in the second directive we useothi®e:core  namespace
instead of jusbdb. The former only brings into the current namespace the essential ODB
names, such as tlgatabase and transaction classes, without any of the auxiliary
objects. This minimizes the likelihood of name conflicts with other libraries. Note also that
you should continue using thedb namespace when qualifying individual names. For
example, you should writedb::database , notodb::core::database

Once we are imain() , the first thing we do is create the MySQL database object. Notice
that this is the last line idriver.cxx that mentions MySQL explicitly; the rest of the code
works through the common interfaces and is database system-independent. We use the
argc /argv  mysgl::database constructor which automatically extract the database
parameters, such as login name, password, database name, etc., from the command line. In
your own applications you may prefer to use othgsql::database constructors which

allow you to pass this information directly (Section 17.2, "MySOQL Database [Class").

Next, we create threperson objects. Right now they are transient objects, which means
that if we terminate the application at this point, they will be gone without any evidence of
them ever existing. The next line starts a database transaction. We discuss transactions in
detail later in this manual. For now, all we need to know is that all ODB database operations
must be performed within a transaction and that a transaction is an atomic unit of work; all
database operations performed within a transaction either succeed (committed) together or are
automatically undone (rolled back).

Once we are in a transaction, we call persist() database function on each of our
person objects. At this point the state of each object is saved in the database. However, note
that this state is not permanent until and unless the transaction is committed. If, for example,
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our application crashes at this point, there will still be no evidence of our objects ever exist-
ing.

In our case, one more thing happens when wepeadlist() . Remember that we decided

to use database-assigned identifiers for pemson objects. The call tgersist() IS

where this assignment happens. Once this function returng] themember contains this
object’s unique identifier. As a convenience, pleesist() function also returns a copy of

the object’s identifier that it made persistent. We save the returned identifier for each object in
a local variable. We will use these identifiers later in the chapter to perform other database
operations on our persistent objects.

After we have persisted our objects, it is time to commit the transaction and make the changes
permanent. Only after theommit() function returns successfully, are we guaranteed that
the objects are made persistent. Continuing with the crash example, if our application termi-
nates after the commit for whatever reason, the objects’ state in the database will remain
intact. In fact, as we will discover shortly, our application can be restarted and load the origi-
nal objects from the database. Note also that a transaction must be committed explicitly with
thecommit() call. If thetransaction object leaves scope without the transaction being
explicitly committed or rolled back, it will automatically be rolled back. This behavior allows
you not to worry about exceptions being thrown within a transaction; if they cross the transac-
tion boundary, the transaction will automatically be rolled back and all the changes made to
the database undone.

The final bit of code in our example is tbatch block that handles the database exceptions.
We do this by catching the base ODB exceptiion (Section 3.14, "ODB Exceptions") and print-
ing the diagnostics.

Let's now compile[(Section 2.3, "Compiling and Runnjng") and then run our first ODB appli-
cation:

mysql --user=odb_test --database=o0db_test < person.sq|l
Jdriver --user odb_test --database odb_test

Our first application doesn’t print anything except for error messages so we can't really tell
whether it actually stored the objects’ state in the database. While we will make our applica-
tion more entertaining shortly, for now we can usentysgl client to examine the database
content. It will also give us a feel for how the objects are stored:

mysql --user=odb_test --database=odb_test
Welcome to the MySQL monitor.

mysql> select * from person;

S C— R — S +
| id | first | last | age |
S C— R — S +

| 1]John | Doe | 33|
| 2]Jane | Doe | 32|
| 3]Joe |Dirt] 30|
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S —— R — S +
3 rows in set (0.00 sec)

mysql> quit

Another way to get more insight into what's going on under the hood, is to trace the SQL
statements executed by ODB as a result of each database operation. Here is how we can
enable tracing just for the duration of our transaction:

/I Create a few persistent person objects.
i

{

transaction t (db->begin ());
t.tracer (stderr_tracer);

/I Make objects persistent and save their ids for later use.
i

john_id = db->persist (john);

jane_id = db->persist (jane);

joe_id = db->persist (joe);

t.commit ();

}
With this modification our application now produces the following output:

INSERT INTO ‘person’ (‘id',first’,'last’,'age’) VALUES (?,?,?,?
INSERT INTO ‘person’ (‘id',first’,'last’,'age’) VALUES (?,?,?,?
INSERT INTO ‘person’ (‘id',first’,'last’,'age’) VALUES (?,?,?,?

Note that we see question marks instead of the actual values because ODB uses prepared
statements and sends the data to the database in binary form. For more information on tracing,
refer to| Section 3.13, "Tracing SQL Statement ExecuUtion". In the next section we will see
how to access persistent objects from our application.

2.5 Querying the Database for Objects

So far our application doesn’'t resemble a typical "Hello World" example. It doesn’t print
anything except for error messages. Let’'s change that and teach our application to say hello to
people from our database. To make it a bit more interesting, let’'s say hello only to people over
30:

/I driver.cxx
1

int
main (int argc, char* argv[])
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try

/I Create a few persistent person objects.
i

{
=

typedef odb::query<person> query;
typedef odb::result<person> result;

/I Say hello to those over 30.
i

{
transaction t (db->begin ());

result r (db->query<person> (query::age > 30));

for (result::iterator i (r.begin ()); i I=r.end (); ++i)
{
cout << "Hello, " << i->first () << "I" << end];
}
t.commit ();
}
}
catch (const odb::exception& e)
{
cerr << e.what () << endl;
return 1;
}
}
The first half of our application is the same as before and is replaced with "..." in the above

listing for brevity. Again, let's examine the rest of it piece by piece.

The twotypedef s create convenient aliases for two template instantiations that will be used
a lot in our application. The first is the query type for pleeson objects and the second is
the result type for that query.

Then we begin a new transaction and callghery() database function. We pass a query
expressionduery::age > 30 ) which limits the returned objects only to those with the
age greater than 30. We also save the result of the query in a local variable.

The next few lines perform a standard for-loop iteration over the result sequence printing
hello for every returned person. Then we commit the transaction and that's it. Let's see what
this application will print:
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mysql --user=odb_test --database=o0db_test < person.sq|l
Jdriver --user odb_test --database odb_test

Hello, John!
Hello, Jane!

That looks about right, but how do we know that the query actually used the database instead
of just using some in-memory artifacts of the eariersist() calls? One way to test this
would be to comment out the first transaction in our application and re-run it without re-creat-
ing the database schema. This way the objects that were persisted during the previous run will
be returned. Alternatively, we can just re-run the same application without re-creating the
schema and notice that we now show duplicate objects:

Jdriver --user odb_test --database odb_test

Hello, John!
Hello, Jane!
Hello, John!
Hello, Jane!

What happens here is that the previous run of our application persisted apsesarf

objects and when we re-run the application, we persist another set with the same names but
with different ids. When we later run the query, matches from both sets are returned. We can
change the line where we print the "Hello" string as follows to illustrate this point:

cout << "Hello, " << i->first () << " (" <<i->id () << ")I" << endl;

If we now re-run this modified program, again without re-creating the database schema, we
will get the following output:

Jdriver --user odb_test --database odb_test

Hello, John (1)!
Hello, Jane (2)!
Hello, John (4)!
Hello, Jane (5)!
Hello, John (7)!
Hello, Jane (8)!

The identifiers 3, 6, and 9 that are missing from the above list belong to the "Joe Dirt" objects
which are not selected by this query.

2.6 Updating Persistent Objects
While making objects persistent and then selecting some of them using queries are two useful

operations, most applications will also need to change the object’s state and then make these
changes persistent. Let’s illustrate this by updating Joe’s age who just had a birthday:
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/I driver.cxx
1

int
main (int argc, char* argv[])
{

try

{

unsigned long john_id, jane_id, joe_id;

/I Create a few persistent person objects.
i

{

/I Save object ids for later use.
1
john_id = john.id ();
jane_id = jane.id ();
joe_id =joe.id ();
}

/I Joe Dirt just had a birthday, so update his age.
i

{
transaction t (db->begin ());

auto_ptr<person> joe (db->load<person> (joe_id));
joe->age (joe->age () + 1);
db->update (*joe);

t.commit ();

}

/I Say hello to those over 30.
i

{

=
}

catch (const odb::exception& e)

{

cerr << e.what () << endl;
return 1;

}
}

The beginning and the end of the new transaction are the same as the previous two. Once
within a transaction, we call tHead() database function to instantiatgp@son object

with Joe’s persistent state. We pass Joe’s object identifier that we stored earlier when we
made this object persistent. While here we sisk:auto_ptr to manage the returned
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object, we could have also used another smart pointer, for exahplenique_ptr

from C++11 orshared_ptr  from TR1, C++11, or Boost. For more information on the
object lifetime management and the smart pointers that we can use for that, see Sdction 3.3,
['Object and View Pointers".

With the instantiated object in hand we increment the age and calbda¢e() function to
update the object’s state in the database. Once the transaction is committed, the changes are
made permanent.

If we now run this application, we will see Joe in the output since he is now over 30:

mysql --user=odb_test --database=odb_test < person.sq|l
Jdriver --user odb_test --database odb_test

Hello, John!
Hello, Jane!
Hello, Joe!

What if we didn’t have an identifier for Joe? Maybe this object was made persistent in another
run of our application or by another application altogether. Provided that we only have one
Joe Dirt in the database, we can use the query facility to come up with an alternative imple-
mentation of the above transaction:

/I Joe Dirt just had a birthday, so update his age. An
/[ alternative implementation without using the object id.
1

{
transaction t (db->begin ());

I/l Here we know that there can be only one Joe Dirt in our
/I database so we use the query_one() shortcut instead of
/l manually iterating over the result returned by query().
I
auto_ptr<person> joe (
db->query_one<person> (query::first == "Joe" &&
query::last == "Dirt"));

if (joe.get () I=0)

{
joe->age (joe->age () + 1);
db->update (*joe);

}

t.commit ();

}

2.7 Defining and Using Views
Suppose that we need to gather some basic statistics about the people stored in our database.

Things like the total head count, as well as the minimum and maximum ages. One way to do it
would be to query the database for all peeson objects and then calculate this information
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as we iterate over the query result. While this approach may work fine for our database with
just three people in it, it would be very inefficient if we had a large number of objects.

While it may not be conceptually pure from the object-oriented programming point of view, a
relational database can perform some computations much faster and much more economically
than if we performed the same operations ourselves in the application’s process.

To support such cases ODB provides the notion of views. An ODB view is al@ss+ that
embodies a light-weight, read-only projection of one or more persistent objects or database
tables or the result of a native SQL query execution or stored procedure call.

Some of the common applications of views include loading a subset of data members from
objects or columns database tables, executing and handling results of arbitrary SQL queries,
including aggregate queries, as well as joining multiple objects and/or database tables using
object relationships or custom join conditions.

While you can find a much more detailed description of views in Chapter 10, "Yiews", here is
how we can define th@erson_stat view that returns the basic statistics about the
person objects:

#pragma db view object(person)
struct person_stat

{
#pragma db column("count(" + person::id_ +")")
std::size_t count;

#pragma db column("min(" + person::age_ +")")
unsigned short min_age;

#pragma db column("max(" + person::age_ +")")
unsigned short max_age;

%

Normally, to get the result of a view we use the saoery() function as when querying

the database for an object. Here, however, we are executing an aggregate query which always
returns exactly one element. Therefore, instead of getting the result instance and then iterating
over it, we can use the shortayiery value() function. Here is how we can load and

print our statistics using the view we have just created:

/I Print some statistics about all the people in our database.
I

{
transaction t (db->begin ());

/I The result of this query always has exactly one element.
I
person_stat ps (db->query_value<person_stat> ());

cout << "count : " << ps.count << end|
<< "min age: " << ps.min_age << end|
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<< "max age: " << ps.max_age << endl;

t.commit ();

}

If we now add theperson_stat  view to theperson.hxx header, the above transaction
to driver.cxx  , as well as re-compile and re-run our example, then we will see the follow-
ing additional lines in the output:

count : 3
min age: 31
max age: 33

2.8 Deleting Persistent Objects

The last operation that we will discuss in this chapter is deleting the persistent object from the
database. The following code fragment shows how we can delete an object given its identifier:

/I John Doe is no longer in our database.
1

{
transaction t (db->begin ());
db->erase<person> (john_id);
t.commit ();

}

To delete John from the database we start a transaction, catbdef) database function
with John’s object id, and commit the transaction. After the transaction is committed, the
erased object is no longer persistent.

If we don’t have an object id handy, we can use queries to find and delete the object:

/I John Doe is no longer in our database. An alternative
/I implementation without using the object id.
1

{
transaction t (db->begin ());

/I Here we know that there can be only one John Doe in our
/I database so we use the query_one() shortcut again.
1
auto_ptr<person> john (
db->query_one<person> (query::first == "John" &&
query::last == "Doe"));

if (john.get () I=0)
db->erase (*john);

t.commit ();

}
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2.9 Changing Persistent Classes

When the definition of a transient C++ class is changed, for example by adding or deleting a
data member, we don’'t have to worry about any existing instances of this class not matching
the new definition. After all, to make the class changes effective we have to restart the appli-
cation and none of the transient instances will survive this.

Things are not as simple for persistent classes. Because they are stored in the database and
therefore survive application restarts, we have a new problem: what happens to the state of
existing objects (which correspond to the old definition) once we change our persistent class?

The problem of working with old objects, calléldtabase schema evolution, is a complex

issue and ODB provides comprehensive support for handling it. While this support is covered
in detail in| Chapter 13, "Database Schema Evolytion”, let us consider a simple example that
should give us a sense of the functionality provided by ODB in this area.

Suppose that after using querson persistent class for some time and creating a number of
databases containing its instances, we realized that for some people we also need to store their
middle name. If we go ahead and just add the new data member, everything will work fine
with new databases. Existing databases, however, have a table that does not correspond to the
new class definition. Specifically, the generated database support code now expects there to
be a column to store the middle name. But such a column was never created in the old
databases.

ODB can automatically generate SQL statements that will migrate old databases to match the
new class definitions. But first, we need to enable schema evolution support by defining a
version for our object model:

Il person.hxx
I

#pragma db model version(1, 1)

class person

{

std::string first_;
std::string last_;
unsigned short age_;

%

The first number in theversion pragma is the base model version. This is the lowest
version we will be able to migrate from. The second number is the current model version.
Since we haven’'t made any changes yet to our persistent class, both of these values are

Next we need to re-compile operson.hxx header file with the ODB compiler, just as we
did before:
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odb -d mysql --generate-query --generate-schema person.hxx

If we now look at the list of files produced by the ODB compiler, we will notice a new file:
person.xml . This is a changelog file where the ODB compiler keeps track of the database
changes corresponding to our class changes. Note that this file is automatically maintained by
the ODB compiler and all we have to do is keep it around between re-compilations.

Now we are ready to add the middle name topmmson class. We also give it a default
value (empty string) which is what will be assigned to existing objects in old databases.
Notice that we have also incremented the current version:

Il person.hxx
I

#pragma db model version(1, 2)
class person
{

std::string first_;

#pragma db default(")
std::string middle_;

std::string last_;
unsigned short age_;

k

If we now recompile th@erson.hxx header again, we will see two extra generated files:
person-002-pre.sql andperson-002-post.sql . These two files contain schema
migration statements from versidnto version2. Similar to schema creation, schema migra-
tion statements can also be embedded into the generated C++ code.

person-002-pre.sql and person-002-post.sql are the pre and post schema
migration files. To migrate one of our old databases, we first execute the pre migration file:

mysql --user=odb_test --database=o0db_test < person-002-pre.sql

Between the pre and post schema migrations we can run data migration code, if required. At
this stage, we can both access the old and store the new data. In our case we don’t need any
data migration code since we assigned the default value to the middle name for all the existing
objects.

To finish the migration process we execute the post migration statements:

mysql --user=odb_test --database=odb_test < person-002-post.sql
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2.10 Working with Multiple Databases

Accessing multiple databases (that is, data stores) is simply a matter of creating multiple
odb::<db>::database instances representing each database. For example:

odb::mysql::database db1l ("john", "secret", "test_db1");
odb::mysql::database db2 ("john", "secret", "test_db2");

Some database systems also allow attaching multiple databases to the same instance. A more
interesting question is how we access multiple database systems (that is, database implemen-
tations) from the same application. For example, our application may need to store some
objects in a remote MySQL database and others in a local SQLite file. Or, our application
may need to be able to store its objects in a database system that is selected by the user at
runtime.

ODB provides comprehensive multi-database support that ranges from tight integration with
specific database systems to being able to write database-agnostic code and loading individual
database systems support dynamically. While all these aspects are covered in[detail ih Chapter
[16, "Multi-Database Support", in this section we will get a taste of this functionality by
extending our "Hello World" example to be able to store its data either in MySQL or Post-
greSQL (other database systems supported by ODB can be added in a similar manner).

The first step in adding multi-database support is to re-compilpeasopn.hxx header to
generate database support code for additional database systems:

odb --multi-database dynamic -d common -d mysq| -d pgsql \
--generate-query --generate-schema person.hxx

The --multi-database ODB compiler option turns on multi-database support. For now

it is not important what thdynamic value that we passed to this option means, but if you

are curious, see_Chapter] 16. The result of this command are three sets of generated files:
person-odb.?xx (common interface; corresponds to theommon database),
person-odb-mysqgl.?xx (MySQL support code), angberson-odb-pgsql.?xx

(PostgreSQL support code). There are also two schema gieson-mysql.sql and
person-pgsql.sql

The only part that we need to changedinver.cxx IS how we create the database
instance. Specifically, this line:

auto_ptr<database> db (new odb::mysql::database (argc, argv));

Now our example is capable of storing its data either in MySQL or PostgreSQL so we need to
somehow allow the caller to specify which database we must use. To keep things simple, we
will make the first command line argument specify the database system we must use while the
rest will contain the database-specific options which we will pass to the
odb::<db>::database constructor as before. Let’s put all this logic into a separate func-
tion which we will callcreate_database() . Here is what the beginning of our modified
driver.cxx will look like (the remainder is unchanged):
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/I driver.cxx
1

#include <string>
#include <memory> // std::auto_ptr
#include <iostream>

#include <odb/database.hxx>
#include <odb/transaction.hxx>

#include <odb/mysql/database.hxx>
#include <odb/pgsgl/database.hxx>

#include "person.hxx"
#include "person-odb.hxx"

using namespace std;
using namespace odb::core;

auto_ptr<database>
create_database (int argc, char* argv[])

{

auto_ptr<database>r;

if (argc < 2)

{
cerr << "error: database system name expected" << endl;
returnr;

}
string db (argv[1]);

if (db == "mysql")
r.reset (new odb::mysql::database (argc, argv));
else if (db == "pgsql")
r.reset (new odb::pgsql::database (argc, argv));
else
cerr << "error: unknown database system " << db << end];

returnr;

}

int
main (int argc, char* argv[])
{

try

{

auto_ptr<database> db (create_database (argc, argv));

if (db.get () == 0)
return 1; // Diagnostics has already been issued.
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And that’s it. The only thing left is to build and run our example:

c++ -c driver.cxx

c++ -c person-odb.cxx

c++ -c person-odb-mysqgl.cxx

c++ -c person-odb-pgsql.cxx

c++ -0 driver driver.o person-odb.o person-odb-mysql.o \
person-odb-pgsql.o -lodb-mysqgl -lodb-pgsql -lodb

Here is how we can access a MySQL database:

mysq| --user=odb_test --database=o0db_test < person-mysql.sql
Jdriver mysql --user odb_test --database odb_test

Or a PostgreSQL database:

psql --user=0db_test --dbname=odb_test -f person-pgsql.sql
Jdriver pgsql --user odb_test --database odb_test

2.11 Summary

This chapter presented a very simple application which, nevertheless, exercised all of the core
database functiongersist() ,query() ,load() ,update() ,anderase() .We also
saw that writing an application that uses ODB involves the following steps:

1. Declare persistent classes in header files.
2. Compile these headers to generate database support code.
3. Link the application with the generated code and two ODB runtime libraries.

Do not be concerned if, at this point, much appears unclear. The intent of this chapter is to
give you only a general idea of how to persist C++ objects with ODB. We will cover all the
details throughout the remainder of this manual.
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3 Working with Persistent Objects

The previous chapters gave us a high-level overview of ODB and showed how to use it to
store C++ objects in a database. In this chapter we will examine the ODB object persistence
model as well as the core database APIs in greater detail. We will start with basic concepts
and terminology in_Section 3.1 apd Section| 3.3 and continue with the discussion of the
odb::database  class in[ Section 3.4, transactions[in_Sectior} 3.5, and connections in
[Section 3.6. The remainder of this chapter deals with the core database operations and
concludes with the discussion of ODB exceptions.

In this chapter we will continue to use and expandotrson persistent class that we have
developed in the previous chapter.

3.1 Concepts and Terminology

The termdatabase can refer to three distinct things: a general notion of a place where an
application stores its data, a software implementation for managing this data (for example
MySQL), and, finally, some database software implementations may manage several data
stores which are usually distinguished by name. This name is also commonly referred to as a
database.

In this manual, when we use the watatabase, we refer to the first meaning above, for
example, "Theupdate()  function saves the object’'s state to the database." The term
Database Management System (DBMS) is often used to refer to the second meaning of the
word database. In this manual we will use the tdatabase system for short, for example,
"Database system-independent application code.” Finally, to distinguish the third meaning
from the other two, we will use the terdatabase name, for example, "The second option
specifies the database name that the application should use to store its data."

In C++ there is only one notion of a type and an instance of a type. For example, a fundamen-
tal type, such amt , is, for the most part, treated the same as a user defined class type.
However, when it comes to persistence, we have to place certain restrictions and requirements
on certain C++ types that can be stored in the database. As a result, we divide persistent C++
types into two groupsobject types andvalue types. An instance of an object type is called an
object and an instance of a value type -vahue.

An object is an independent entity. It can be stored, updated, and deleted in the database inde-
pendent of other objects. Normally, an object has an identifier, cddjed id, that is unique

among all instances of an object type within a database. In contrast, a value can only be stored
in the database as part of an object and doesn’t have its own unique identifier.

An object consists of data members which are either values (Chapter 7, "Value| Types"),
pointers to other objects (Chapter 6, "Relationships"), or containers of values or pointers to
other objects|(Chapter 5, "Containers"). Pointers to other objects and containers can be
viewed as special kinds of values since they also can only be stored in the database as part of
an object.
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An object type is a C++ class. Because of this one-to-one relationship, we will use terms
object type andobject class interchangeably. In contrast, a value type can be a fundamental
C++ type, such amt or a class type, such a#l::string . If a value consists of other
values, then it is called @mposite value and its type — @omposite value type (Section 7.2}
['Composite Value Typek"). Otherwise, the value is cadiegple value and its type — a

simple value type (Section 7.1, "Simple Value Typés"). Note that the distinction between
simple and composite values is conceptual rather than representational. For example,
std::string Is a simple value type because conceptually string is a single value even
though the representation of the string class may contain several data members each of which
could be considered a value. In fact, the same value type can be viewed (and mapped) as both
simple and composite by different applications.

While not strictly necessary in a purely object-oriented application, practical considerations
often require us to only load a subset of an object's data members or a combination of
members from several objects. We may also need to factor out some computations to the rela-
tional database instead of performing them in the application’s process. To support such
requirements ODB distinguishes a third kind of C++ types, calieds
['Views"). An ODB view is a C+lass that embodies a light-weight, read-only projection

of one or more persistent objects or database tables or the result of a native SQL query execu-
tion.

Understanding how all these concepts map to the relational model will hopefully make these
distinctions clearer. In a relational database an object type is mapped to a table and a value
type is mapped to one or more columns. A simple value type is mapped to a single column
while a composite value type is mapped to several columns. An object is stored as a row in
this table and a value is stored as one or more cells in this row. A simple value is stored in a
single cell while a composite value occupies several cells. A view is not a persistent entity and
it is not stored in the database. Rather, it is a data structure that is used to capture a single row
of an SQL query result.

Going back to the distinction between simple and composite values, consider a date type
which has three integer members: year, month, and day. In one application it can be consid-
ered a composite value and each member will get its own column in a relational database. In
another application it can be considered a simple value and stored in a single column as a
number of days from some predefined date.

Until now, we have been using the tepersistent class to refer to object classes. We will
continue to do so even though a value type can also be a class. The reason for this asymmetry
is the subordinate nature of value types when it comes to database operations. Remember that
values are never stored directly but rather as part of an object that contains them. As a result,
when we say that we want to make a C++ class persistent or persist an instance of a class in
the database, we invariably refer to an object class rather than a value class.

Normally, you would use object types to model real-world entities, things that have their own
identity. For example, in the previous chapter we creaggetson class to model a person,
which is a real-world entity. Name and age, which we used as data memberpéansour

class are clearly values. It is hard to think of age 31 or name "Joe" as having their own identi-
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ties.

A good test to determine whether something is an object or a value, is to consider if other
objects might reference it. A person is clearly an object because it can be referred to by other
objects such as a spouse, an employer, or a bank. On the other hand, a person’s age or name is
not something that other objects would normally refer to.

Also, when an object represents a real entity, it is easy to choose a suitable object id. For
example, for a person there is an established notion of an identifier (SSN, student id, passport
number, etc). Another alternative is to use a person’s email address as an identifier.

Note, however, that these are only guidelines. There could be good reasons to make some-
thing that would normally be a value an object. Consider, for example, a database that stores a
vast number of people. Many of tperson objects in this database have the same names
and surnames and the overhead of storing them in every object may negatively affect the
performance. In this case, we could make the first name and last name each an object and only
store pointers to these objects in geeson class.

An instance of a persistent class can be in one of two stieirSENt andpersistent. A tran-

sient instance only has a representation in the application’s memory and will cease to exist
when the application terminates, unless it is explicitly made persistent. In other words, a tran-
sient instance of a persistent class behaves just like an instance of any ordinary C++ class. A
persistent instance has a representation in both the application’s memory and the database. A
persistent instance will remain even after the application terminates unless and until it is
explicitly deleted from the database.

3.2 Declaring Persistent Objects and Values

To make a C++ class a persistent object class we declare it as such usihgliect
pragma, for example:

#pragma db object
class person

{
=

The other pragma that we often usdhisd which designates one of the data members as an
object id, for example:

#pragma db object
class person

{

#pragma db id
unsigned long id_;

h
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The object id can be of a simple or composite (Section 7.2.1, "Composite Object Ids") value
type. This type should be default-constructible, copy-constructible, and copy-assignable. It is
also possible to declare a persistent class without an object id, however, such a class will have
limited functionality (Section 14.1.6nb id ").

The above two pragmas are the minimum required to declare a persistent class with an object
id. Other pragmas can be used to fine-tune the database-related properties of a class and its
members{(Chapter 14, "ODB Pragma Language").

Normally, a persistent class should define the default constructor. The generated database
support code uses this constructor when instantiating an object from the persistent state. If we
add the default constructor only for the database support code, then we can make it private
provided we also make tloelb::access  class, defined in theodb/core.hxx> header,

a friend of this object class. For example:

#include <odb/core.hxx>

#pragma db object
class person

{

private:
friend class odb::access;

person () {}
k

It is also possible to have an object class without the default constructor. However, in this
case, the database operations will only be able to load the persistent state into an existing
instance[(Section 3.9, "Loading Persistent Objgicts”, Section 4.4, "Query Result").

The ODB compiler also needs access to the non-trangient (Section 14raddieht ")

data members of a persistent class. The ODB compiler can access such data members directly
if they are public. It can also do so if they are private or protected aratith@access

class is declared a friend of the object type. For example:

#include <odb/core.hxx>

#pragma db object
class person

{

private:
friend class odb::access;

person () {}

#pragma db id
unsigned long id_;

std::string name_;
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If data members are not accessible directly, then the ODB compiler will try to automatically
find suitable accessor and modifier functions. To accomplish this, the ODB compiler will try
to lookup common accessor and modifier names derived from the data member name. Specifi-
cally, for thename_ data member in the above example, the ODB compiler will look for
accessor functions with nameget_name() , getName() , getname() , and just

name() as well as for modifier functions with nameset name() , setName() ,
sethame() , and justname() . You can also add support for custom name derivations with
the --accessor-regex and--modifier-regex ODB compiler options. Refer to the

[ODB Compiler Command Line Maniial for details on these options. The following example
illustrates automatic accessor and modifier discovery:

#pragma db object
class person

{
public:

person () {}

unsigned long id () const;
void id (unsigned long);

const std::string& get_name () const;
std::string& set_name ();

private:
#pragma db id
unsigned long id_; // Uses id() for access.

std::string name_; // Uses get_name()/set_name() for access.

%

Finally, if a data member is not directly accessible and the ODB compiler was unable to
discover suitable accessor and modifier functions, then we can provide custom accessor and
modifier expressions using thab get anddb set pragmas. For more information on
custom accessor and modifier expressions refer to Section 144t 3sét /access "}

Data members of a persistent class can also be split into separately-loaded and/or sepa-
rately-updated sections. For more information on this functionality, ref¢r to Chapter 9,
['Sections}

You may be wondering whether we also have to declare value types as persistent. We don’t
need to do anything special for simple value types suatt asor std::string since the

ODB compiler knows how to map them to suitable database types and how to convert
between the two. On the other hand, if a simple value is unknown to the ODB compiler then
we will need to provide the mapping to the database type and, possibly, the code to convert
between the two. For more information on how to achieve this refer tibttype pragma
description i Section 14.3.1type "}
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Similar to object classes, composite value types have to be explicitly declared as persistent
using thedb value pragma, for example:

#pragma db value
class name

{

std::string first_;
std::string last_;

%

Note that a composite value cannot have a data member designated as an object id since, as
we have discussed earlier, values do not have a notion of identity. A composite value type
also doesn’'t have to define the default constructor, unless it is used as an element of a
container. The ODB compiler uses the same mechanisms to access data members in compos-
ite value types as in object types. Composite value types are discussed in more detail in
[Section 7.2, "Composite Value Types".

3.3 Object and View Pointers

As we have seen in the previous chapter, some database operations create dynamically allo-
cated instances of persistent classes and return pointers to these instances. As we will see in
later chapters, pointers are also used to establish relationships between [objects (Chapter 6,
['Relationshipg") as well as to cache persistent objects in a sgssion (Chapter 11, [Session").
While in most cases you won't need to deal with pointers to views, it is possible to a obtain a
dynamically allocated instance of a view usingriémult_iterator::load() function

(Section 4.4, "Query Results").

By default, all these mechanisms use raw pointers to return objects and views as well as to
pass and cache objects. This is normally sufficient for applications that have simple object
lifetime requirements and do not use sessions or object relationships. In particular, a dynami-
cally allocated object or view that is returned as a raw pointer from a database operation can
be assigned to a smart pointer of our choice, for exangtte:auto ptr :
std::unique_ptr from C++11, oshared_ptr  from TR1, C++11, or Boost.

However, to avoid any possibility of a mistake, such as forgetting to use a smart pointer for a
returned object or view, as well as to simplify the use of more advanced ODB functionality,
such as sessions and bidirectional object relationships, it is recommended that you use smart
pointers with the sharing semantics as object pointerssid@ed_ptr  smart pointer from

TR1, C++11, or Boost is a good default choice. However, if sharing is not required and
sessions are not used, th&d::unique_ptr or std::auto_ptr can be used just as

well.

ODB provides several mechanisms for changing the object or view pointer type. To specify
the pointer type on the per object or per view basis we can udb fi@nter pragma, for
example:
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#pragma db object pointer(std::trl::shared_ptr)
class person

{
3
We can also specify the default pointer for a group of objects or views at the namespace level:

#pragma db namespace pointer(std::trl::shared_ptr)
namespace accounting

{
#pragma db object

class employee

{
=

#pragma db object
class employer

{

=
}

Finally, we can use thedefault-pointer option to specify the default pointer for the
whole file. Refer to the ODB Compiler Command Line Mahual for details on this option’s
argument. The typical usage is shown below:

--default-pointer std::trl::shared_ptr

An alternative to this method with the same effect is to specify the default pointer for the
global namespace:

#pragma db namespace() pointer(std::trl::shared_ptr)

Note that we can always override the default pointer specified at the namespace level or with
the command line option using tbb pointer  object or view pragma. For example:

#pragma db object pointer(std::shared_ptr)
namespace accounting

{
#pragma db object

class employee

{

2

#pragma db object pointer(std::unique_ptr)
class employer

{
=
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Refer to[ Section 14.1.2 pdinter  (object)], [Section 14.2.4,pdinter  (view)'|, and
[Section 14.5.1,gointer (namespaced)" for more information on these mechanisms.

Built-in support that is provided by the ODB runtime library allows us toshaeed_ptr

(TR1 or C++11),std::unique_ptr (C++11), orstd::auto_ptr as pointer types.

Plus, ODB profile libraries, that are available for commonly used frameworks and libraries
(such as Boost and Qt), provide support for smart pointers found in these frameworks and
libraries [Part Ill, "Profileg"). It is also easy to add support for our own smart pointers, as
described ip Section 6.5, "Using Custom Smart Pointers".

3.4 Database

Before an application can make use of persistence services offered by ODB, it has to create a
database class instance. A database instance is the representation of the place where the appli-
cation stores its persistent objects. We create a database instance by instantiating one of the
database system-specific classes. For exarmoghke;mysql::database would be such a

class for the MySQL database system. We will also normally pass a database name as an
argument to the class’ constructor. The following code fragment shows how we can create a
database instance for the MySQL database system:

#include <odb/database.hxx>
#include <odb/mysql/database.hxx>

auto_ptr<odb::database> db (
new odb::mysql::database (
"test_user" // database login name
"test_password" // database password
"test_database" // database name

B

The odb::database class is a common interface for all the database system-specific
classes provided by ODB. You would normally work with the database instance via this inter-
face unless there is a specific functionality that your application depends on and which is only
exposed by a particular systemtatabase class. You will need to include the
<odb/database.hxx> header file to make this class available in your application.

The odb::database interface defines functions for starting transactions and manipulating
persistent objects. These are discussed in detail in the remainder of this chapter as well as the
next chapter which is dedicated to the topic of querying the database for persistent objects.
For details on the system-specifiatabase classes, refer {o Part I, "Database Systems".

Before we can persist our objects, the corresponding database schema has to be created in the
database. The schema contains table definitions and other relational database artifacts that are
used to store the state of persistent objects in the database.

There are several ways to create the database schema. The easiest is to instruct the ODB
compiler to generate the corresponding schema from the persistent clagsasr{
ate-schema option). The ODB compiler can generate the schema as a standalone SQL file,
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embedded into the generated C++ code, or as a separate C++ source file
(--schema-format option). If we are using the SQL file to create the database schema,
then this file should be executed, normally only once, before the application is started.

Alternatively, if the schema is embedded directly into the generated code or produced as a
separate C++ source file, then we can usetie:schema_catalog class to create it in
the database from within our application, for example:

#include <odb/schema-catalog.hxx>

odb::transaction t (db->begin ());
odb::schema_catalog::create_schema (*db);
t.commit ();

Refer to the next section for information on thah::transaction class. The complete
version of the above code fragment is available institeema/embedded example in the
odb-examples package.

The odb::schema_catalog class has the following interface. You will need to include
the <odb/schema-catalog.hxx> header file to make this class available in your appli-
cation.

namespace odb

{

class schema_catalog

{
public:
static void
create_schema (databaseg&,
const std::string& name =",
bool drop = true);

static void
drop_schema (database&, const std::string& name = ");

static bool
exists (database_id, const std::string& name = "");

static bool
exists (const database&, const std::string& name ="")

2
}
The first argument to thereate_schemal() function is the database instance that we
would like to create the schema in. The second argument is the schema name. By default, the
ODB compiler generates all embedded schemas with the default schema name (empty string).
However, if your application needs to have several separate schemas, you can use the
--schema-name ODB compiler option to assign custom schema names and then use these
names as a second argumerdrieate_schema() . By default,create_schema()  will

also delete all the database objects (tables, indexes, etc.) if they exist prior to creating the new
ones. You can change this behavior by pasdmige as the third argument. The
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drop_schema() function allows you to delete all the database objects without creating the
new ones.

If the schema is not found, tlceeate_schemay() anddrop_schema() functions throw

the odb::unknown_schema  exception. You can use thexists() function to check
whether a schema for the specified database and with the specified name exists in the catalog.
Note also that thereate_schemal() anddrop_schema() functions should be called

within a transaction.

ODB also provides support for database schema evolution. Similar to schema creation,
schema migration statements can be generated either as standalone SQL files or embedded
into the generated C++ code. For more information on schema evolution support, refer to
[Chapter 13, "Database Schema Evolution".

Finally, we can also use a custom database schema with ODB. This approach can work simi-
larly to the standalone SQL file described above except that the database schema is
hand-written or produced by another program. Or we could execute custom SQL statements
that create the schema directly from our application. To map persistent classes to custom
database schemas, ODB provides a wide range of mapping customization pragmas, such as
db table , dbcolumn , anddbtype (Chapter 14, "ODB Pragma Langudge"). For
sample code that shows how to perform such mapping for various C++ constructs, refer to the
schema/custom example in th@db-examples package.

3.5 Transactions

A transaction is an atomic, consistent, isolated and durable (ACID) unit of work. Database
operations can only be performed within a transaction and each thread of execution in an
application can have only one active transaction at a time.

By atomicity we mean that when it comes to making changes to the database state within a
transaction, either all the changes are applied or none at all. Consider, for example, a transac-
tion that transfers funds between two objects representing bank accounts. If the debit function

on the first object succeeds but the credit function on the second fails, the transaction is rolled

back and the database state of the first object remains unchanged.

By consistency we mean that a transaction must take all the objects stored in the database
from one consistent state to another. For example, if a bank account object must reference a
person object as its owner and we forget to set this reference before making the object persis-
tent, the transaction will be rolled back and the database will remain unchanged.

By isolation we mean that the changes made to the database state during a transaction are only
visible inside this transaction until and unless it is committed. Using the above example with
the bank transfer, the results of the debit operation performed on the first object is not visible
to other transactions until the credit operation is successfully completed and the transaction is
committed.
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By durability we mean that once the transaction is committed, the changes that it made to the
database state are permanent and will survive failures such as an application crash. From now
on the only way to alter this state is to execute and commit another transaction.

A transaction is started by calling either tliatabase::begin() or connec-
tion::begin() function. The returned transaction handle is stored in an instance of the
odb::transaction class. You will need to include theodb/transaction.hxx>

header file to make this class available in your application. For example:
#include <odb/transaction.hxx>

transaction t (db.begin ())

/I Perform database operations.

t.commit ();

The odb::transaction class has the following interface:

namespace odb

{

class transaction

{

public:
typedef odb::database database_type;
typedef odb::connection connection_type;

explicit
transaction (transaction_impl*, bool make_current = true);

transaction ();

void
reset (transaction_impl*, bool make_current = true);

void
commit ();

void
rollback ();

database_type&
database ();

connection_type&
connection ();

bool
finilized () const;

public:

static bool
has_current ();
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static transaction&
current ();

static void
current (transaction&);

static bool
reset_current ();

/I Callback API.
I
public:

=
}

The commit() function commits a transaction amallback() rolls it back. Unless the
transaction has bedmalized, that is, explicitty committed or rolled back, the destructor of
the transaction class will automatically roll it back when the transaction instance goes
out of scope. If we try to commit or roll back a finalized transactionotie:transac-
tion_already_finalized exception is thrown.

Thedatabase() accessor returns the database this transaction is working on. Similarly, the
connection()  accessor returns the database connection this transactiorj is on (Seclion 3.6,
['Connectiong").

The staticcurrent() accessor returns the currently active transaction for this thread. If
there is no active transaction, this function throws dlké::not_in_transaction

exception. We can check whether there is a transaction in effect in this thread using the
has_current() static function.

The make_current  argument in theransaction constructor as well as the static
current() modifier andreset_current() function give us additional control over the
nomination of the currently active transaction. If we padse as themake_current

argument, then the newly created transaction will not automatically be made the active trans-
action for this thread. Later, we can use the staticent() modifier to set this transaction

as the active transaction. Treset_current() static function clears the currently active
transaction. Together, these mechanisms allow for more advanced use cases, such as multi-
plexing two or more transactions on the same thread. For example:

transaction t1 (db1.begin ()); /I Active transaction.
transaction t2 (db2.begin (), false); // Not active.

/I Perform database operations on db1.
transaction::current (t2); /I Deactivate t1, activate t2.
/I Perform database operations on db2.
transaction::current (t1); /I Switch back to t1.

/I Perform some more database operations on db1.
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t1.commit ();
transaction::current (t2); /I Switch to t2.
/I Perform some more database operations on db2.

t2.commit ();

Thereset()  modifier allows us to reuse the samnansaction instance to complete
several database transactions. Similar to the destruesat()  will roll the current trans-

action back if it hasn’t been finalized. The defardnsaction constructor creates a final-

ized transaction which can later be initialized useget() . Thefinilized() accessor

can be used to check whether the transaction has been finalized. Here is how we can use this
functionality to commit the current transaction and start a new one every time a certain
number of database operations has been performed:

transaction t (db.begin ());

for (size_ti (0); i < n; ++i)

{

/I Perform a database operation, such as persist an object.

/I Commit the current transaction and start a new one after
/[ every 100 operations.
1
if (i % 100 == 0)
{
t.commit ();
t.reset (db.begin ());
}
}

t.commit ();

For more information on the transaction callback support, refer to Section 15.1, "Transaction

Callbacks]'".

Note that in the above discussion of atomicity, consistency, isolation, and durability, all of
those guarantees only apply to the object’s state in the database as opposed to the object’s
state in the application’s memory. It is possible to roll a transaction back but still have
changes from this transaction in the application’s memory. An easy way to avoid this poten-
tial inconsistency is to instantiate persistent objects only within the transaction scope.
Consider, for example, these two implementations of the same transaction:
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void
update_age (database& db, person& p)

{
transaction t (db.begin ());

p.age (p.age () + 1);
db.update (p);

t.commit ();

}

In the above implementation, if thgpdate() call fails and the transaction is rolled back,
the state of theerson object in the database and the state of the same object in the applica-
tion’s memory will differ. Now consider an alternative implementation which only instanti-
ates theperson object for the duration of the transaction:

void
update_age (database& db, unsigned long id)

{
transaction t (db.begin ());

auto_ptr<person> p (db.load<person> (id));

p.age (p.age () + 1);
db.update (p);

t.commit ();

}

Of course, it may not always be possible to write the application in this style. Oftentimes we
need to access and modify the application’s state of persistent objects out of transactions. In
this case it may make sense to try to roll back the changes made to the application state if the
transaction was rolled back and the database state remains unchanged. One way to do this is
to re-load the object’s state from the database, for example:

void
update_age (database& db, person& p)

try
{
transaction t (db.begin ());

p.age (p.age () + 1);
db.update (p);

t.commit ();

}
catch (...)

{
transaction t (db.begin ());

db.load (p.id (), p);
t.commit ();
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throw;

}
}

See alsp Section 15.1, "Transaction Callbgcks" for an alternative approach.

3.6 Connections

The odb::connection class represents a connection to the database. Normally, you
wouldn’t work with connections directly but rather let the ODB runtime obtain and release
connections as needed. However, certain use cases may require obtaining a connection manu-
ally. For completeness, this section describexctiimection  class and discusses some of

its use cases. You may want to skip this section if you are reading through the manual for the
first time.

Similar toodb::database , theodb::connection class is a common interface for all
the database system-specific classes provided by ODB. For details on the system-specific
connection classes, refer {o Part I, "Database Systems".

To make theodb::connection class available in your application you will need to
include the<odb/connection.hxx> header file. Th@db::connection class has the
following interface:

namespace odb

{

class connection

{
public:
typedef odb::database database_type;

transaction
begin () = 0;

unsigned long long
execute (const char* statement);

unsigned long long
execute (const std::string& statement);

unsigned long long
execute (const char* statement, std::size_t length);

database_type&
database ();

h

typedef details::shared_ptr<connection> connection_ptr;

}

44 C++ Object Persistence with ODB Revision 2.4, February 2015



3.7 Error Handling and Recovery

The begin()  function is used to start a transaction on the connectioneXéeute()

functions allow us to execute native database statements on the connection. Their semantics
are equivalent to thdatabase::execute() functions |(Section 3.12, "Executing Nafive

[SOL Statementg") except that they can be legally called outside a transaction. Finally, the
database() accessor returns a reference to dkb::database instance to which this
connection corresponds.

To obtain a connection we call tdatabase::connection() function. The connection

is returned asdb::connection_ptr , which is an implementation-specific smart pointer

with the shared pointer semantics. This, in particular, means that the connection pointer can
be copied and returned from functions. Once the last instanmenoéction_ptr point-

ing to the same connection is destroyed, the connection is returned tatHimse

instance. The following code fragment shows how we can obtain, use, and release a connec-
tion:

using namespace odb::core;

database& db = ...
connection_ptr ¢ (db.connection ());

/I Temporarily disable foreign key constraints.
1
c->execute ("SET FOREIGN_KEY_CHECKS = 0");

/I Start a transaction on this connection.
1
transaction t (c->begin ());

t.commit ();

/I Restore foreign key constraints.
1
c->execute ("SET FOREIGN_KEY_CHECKS =1");

/[l When 'c’ goes out of scope, the connection is returned to 'db’.

Some of the use cases which may require direct manipulation of connections include

out-of-transaction statement execution, such as the execution of connection configuration

statements, the implementation of a connection-per-thread policy, and making sure that a set
of transactions is executed on the same connection.

3.7 Error Handling and Recovery

ODB uses C++ exceptions to report database operation errors. Most ODB exceptions signify
hard errors or errors that cannot be corrected without some intervention from the application.
For example, if we try to load an object with an unknown object id, the
odb::object_not_persistent exception is thrown. Our application may be able to
correct this error, for instance, by obtaining a valid object id and trying again. The hard errors
and corresponding ODB exceptions that can be thrown by each database function are
described in the remainder of this chapter ith Section 3.14, "ODB Exceptions" providing a
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quick reference for all the ODB exceptions.

The second group of ODB exceptions sigrsbft or recoverable errors. Such errors are
temporary failures which normally can be corrected by simply re-executing the transaction.

ODB defines three such exceptiorgib::connection_lost , odb::itimeout , and
odb::deadlock . All recoverable ODB exceptions are derived from the common
odb::recoverable base exception which can be used to handle all the recoverable condi-

tions with a singleatch block.

The odb::connection_lost exception is thrown if a connection to the database is lost

in the middle of a transaction. In this situation the transaction is aborted but it can be re-tried
without any changes. Similarly, thedb::timeout exception is thrown if one of the
database operations or the whole transaction has timed out. Again, in this case the transaction
is aborted but can be re-tried as is.

If two or more transactions access or modify more than one object and are executed concur-
rently by different applications or by different threads within the same application, then it is
possible that these transactions will try to access objects in an incompatible order and dead-
lock. The canonical example of a deadlock are two transactions in which the first has modi-
fied objectl and is waiting for the second transaction to commit its changasjeot2

so that it can also updatdbject2 . At the same time the second transaction has modified
object2 and is waiting for the first transaction to commit its changebjectl because

it also needs to modifgbjectl . As a result, none of the two transactions can be completed.

The database system detects such situations and automatically aborts the waiting operation in
one of the deadlocked transactions. In ODB this translates tmth&leadlock recover-
able exception being thrown from one of the database functions.

The following code fragment shows how to handle the recoverable exceptions by restarting
the affected transaction:

const unsigned short max_retries = 5;

for (unsigned short retry_count (0); ; retry_count++)
{
try

{
transaction t (db.begin ());

t.commit ();
break;

}

catch (const odb::recoverable& e)

{

if (retry_count > max_retries)
throw retry_limit_exceeded (e.what ());
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else
continue;
}
}

3.8 Making Objects Persistent

A newly created instance of a persistent class is transient. We use the
database::persist() function template to make a transient instance persistent. This
function has four overloaded versions with the following signatures:

template <typename T>
typename object_traits<T>:id_type
persist (const T& object);

template <typename T>
typename object_traits<T>:id_type
persist (const object_traits<T>::const_pointer_type& object);

template <typename T>
typename object_traits<T>:id_type
persist (T& object);

template <typename T>
typename object_traits<T>:id_type
persist (const object_traits<T>::pointer_type& object);

Here and in the rest of the manualbject_traits<T>::pointer_type and
object_traits<T>::const_pointer_type denote the unrestricted and constant
object pointer types| (Section 3.3, "Object and View Pointers"), respectively. Similarly,
object_traits<T>::id_type denotes the object id type. The

odb::object_traits template is part of the database support code generated by the
ODB compiler.

The first persist() function expects a constant reference to an instance being persisted.

The second function expects a constant object pointer. Both of these functions can only be
used on objects with application-assigned objec{ids (Section 1%44ta, ).

The second and thirgersist() functions are similar to the first two except that they
operate on unrestricted references and object pointers. If the identifier of the object being
persisted is assigned by the database, these functions update the id member of the passed
instance with the assigned value. All four functions return the object id of the newly persisted
object.

If the database already contains an object of this type with this identifigoethist()

functions throw thedb::object_already_persistent exception. This should never
happen for database-assigned object ids as long as the number of objects persisted does not
exceed the value space of the id type.
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When calling thepersist() functions, we don’t need to explicitly specify the template
type since it will be automatically deduced from the argument being passed. The following
example shows how we can call these functions:

person john ("John", "Doe", 33);
shared_ptr<person> jane (hew person ("Jane", "Doe", 32));

transaction t (db.begin ());

db.persist (john);
unsigned long jane_id (db.persist (jane));

t.commit ();

cerr << "Jane’s id: " << jane_id << endl;

Notice that in the above code fragment we have created instances that we were planning to
make persistent before starting the transaction. Likewise, we printed Jane’s id after we have
committed the transaction. As a general rule, you should avoid performing operations within
the transaction scope that can be performed before the transaction starts or after it terminates.
An active transaction consumes both your application’s resources, such as a database connec-
tion, as well as the database server’s resources, such as object locks. By following the above
rule you make sure these resources are released and made available to other threads in your
application and to other applications as soon as possible.

Some database systems support persisting multiple objects with a single underlying statement
execution which can result in significantly improved performance. For such database systems
ODB provides bulkpersist() functions. For details, refer o Section 15.3, "Bulk Datapase

Operationd".

3.9 Loading Persistent Objects

Once an object is made persistent, and you know its object id, it can be loaded by the applica-
tion using thedatabase::load() function template. This function has two overloaded
versions with the following signatures:

template <typename T>
typename object_traits<T>::pointer_type
load (const typename object_traits<T>::id_type& id);

template <typename T>
void
load (const typename object_traits<T>::id_type& id, T& object);

Given an object id, the first function allocates a new instance of the object class in the
dynamic memory, loads its state from the database, and returns the pointer to the new
instance. The second function loads the object’s state into an existing instance. Both functions
throw odb::object_not_persistent if there is no object of this type with this id in

the database.
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When we call the firstoad()  function, we need to explicitly specify the object type. We
don’t need to do this for the second function because the object type will be automatically
deduced from the second argument, for example:

transaction t (db.begin ());
auto_ptr<person> jane (db.load<person> (jane_id));
db.load (jane_id, *jane);

t.commit ();

In certain situations it may be necessary to reload the state of an object from the database.
While this is easy to achieve using the sectéoad() function, ODB provides the
database::reload() function template that has a number of special properties. This
function has two overloaded versions with the following signatures:

template <typename T>
void
reload (T& object);

template <typename T>
void
reload (const object_traits<T>::pointer_type& object);

The firstreload()  function expects an object reference, while the second expects an object
pointer. Both functions expect the id member in the passed object to contain a valid object
identifier and, similar tdoad() , both will throwodb::object_not_persistent if

there is no object of this type with this id in the database.

The first special property oeload() = compared to thewad() function is that it does not
interact with the session’s object cache (Section 11.1, "Object Cache"). That is, if the object
being reloaded is already in the cache, then it will remain thererefead()  returns.
Similarly, if the object is not in the cache, thretoad()  won’t put it there either.

The second special property of tieboad()  function only manifests itself when operating

on an object with the optimistic concurrency model. In this case, if the states of the object in
the application memory and in the database are the same, then no reloading will occur. For
more information on optimistic concurrency, refer to Chapter 12, "Optimistic Concurrency".

If we don’t know for sure whether an object with a given id is persistent, we can use the
find()  function instead obad() , for example:

template <typename T>
typename object_traits<T>::pointer_type
find (const typename object_traits<T>::id_type& id);

template <typename T>

bool
find (const typename object_traits<T>::id_type& id, T& object);

Revision 2.4, February 2015 C++ Object Persistence with ODB 49



3.10 Updating Persistent Objects

If an object with this id is not found in the database, the fimsk)  function returns a
NULL pointer while the second function leaves the passed instance unmodified and returns
false

If we don’t know the object id, then we can use queries to find the object (or objects) match-
ing some criteria[ (Chapter 4, "Querying the Datahase"). Note, however, that loading an
object’s state using its identifier can be significantly faster than executing a query.

3.10 Updating Persistent Objects

If a persistent object has been modified, we can store the updated state in the database using
the database::update() function template. This function has three overloaded versions
with the following signatures:

template <typename T>
void
update (const T& object);

template <typename T>
void
update (const object_traits<T>::const_pointer_type& object);

template <typename T>

void
update (const object_traits<T>::pointer_type& object);

The firstupdate()  function expects an object reference, while the other two expect object
pointers. If the object passed to one of these functions does not exist in the database,
update() throws theodb::object _not_persistent exception (but see a note on
optimistic concurrency below).

Below is an example of the funds transfer that we talked about in the earlier section on trans-
actions. It uses the hypothetideank_account persistent class:

void
transfer (database& db,
unsigned long from_acc,
unsigned long to_acc,
unsigned int amount)
bank_account from, to;
transaction t (db.begin ());

db.load (from_acc, from);

if (from.balance () < amount)
throw insufficient_funds ();

db.load (to_acc, to);

to.balance (to.balance () + amount);
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from.balance (from.balance () - amount);

db.update (to);
db.update (from);

t.commit ();

}

The same can be accomplished using dynamically allocated objects apdidgie() func-
tion with object pointer argument, for example:

transaction t (db.begin ());
shared_ptr<bank_account> from (db.load<bank_account> (from_acc));

if (from->balance () < amount)
throw insufficient_funds ();

shared_ptr<bank_account> to (db.load<bank_account> (to_acc));

to->balance (to->balance () + amount);
from->balance (from->balance () - amount);

db.update (to);
db.update (from);

t.commit ();

If any of theupdate() functions are operating on a persistent class with the optimistic
concurrency model, then they will throw tloelb::object_changed exception if the

state of the object in the database has changed since it was last loaded into the application
memory. Furthermore, for such classesipdate() no longer throws the
object_not_persistent exception if there is no such object in the database. Instead,
this condition is treated as a change of object statelsjedt _changed s thrown instead.

For a more detailed discussion of optimistic concurrency, refer to Chapter 12, "Optimistic

Concurrency”.

In ODB, persistent classes, composite value types, as well as individual data members can be
declared read-only (s¢e Section 14.1réatlonly  (object)],| Section 14.3.6yéadonly |
[(composite value)”, and Section 14.4.7r2dtdonly  (data member)™).

If an individual data member is declared read-only, then any changes to this member will be
ignored when updating the database state of an object using any of theuptatey)

functions. Aconst data member is automatically treated as read-only. If a composite value
is declared read-only then all its data members are treated as read-only.

If the whole object is declared read-only then the database state of this object cannot be
changed. Calling any of the aboupdate() functions for such an object will result in a
compile-time error.
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Similar to persist() , for database systems that support this functionality, ODB provides
bulk update() functions. For details, refer|to Section 15.3, "Bulk Database Operations".

3.11 Deleting Persistent Objects

To delete a persistent object’s state from the database we wadbase:.erase() or
database::erase_query() function templates. If the application still has an instance
of the erased object, this instance becomes transienerdbe() function has the follow-
ing overloaded versions:

template <typename T>
void
erase (const T& object);

template <typename T>
void
erase (const object_traits<T>::const_pointer_type& object);

template <typename T>
void
erase (const object_traits<T>::pointer_type& object);

template <typename T>
void
erase (const typename object_traits<T>::id_type& id);

The firsterase() function uses an object itself, in the form of an object reference, to delete
its state from the database. The next two functions accomplish the same result but using object
pointers. Note that all three functions leave the passed object unchanged. It simply becomes
transient. The last function uses the object id to identify the object to be deleted. If the object
does not exist in the database, then all four functions throw the
odb::object_not_persistent exception (but see a note on optimistic concurrency
below).

We have to specify the object type when calling the daase() function. The same is
unnecessary for the first three functions because the object type will be automatically deduced
from their arguments. The following example shows how we can call these functions:

person& john = ...
shared_ptr<jane> jane = ...
unsigned long joe_id = ...
transaction t (db.begin ());
db.erase (john);

db.erase (jane);

db.erase<person> (joe_id);

t.commit ();
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If any of theerase() functions except the last one are operating on a persistent class with
the optimistic concurrency model, then they will throw thab::object _changed

exception if the state of the object in the database has changed since it was last loaded into the
application memory. Furthermore, for such classesse() no longer throws the
object_not_persistent exception if there is no such object in the database. Instead,
this condition is treated as a change of object statelsjedt _changed s thrown instead.

For a more detailed discussion of optimistic concurrency, refer to Chapter 12, "Optimistic

Concurrency”.

Similar topersist() andupdate() , for database systems that support this functionality,
ODB provides bulkerase() functions. For details, refer fo Section 15.3, "Bulk Datalpase

The erase_query() function allows us to delete the state of multiple objects matching
certain criteria. It uses the query expression otititebase::query() function [Chaptér

|4, "Querying the Databage") and, because the ODB query facility is optional, it is only avail-
able if the --generate-query ODB compiler option was specified. The
erase_query() function has the following overloaded versions:

template <typename T>
unsigned long long
erase_query ();

template <typename T>
unsigned long long
erase_query (const odb::query<T>&);

The firsterase_query() function is used to delete the state of all the persistent objects of

a given type stored in the database. The second function uses the passed query instance to
only delete the state of objects matching the query criteria. Both functions return the number
of objects erased. When calling ttiase_query() function, we have to explicitly specify

the object type we are erasing. For example:

typedef odb::query<person> query;
transaction t (db.begin ());
db.erase_query<person> (query::last == "Doe" && query::age < 30);

t.commit ();

Unlike the query()  function, when callingerase_query() we cannot use members
from pointed-to objects in the query expression. However, we can still use a member corre-
sponding to a pointer as an ordinary object member that has the id type of the pointed-to
object (Chapter 6, "Relationships"). This allows us to compare object ids as well as test the
pointer for NULL As an example, the following transaction makes sure that all the
employee objects that reference amployer object that is about to be deleted are deleted

as well. Here we assume that #raployee class contains a pointer to teeployer class.

Refer td Chapter 6, "Relationships" for complete definitions of these classes.
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typedef odb::query<employee> query;
transaction t (db.begin ());
employer& e = ... // Employer object to be deleted.

db.erase_query<employee> (query::employer == e.id ());
db.erase (e);

t.commit ();

3.12 Executing Native SQL Statements

In some situations we may need to execute native SQL statements instead of using the
object-oriented database API described above. For example, we may want to tune the
database schema generated by the ODB compiler or take advantage of a feature that is
specific to the database system we are using. ddiabase:.execute() function,

which has three overloaded versions, provides this functionality:

unsigned long long
execute (const char* statement);

unsigned long long
execute (const std::string& statement);

unsigned long long
execute (const char* statement, std::size_t length)

The firstexecute()  function expects the SQL statement as a zero-terminated C-string. The
last version expects the explicit statement length as the second argument and the statement
itself may contain\O’  characters, for example, to represent binary data, if the database
system supports it. All three functions return the number of rows that were affected by the
statement. For example:

transaction t (db.begin ());

db.execute ("DROP TABLE test");
db.execute ("CREATE TABLE test (n INT PRIMARY KEY)");

t.commit ();

While these functions must always be called within a transaction, it may be necessary to
execute a native statement outside a transaction. This can be done usomprtee-
tion::execute() functions as described|in Section 3.6, "Connectjons".

3.13 Tracing SQL Statement Execution

Oftentimes it is useful to understand what SQL statements are executed as a result of
high-level database operations. For example, we can use this information to figure out why
certain transactions don’t produce desired results or why they take longer than expected.
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While this information can usually be obtained from the database logs, ODB provides an
application-side SQL statement tracing support that is both more convenient and
finer-grained. For example, in a typical situation that calls for tracing we would like to see the
SQL statements executed as a result of a specific transaction. While it may be difficult to
extract such a subset of statements from the database logs, it is easy to achieve with ODB
tracing support:

transaction t (db.begin ());
t.tracer (stderr_tracer);

t.commit ();

ODB allows us to specify a tracer on the database, connection, and transaction levels. If speci-
fied for the database, then all the statements executed on this database will be traced. On the
other hand, if a tracer is specified for the connection, then only the SQL statements executed
on this connection will be traced. Similarly, a tracer specified for a transaction will only show
statements that are executed as part of this transaction. All three ctaisegatabase
odb::connection , andodb::transaction ) provide the identical tracing API:

void
tracer (odb::tracer&);

void
tracer (odb::tracer*);

odb::tracer*
tracer () const;

The first twotracer() functions allow us to set the tracer object with the second one
allowing us to clear the current tracer by passiigJJdL pointer. The lastracer() func-

tion allows us to get the current tracer object. It returN&JBL pointer if there is no tracer in
effect. Note that the tracing API does not manage the lifetime of the tracer object. The tracer
should be valid for as long as it is being used. Furthermore, the tracing API is not thread-safe.
Trying to set a tracer from multiple threads simultaneously will result in undefined behavior.

Theodb::tracer class defines a callback interface that can be used to create custom tracer
implementations. Thedb::stderr_tracer and odb::stderr_full_tracer are

built-in tracer implementations provided by the ODB runtime. They both print SQL state-
ments being executed to the standard error stream. The full tracer, in addition to tracing state-
ment executions, also traces their preparations and deallocations. One situation where the full
tracer can be particularly useful is if a statement (for example a custom query) contains a
syntax error. In this case the error will be detected during preparation and, as a result, the
statement will never be executed. The only way to see such a statement is by using the full
tracing.
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The odb::tracer class is defined in theodb/tracer.hxx> header file which you
will need to include in order to make this class available in your application. The
odb::tracer interface provided the following callback functions:

namespace odb

{

class tracer
{
public:
virtual void
prepare (connection&, const statement&);

virtual void
execute (connection&, const statement&);

virtual void
execute (connection&, const char* statement) = 0;

virtual void
deallocate (connection&, const statement&);
I3
}
The prepare()  anddeallocate() functions are called when a prepared statement is

created and destroyed, respectively. The éxgicute()  function is called when a prepared
statement is executed while the second one is called when a normal statement is executed. The
default implementations for thprepare() = and deallocate() functions do nothing

while the firstexecute()  function calls the second one passing the statement text as the
second argument. As a result, if all you are interested in are the SQL statements being
executed, then you only need to override the seegadute()  function.

In addition to the commomdb::tracer interface, each database runtime provides a
database-specific version adb::<database>::tracer . It has exactly the same inter-
face as the common version except that ¢banection  and statement types are
database-specific, which gives us access to additional, database-specific information.

As an example, consider a more elaborate, PostgreSQL-specific tracer implementation. Here
we rely on the fact that the PostgreSQL ODB runtime uses names to identify prepared state-
ments and this information can be obtained fronottie:pgsql::statement object:

#include <odb/pgsql/tracer.hxx>
#include <odb/pgsgl/database.hxx>
#include <odb/pgsgl/connection.hxx>
#include <odb/pgsgl/statement.hxx>

class pgsql_tracer: public odb::pgsql::tracer
{
virtual void
prepare (odb::pgsqgl::connection& ¢, const odb::pgsql::statement& s)

{
cerr << c.database ().db () << ": PREPARE " << s.name ()

<<" AS " << s.text () << endl;
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}
virtual void
execute (odb::pgsql::connection& c, const odb::pgsql::statement& s)
{
cerr << c.database ().db () <<": EXECUTE " << s.name () << end|;
}
virtual void
execute (odb::pgsql::connection& c, const char* statement)
{
cerr << c.database ().db () << ": " << statement << endl;
}
virtual void
deallocate (odb::pgsql::connection& c, const odb::pgsqgl::statement& s)
{
cerr << c.database ().db () << ": DEALLOCATE " << s.name () << endl;
}

k

Note also that you can only set a database-specific tracer object using a database-specific
database instance, for example:

pgsql_tracer tracer;

odb::database& db = ...;
db.tracer (tracer); // Compile error.

odb::pgsql::database& db = ..;
db.tracer (tracer); // Ok.

3.14 ODB Exceptions

In the previous sections we have already mentioned some of the exceptions that can be thrown
by the database functions. In this section we will discuss the ODB exception hierarchy and
document all the exceptions that can be thrown by the common ODB runtime.

The root of the ODB exception hierarchy is the abswdbt:exception class. This class
derives fronmstd:.exception and has the following interface:
namespace odb
{
struct exception: std::exception
{

virtual const char*

what () const throw () = 0;
3

}
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Catching this exception guarantees that we will catch all the exceptions thrown by ODB. The
what() function returns a human-readable description of the condition that triggered the
exception.

The concrete exceptions that can be thrown by ODB are presented in the following listing:

namespace odb

{

struct null_pointer: exception

{

virtual const char*
what () const throw ();

5

/I Transaction exceptions.
1
struct already_in_transaction: exception

{

virtual const char*
what () const throw ();

5

struct not_in_transaction: exception

{

virtual const char*
what () const throw ();

5

struct transaction_already_finalized: exception

{

virtual const char*
what () const throw ();

5

/I Session exceptions.
1
struct already_in_session: exception

{

virtual const char*
what () const throw ();

5

struct not_in_session: exception

{

virtual const char*
what () const throw ();

5

struct session_required: exception

{

virtual const char*
what () const throw ();

5

/I Database operations exceptions.
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1
struct recoverable: exception

{
3

struct connection_lost: recoverable

{

virtual const char*
what () const throw ();

J§

struct timeout: recoverable

{

virtual const char*
what () const throw ();

J§

struct deadlock: recoverable

{

virtual const char*
what () const throw ();

J§

struct object_not_persistent: exception

{

virtual const char*
what () const throw ();

J§

struct object_already_persistent: exception

{

virtual const char*
what () const throw ();

J§

struct object_changed: exception

{

virtual const char*
what () const throw ();

J§

struct result_not_cached: exception

{

virtual const char*
what () const throw ();

J§

struct database_exception: exception

{
3

/I Polymorphism support exceptions.
1
struct abstract_class: exception

{

virtual const char*
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what () const throw ();

J§

struct no_type_info: exception
{

virtual const char*

what () const throw ();

J§

/I Prepared query support exceptions.
1
struct prepared_already_cached: exception
{
const char*
name () const;

virtual const char*
what () const throw ();

J§

struct prepared_type_mismatch: exception
{

const char*

name () const;

virtual const char*
what () const throw ();

J§

/I Schema catalog exceptions.
1
struct unknown_schema: exception
{
const std::string&
name () const;

virtual const char*
what () const throw ();

J§

struct unknown_schema_version: exception

{

schema_version
version () const;

virtual const char*
what () const throw ();

J§

/I Section exceptions.
1
struct section_not_loaded: exception

{

virtual const char*
what () const throw ();

J§
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struct section_not_in_object: exception

{

virtual const char*
what () const throw ();

J§

// Bulk operation exceptions.
1
struct multiple_exceptions: exception

{

virtual const char*
what () const throw ();

J§

}
The null_pointer exception is thrown when a pointer to a persistent object declared
nonNULL with thedb not_null ordb value_not_null pragma has theULL value.

Seq Chapter 6, "Relationships" for details.

The next three exceptionsalfeady in_transaction , hot_in_transaction :
transaction_already_finalized ) are thrown by thedb::transaction class
and are discussed|in Section 3.5, "Transactions".

The next two exceptionslfeady_in_session , andnot_in_session ) are thrown
by theodb::session class and are discussed in Chapter 11, "Segsion".

The session_required exception is thrown when ODB detects that correctly loading a
bidirectional object relationship requires a session but one is not us¢d. See Section §.2, "Bidi-
[rectional Relationships" for more information on this exception.

Therecoverable  exception serves as a common base for all the recoverable exceptions,
which are:connection_lost , timeout , anddeadlock . The connection_lost

exception is thrown when a connection to the database is lost. Similarfyndoait excep-

tion is thrown if one of the database operations or the whole transaction has timed out. The
deadlock exception is thrown when a transaction deadlock is detected by the database
system. These exceptions can be thrown by any database functign. See Section 3.7, "Error
[Handling and Recovery" for details.

The object_already_persistent exception is thrown by thpersist() database
function. Se¢ Section 3.8, "Making Objects Persigtent"” for details.

The object_not_persistent exception is thrown by thwad() , update() , and
erase() database functions. Refer[to Section 3.9, "Loading Persistent Opjects", |Section
[3.10, "Updating Persistent Objegts", and Section 3.11, "Deleting Persistent Qbjects" for more
information.
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The object_changed exception is thrown by thepdate() database function and
certainerase() database functions when operating on objects with the optimistic concur-
rency model. Sge Chapter 12, "Optimistic Concurrgncy" for details.

Theresult_not_cached exception is thrown by the query result class. Reffr to Skction
[4.4, "Query Resull" for details.

The database_exception exception is a base class for all database system-specific
exceptions that are thrown by the database system-specific runtime library. Part I,
['Database Systen)s" for more information.

The abstract_class exception is thrown by the database functions when we attempt to
persist, update, load, or erase an instance of a polymorphic abstract class. For more informa-
tion on abstract classes, refef to Section 14.alsstfact "

The no_type_info exception is thrown by the database functions when we attempt to
persist, update, load, or erase an instance of a polymorphic class for which no type informa-
tion is present in the application. This normally means that the generated database support
code for this class has not been linked (or dynamically loaded) into the application or the
discriminator value has not been mapped to a persistent class. For more information on poly-
morphism support, refer fo Section 8.2, "Polymorphism Inheritance".

The prepared_already_cached exception is thrown by theache_query()  func-

tion if a prepared query with the specified name is already cached. The
prepared_type_mismatch exception is thrown by thieokup_query() function if

the specified prepared query object type or parameters type does not match the one in the
cache. Refer o Section 4.5, "Prepared Queries" for details.

The unknown_schema exception is thrown by thedb::schema_catalog class if a
schema with the specified name is not found. Refer to Section 3.4, "Database" for details. The
unknown_schema_version exception is thrown by thechema_catalog functions

that deal with database schema evolution if the passed version is unknow. Chapter
[13, "Database Schema Evolutipn" for details.

The section_not_loaded exception is thrown if we attempt to update an object section
that hasn’t been loaded. Thection_not_in_object exception is thrown if the section
instance being loaded or updated does not belong to the corresponding object. See Ghapter 9,
['Sectiong]' for more information on these exceptions.

The multiple_exceptions exception is thrown by the bulk API functions. Refer to
[Section 15.3, "Bulk Database Operatigns" for details.

The odb::exception class is defined in theodb/exception.hxx> header file. All
the concrete ODB exceptions are defined <dadb/exceptions.hxx> which also
includes<odb/exception.hxx> . Normally you don’t need to include either of these two
headers because they are automatically includedobp/database.hxx> . However, if
the source file that handles ODB exceptions does not inelodie/database.hxx> | then
you will need to explicitly include one of these headers.
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4 Querying the Database

If we don’t know the identifiers of the objects that we are looking for, we can use queries to
search the database for objects matching certain criteria. The ODB query facility is optional
and we need to explicitly request the generation of the necessary database support code with
the--generate-query ODB compiler option.

ODB provides a flexible query API that offers two distinct levels of abstraction from the
database system query language such as SQL. At the high level we are presented with an easy
to use yet powerful object-oriented query language, called ODB Query Language. This query
language is modeled after and is integrated into C++ allowing us to write expressive and safe
gueries that look and feel like ordinary C++. We have already seen examples of these queries
in the introductory chapters. Below is another, more interesting, example:

typedef odb::query<person> query;
typedef odb::result<person> result;

unsigned short age;
query g (query::first == "John" && query::age < query::_ref (age));

for (age = 10; age < 100; age += 10)
result r (db.query<person> (q));

}...

At the low level, queries can be written as predicates using the database system-native query
language such as tW¢HERBpredicate from the SQBELECT statement. This language will

be referred to as native query language. At this level ODB still takes care of converting query
parameters from C++ to the database system format. Below is the re-implementation of the
above example using SQL as the native query language:

query g ("first = "John’ AND age =" + query::_ref (age));

Note that at this level we lose the static typing of query expressions. For example, if we wrote
something like this:

query g (query::first == 123 && query::agee < query::_ref (age));

We would get two errors during the C++ compilation. The first would indicate that we cannot
comparequery::first to an integer and the second would pick the misspelling in
query::agee . On the other hand, if we wrote something like this:

query q ("first = 123 AND agee =" + query::_ref (age));

It would compile fine and would trigger an error only when executed by the database system.
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We can also combine the two query languages in a single query, for example:

query g ("first = "John’ AND" + (query::age < query::_ref (age)));

4.1 ODB Query Language

An ODB query is an expression that tells the database system whether any given object
matches the desired criteria. As such, a query expression always evaluattes asr

false . At the higher level, an expression consists of other expressions combined with
logical operators such & (AND), || (OR), and (NOT). For example:

typedef odb::query<person> query;
query g (query::first == "John" || query::age == 31);

At the core of every query expression lie simple expressions which involve one or more
object members, values, or parameters. To refer to an object member we use an expression
such agjuery::first above. The names of members indoery class are derived from

the names of data members in the object class by removing the common member name deco-
rations, such as leading and trailing underscoresntharefix, etc.

In a simple expression an object member can be compared to a value, parameter, or another
member using a number of predefined operators and functions. The following table gives an
overview of the available expressions:

Operator Description Example
== equal query:.age == 31
I= unequal query::age '= 31
< less than query::age < 31
> greater than query::age > 31
<= less than or equal query::age <= 31
>= greater than or equal | query::age >= 31
in() one of the values guery::age.in (30, 32, 34)
in_range() (r);r:aggf the values in gﬁggy::age.in_range (begin,
like() matches a pattern query::first.like ("J%")
is_null() value isNULL query::age.is_null ()
is_not_null() value isSNOT NULL query::age.is_not_null ()
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Thein() function accepts a maximum of five arguments. Userthenge()  function if

you need to compare to more than five values. This function accepts a pair of standard C++
iterators and compares to all the values fromlibgin position inclusive and until and
excluding theend position. The following code fragment shows how we can use these func-
tions:

std::vector<string> names;

names.push_back ("John");
names.push_back ("Jack");
names.push_back ("Jane");

query gl (query::first.in ("John", "Jack", "Jane"));
query g2 (query::first.in_range (names.begin (), names.end ()));

Note that thelike() function does not perform any translation of the database
system-specific extensions of the SQIKE operator. As a result, if you would like your
application to be portable among various database systems, then limit the special characters
used in the pattern &h(matches zero or more characters) ar{thatches exactly one charac-

ter). It is also possible to specify the escape character as a second argumelike() the
function. This character can then be used to escape the special chataeteds ) in the

pattern. For example, the following query will match any two characters separated by an
underscore:

query g (query::name.like ("_!__ ", "1"));

The operator precedence in the query expressions are the same as for equivalent C++ opera-
tors. We can use parentheses to make sure the expression is evaluated in the desired order. For
example:

query g ((query::first == "John" || query::first == "Jane") &&
query::age < 31);

4.2 Parameter Binding

An instance of thedb::query  class encapsulates two parts of information about the query:
the query expression and the query parameters. Parameters can be bound to C++ variables
either by value or by reference.

If a parameter is bound by value, then the value for this parameter is copied from the C++
variable to the query instance at the query construction time. On the other hand, if a parameter
is bound by reference, then the query instance stores a reference to the bound variable. The
actual value of the parameter is only extracted at the query execution time. Consider, for
example, the following two queries:
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string name ("John");

query gl (query::first == query::_val (name));
query g2 (query::first == query::_ref (hame));

name = "Jane";

db.query<person> (ql); // Find John.
db.query<person> (q2); // Find Jane.

Theodb::query class provides two special functionsal() and_ref() , that allow us

to bind the parameter either by value or by reference, respectively. In the ODB query
language, if the binding is not specified explicitly, the value semantic is used by default. In
the native query language, binding must always be specified explicitly. For example:

query gl (query::age < age); /I By value.
query g2 (query::age < query::_val (age)); // By value.
guery g3 (query::age < query::_ref (age)); // By reference.

query g4 ("age <" + age); /I Error.
query g5 ("age <" + query::_val (age)); // By value.
query g6 ("age <" + query::_ref (age)); // By reference.

A query that only has by-value parameters does not depend on any other variables and is
self-sufficient once constructed. A query that has one or more by-reference parameters
depends on the bound variables until the query is executed. If one such variable goes out of
scope and we execute the query, the behavior is undefined.

4.3 Executing a Query

Once we have the query instance ready and by-reference parameters initialized, we can
execute the query using tdatabase::query() function template. It has two overloaded
versions:

template <typename T>
result<T>
guery (bool cache = true);

template <typename T>
result<T>
query (const odb::query<T>&, bool cache = true);

The firstquery()  function is used to return all the persistent objects of a given type stored

in the database. The second function uses the passed query instance to only return objects
matching the query criteria. Theache argument determines whether the objects’ states
should be cached in the application’s memory or if they should be returned by the database
system one by one as the iteration over the result progresses. The result caching is discussed
in detail in the next section.
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When calling thequery()  function, we have to explicitly specify the object type we are
querying. For example:

typedef odb::query<person> query;
typedef odb::result<person> result;

result all (db.query<person> ());
result johns (db.query<person> (query::first == "John"));

Note that it is not required to explicitly create a named query variable before executing it. For
example, the following two queries are equivalent:

query g (query::first == "John");

result r1 (db.query<person> (q));
result r1 (db.query<person> (query::first == "John"));

Normally, we would create a named query instance if we are planning to run the same query
multiple times and would use the in-line version for those that are executed only once (see
also| Section 4.5, "Prepared Querjies" for a more optimal way to re-execute the same query
multiple times). A named query instance that does not have any by-reference parameters is
immutable and can be shared between multiple threads without synchronization. On the other
hand, a query instance with by-reference parameters is modified every time it is executed. If
such a query is shared among multiple threads, then access to this query instance must be
synchronized from the execution point and until the completion of the iteration over the result.

It is also possible to create queries from other queries by combining them using logical opera-
tors. For example:

result
find_minors (database& db, const query& name_query)

{

return db.query<person> (name_query && query::age < 18);

}

result r (find_minors (db, query::first == "John"));

The result of executing a query is zero, one, or more objects matching the query criteria. The
query()  function returns this result as an instance ofdtie::result class template,
which provides a stream-like interface and is discussed in detail in the next section.

In situations where we know that a query produces at most one element, we can instead use
the database::query_one() anddatabase::query_value() shortcut functions,
for example:

typedef odb::query<person> query;
auto_ptr<person> p (

db.query_one<person> (
query::email == "jon@example.com™));
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The shortcut query functions have the following signatures:

template <typename T>
typename object_traits<T>::pointer_type
query_one ();

template <typename T>
bool
qguery_one (T&);

template <typename T>
T
query_value ();

template <typename T>
typename object_traits<T>::pointer_type
guery_one (const odb::query<T>&);

template <typename T>
bool
guery_one (const odb::query<T>&, T&);

template <typename T>
T
query_value (const odb::query<T>&);

Similar toquery() , the first three functions are used to return the only persistent object of a
given type stored in the database. The second three versions use the passed query instance to
only return the object matching the query criteria.

Similar to thedatabase::find() functions [(Section 3.9, "Loading Persistent Objgcts"),
query_one() can either allocate a new instance of the object class in the dynamic memory
or it can load the object’s state into an existing instance.qlieey value() function
allocates and returns the object by value.

Thequery_one() function allows us to determine if the query result contains zero or one
element. If no objects matching the query criteria were found in the database, the first version
of query_one()  returns theNULL pointer while the second —false . If the second
version returngalse , then the passed object remains unchanged. For example:

if (unique_ptr<person> p = db.query_one<person> (

qguery::email == "jon@example.com"))
{
}
person p;
if (db.query_one<person> (query::email == "jon@example.com"”, p))
{
}
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If the query executed usinguery_one()  or query_value() returns more than one
element, then these functions fail with an assertion. Additiongligry value() also
fails with an assertion if the query returned no elements.

Common situations where we can use the shortcut functions are a query condition that uses a
data member with thanique constraint (at most one element returned;[see Section 14.7,
['Index Definition Pragmasg") as well as aggregate queries (exactly one element returned; see
[Chapter 10, "Views").

4.4 Query Result

The database::query() function returns the result of executing a query as an instance
of theodb::result class template, for example:

typedef odb::query<person> query;
typedef odb::result<person> result;

result johns (db.query<person> (query::first == "John"));

It is best to view an instance ofib::result as a handle to a stream, such as a file stream.
While we can make a copy of a result or assign one result to another, the two instances will
refer to the same result stream. Advancing the current position in one instance will also
advance it in another. The result instance is only usable within the transaction it was created
in. Trying to manipulate the result after the transaction has terminated leads to undefined
behavior.

Theodb::result class template conforms to the standard C++ sequence requirements and
has the following interface:

namespace odb

{

template <typename T>
class result

{
public:
typedef odb::result_iterator<T> iterator;

public:
result ();

result (const result&);

result&
operator= (const result&);

void
swap (result&)

public:

iterator
begin ();
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iterator
end ();

public:
void
cache ();

bool
empty () const;

std::size_t
size () const;
2
}

The default constructor creates an empty result set.céleshe() function caches the
returned objects’ state in the application’s memory. We have already mentioned result
caching when we talked about query execution. As you may remember the
database::query() function caches the result unless instructed not to by the caller. The
cache() function allows us to cache the result at a later stage if it wasn't already cached
during query execution.

If the result is cached, the database state of all the returned objects is stored in the applica-
tion’'s memory. Note that the actual objects are still only instantiated on demand during result
iteration. It is the raw database state that is cached in memory. In contrast, for uncached
results the object’s state is sent by the database system one object at a time as the iteration
progresses.

Uncached results can improve the performance of both the application and the database
system in situations where we have a large number of objects in the result or if we will only
examine a small portion of the returned objects. However, uncached results have a number of
limitations. There can only be one uncached result in a transaction. Creating another result
(cached or uncached) by callindatabase::query() will invalidate the existing
uncached result. Furthermore, calling any other database functions, supta#s() or

erase() will also invalidate the uncached result. It also follows that uncached results cannot
be used on objects with containgrs (Chapter 5, "Contajners") since loading a container would
invalidate the uncached result.

Theempty() function returngrue if there are no objects in the result datbe other-
wise. Thesize()  function can only be called for cached results. It returns the number of
objects in the result. If we call this function on an uncached result, the
odb::result_not_cached exception is thrown.

To iterate over the objects in a result we usebgin() andend() functions together
with theodb::result<T>::iterator type, for example:
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result r (db.query<person> (query::first == "John"));

for (result::iterator i (r.begin ()); i I=r.end (); ++i)

{
=

In C++11 we can use theuto -typed variabe instead of spelling the iterator type explicitly,
for example:

for (auto i (r.begin ()); i I=r.end (); ++i)

{
}
The C++11 range-baséar -loop can be used to further simplify the iteration:

for (person& p: r)
{

}...

The result iterator is an input iterator which means that the only two position operations that it
supports are to move to the next object and to determine whether the end of the result stream
has been reached. In fact, the result iterator can only be in two states: the current position and
the end position. If we have two iterators pointing to the current position and then we advance
one of them, the other will advance as well. This, for example, means that it doesn’t make
sense to store an iterator that points to some object of interest in the result stream with the
intent of dereferencing it after the iteration is over. Instead, we would need to store the object
itself.

The result iterator has the following dereference functions that can be used to access the
pointed-to object:

namespace odb

{

template <typename T>
class result_iterator

{
public:
T*
operator-> () const;

T&
operator* () const;

typename object_traits<T>::pointer_type
load ();

void
load (T& X);
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typename object_traits<T>:id_type
id ();

2
}

When we call th& or-> operator, the iterator will allocate a new instance of the object class

in the dynamic memory, load its state from the database state, and return a reference or
pointer to the new instance. The iterator maintains the ownership of the returned object and
will return the same pointer for subsequent calls to either of these operators until it is
advanced to the next object or we call the foad() function (see below). For example:

result r (db.query<person> (query::first == "John"));

for (result::iterator i (r.begin ()); i I=r.end ();)

{cout << i->last () << endl; // Create an object.
person& p (*i); /I Reference to the same object.
cout << p.age () << endl;
++i; Il Free the object.
}
The overloadedesult_iterator::load() functions are similar to
database::load() . The first function returns a dynamically allocated instance of the

current object. As an optimization, if the iterator already owns an object as a result of an
earlier call to ther or -> operator, then it relinquishes the ownership of this object and
returns it instead. This allows us to write code like this without worrying about a double allo-
cation:

result r (db.query<person> (query::first == "John"));
for (result::iterator i (r.begin ()); i I=r.end (); ++i)

if (i->last == "Doe")

{ auto_ptr p (i.load ());

}
}

Note, however, that because of this optimization, a subsequieait{)  call to the* or->
operator results in the allocation of a new object.

The secondoad() function allows us to load the current object’'s state into an existing
instance. For example:
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result r (db.query<person> (query::first == "John"));

person p;
for (result::iterator i (r.begin ()); i !=r.end (); ++i)

{
i.load (p);
cout << p.last () << endl;
cout << i.age () << endl;

}

Theid() function return the object id of the current object. While we can achieve the same
by loading the object and getting its id, this function is more efficient since it doesn’t actually
create the object. This can be useful when all we need is the object’s identifier. For example:

std::set<unsigned long> set = ...; // Persons of interest.
result r (db.query<person> (query::first == "John"));

for (result::iterator i (r.begin ()); i !=r.end (); ++i)

{
if (set.find (i.id ()) != set.end ()) // No object loaded.
{

cout << i->first () << endl; // Object loaded.

}
}

4.5 Prepared Queries

Most modern relational database systems have the notion of a prepared statement. Prepared
statements allow us to perform the potentially expensive tasks of parsing SQL, preparing the
guery execution plan, etc., once and then executing the same query multiple times, potentially
using different values for parameters in each execution.

In ODB all the non-query database operations sugbeesst() , load() , update() ,

etc., are implemented in terms of prepared statements that are cached and reused. While the
query() ,query _one() ,andquery one() database operations also use prepared state-
ments, these statements are not cached or reused by default since ODB has no knowledge of
whether a query will be executed multiple times or only once. Instead, ODB provides a mech-
anism, called prepared queries, that allows us to prepare a query once and execute it multiple
times. In other words, ODB prepared queries are a thin wrapper around the underlying
database’s prepared statement functionality.

In most cases ODB shields the application developer from database connection management
and multi-threading issues. However, when it comes to prepared queries, a basic understand-
ing of how ODB manages these aspects is required. Conceptuallgdhhidatabase

class represents a specific database, that is, a data store. However, underneath, it maintains
one or more connections to this database. A connection can be used only by a single thread at
a time. When we start a transaction (by calldajabase::begin() ), the transaction
instance obtains a connection and holds on to it until the transaction is committed or rolled
back. During this time no other thread can use this connection. When the transaction releases
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the connection, it may be closed or reused by another transaction in this or another thread.
What exactly happens to a connection after it has been released depends on the connection
factory that is used by thadb::database instance. For more information on connection
factories, refer tp Part Il, "Database Systems".

A query prepared on one connection cannot be executed on another. In other words, a
prepared query is associated with the connection. One important implication of this restriction
is that we cannot prepare a query in one transaction and then try to execute it in another
without making sure that both transactions use the same connection.

To enable the prepared query functionality we need to specify -thener-
ate-prepared ODB compiler option. If we are planning to always prepare our queries,
then we can disable the once-off query execution support by also specifying the
--omit-unprepared option.

To prepare a query we use threpare_query() function template. This function can be
called on both the odb::database and odb::connection instances. The
odb::database  version simply obtains the connection used by the currently active trans-
action and calls the correspondirglb::connection version. If no transaction is
currently active, then this function throws tbdb::not_in_transaction exception
(Section 3.5, "Transactions"). Therepare_query() function has the following signa-
ture:

template <typename T>
prepared_query<T>
prepare_query (const char* name, const odb::query<T>&);

The first argument to thprepare_query() function is the prepared query name. This
name is used as a key for prepared query caching (discussed later) and must be unique. For
some databases, notably PostgreSQL, it is also used as a name of the underlying prepared
statement. The namebj ect _query" (for example,'person_query" ) is reserved for

the once-off queries executed by tkhatabase::query() function. Note that the
prepare_query() function makes only a shallow copy of this argument, which means
that the name must be valid for the lifetime of the retupregared_query  instance.

The second argument to tipeepare_query() function is the query criteria. It has the
same semantics as in thaery()  function discussed In Section 4.3, "Executing a Quliery".
Similar toquery() , we also have to explicitly specify the object type that we will be query-
ing. For example:

typedef odb::query<person> query;
typedef odb::prepared_query<person> prep_query;

prep_query pq (
db.prepare_query<person> ("person-age-query", query::age > 50));

The result of executing therepare_query() function is theprepared_query
instance that represent the prepared query. It is best topvepared_query  as a handle
to the underlying prepared statement. While we can make a copy of it or assign one
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prepared_query  to another, the two instances will refer to the same prepared statement.
Once the last instance pfepared_query  referencing a specific prepared statement is
destroyed, this statement is released. Jitepared_query  class template has the follow-

ing interface:

namespace odb

{

template <typename T>
struct prepared_query

{
prepared_query ();

prepared_query (const prepared_query&)
prepared_query& operator= (const prepared_query&)

result<T>
execute (bool cache = true);

typename object_traits<T>::pointer_type
execute_one ();

bool
execute_one (T& object);

T
execute_value ();

const char*
name () const;

statement&
statement () const;

operator unspecified_bool_type () const;
2
}

The default constructor creates an emmtgpared_query  instance, that is, an instance

that does not reference a prepared statement and therefore cannot be executed. The only way
to create a non-empty prepared query is by calling pirepare_query() function
discussed above. To test whether the prepared query is empty, we can use the implicit conver-
sion operator to a boolean type. For example:

prepared_query<person> pg;

if (pa)
{
/I Not empty.

} :
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The execute()  function executes the query and returns the result instancecathe

argument indicates whether the result should be cached and has the same semantics as in the
query()  function. In fact, conceptuallygrepare_query() andexecute()  are just

the query() function split into two:prepare_query() takes the firsguery() argu-

ment (the query condition) whilexecute()  takes the second (the cache flag). Note also

that re-executing a prepared query invalidates the previous execution result, whether cached
or uncached.

The execute_one() and execute_value() functions can be used as shortcuts to
execute a query that is known to return at most one or exactly one object, respectively. The
arguments and return values in these functions have the same semantseag ione()

and query _value() . And similar to execute() above, prepare_query() and
execute_one/value() can be seen as tlypiery_one/value() function split into

two: prepare_query() takes the firstquery_one/value() argument (the query
condition) whileexecute_one/value() takes the second argument (if any) and returns
the result. Note also thatxecute_one/value() never caches its result but invalidates

the result of any previowexecute()  call on the same prepared query.

Thename() function returns the prepared query name. This is the same name as was passed
as the first argument in thgrepare_query() call. Thestatement() function returns

a reference to the underlying prepared statement. Note also that calling any of these functions
on an emptyrepared_query  instance results in undefined behavior.

The simplest use-case for a prepared query is the need to execute the same query multiple
times within a single transaction. Consider the following example that queries for people that
are older than a number of different ages. This and subsequent code fragments are taken from
theprepared example in th@db-examples package.

typedef odb::query<person> query;
typedef odb::prepared_query<person> prep_query;
typedef odb::result<person> result;

transaction t (db.begin ());

unsigned short age;

query g (query::age > query::_ref (age));

prep_query pq (db.prepare_query<person> ("person-age-query", q));
for (age = 90; age > 40; age -=10)

{

result r (pg.execute ());

}...

t.commit ();

Another scenario is the need to reuse the same query in multiple transactions that are executed
at once. As was mentioned above, in this case we need to make sure that the prepared query
and all the transactions use the same connection. Consider an alternative version of the above
example that executes each query in a separate transaction:
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connection_ptr conn (db.connection ());

unsigned short age;

query g (query::age > query::_ref (age));
prep_query pq (conn->prepare_query<person> ("person-age-query", q));

for (age = 90; age > 40; age -= 10)
{

transaction t (conn->begin ());

result r (pg.execute ());

t.commit ();

}

Note that with this approach we hold on to the database connection until all the transactions

involving the prepared query are executed. In particular, this means that while we are busy,

the connection cannot be reused by another thread. Therefore, this approach is only recom-
mended if all the transactions are executed close to each other. Also note that an uncached
(see below) prepared query is invalidated once we release the connection on which it was

prepared.

If we need to reuse a prepared query in transactions that are executed at various times, poten-
tially in different threads, then the recommended approach is to cache the prepared query on
the connection. To support this functionality thab::database and odb::connec-

tion classes provide the following function templates. Similgrépare_query() , the
odb::database  versions of the below functions call the corresponaidly::connec-

tion versions using the currently active transaction to resolve the connection.

template <typename T>
void
cache_query (const prepared_query<T>&);

template <typename T, typename P>

void

cache_query (const prepared_query<T>&,
std::[auto|unique]_ptr<P> params);

template <typename T>
prepared_query<T>
lookup_query (const char* name) const;

template <typename T, typename P>
prepared_query<T>
lookup_query (const char* name, P*& params) const;

The cache_query() function caches the passed prepared query on the connection. The
second overloaded version ochche_query() also takes a pointer to the by-reference
query parameters. In C++98/03 it should Is&d::auto_ptr while in C++11
std::auto_ptr or std::unique_ptr can be used. Theache_query()  function
assumes ownership of the paspadams argument. If a prepared query with the same name
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is already cached on this connection, then odl::prepared_already cached
exception is thrown.

The lookup_query() function looks up a previously cached prepared query given its
name. The second overloaded versiordookup_query() also returns a pointer to the
by-reference query parameters. If a prepared query with this name has not been cached, then
an emptyprepared_query  instance is returned. If a prepared query with this name has
been cached but either the object type or the parameters type does not match that which was
cached, then thedb::prepared_type_mismatch exception is thrown.

As a first example of the prepared query cache functionality, consider the case that does not
use any by-reference parameters:

for (unsigned short i (0); i < 5; ++i)

{
transaction t (db.begin ());

prep_query pq (db.lookup_query<person> ("person-age-query"));

if (pa)
{
pq = db.prepare_query<person> (
"person-val-age-query", query::age > 50);
db.cache_query (pq);
}

result r (pg.execute ());

t.commit ();

/I Do some other work.
1

}...

The following example shows how to do the same but for a query that includes by-reference
parameters. In this case the parameters are cached together with the prepared query.

for (unsigned short age (90); age > 40; age -= 10)

{
transaction t (db.begin ());

unsigned short* age_param;

prep_query pq (
db.lookup_query<person> ("person-age-query", age_param));

if ('pa)
{

auto_ptr<unsigned short> p (new unsigned short);
age_param = p.get ();

query g (query::age > query::_ref (*fage_param));

pq = db.prepare_query<person> ("person-age-query", q);
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db.cache_query (pq, p); // Assumes ownership of p.
}

*age_param = age; // Initialize the parameter.
result r (pg.execute ());

t.commit ();

// Do some other work.
1

}...

As is evident from the above examples, when we use a prepared query cache, each transaction
that executes a query must also include code that prepares and caches this query if it hasn’t
already been done. If a prepared query is used in a single place in the application, then this is
normally not an issue since all the relevant code is kept in one place. However, if the same
query is used in several different places in the application, then we may end up duplicating the
same preparation and caching code, which makes it hard to maintain.

To resolve this issue ODB allows us to register a prepared query factory that will be called to

prepare and cache a query during the cdda&up_query() . To register a factory we use
the database::query_factory() function. In C++98/03 it has the following signa-
ture:
void

query_factory (const char* name,
void (*factory) (const char* name, connection&));

While in C++11 it uses thstd::function class template:

void
query_factory (const char* name,
std::function<void (const char* name, connection&)>);

The first argument to thguery_factory() function is the prepared query name that this
factory will be called to prepare and cache. An empty name is treated as a fallback wildcard
factory that is capable of preparing any query. The second argument is the factory function or,
in C++11, function object or lambda.

The example fragment shows how we can use the prepared query factory:

struct params

{
unsigned short age;
string first;

g

static void
query_factory (const char* name, connection& c)

{
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auto_ptr<params> p (new params);
query g (query::age > query::_ref (p->age) &&
query::first == query::_ref (p->first));
prep_query pq (c.prepare_query<person> (hame, q));
c.cache_query (pq, p);
}

db.query_factory ("person-age-name-query”, &query_factory);

for (unsigned short age (90); age > 40; age -= 10)

{
transaction t (db.begin ());

params* p;
prep_query pq (db.lookup_query<person> ("person-age-name-query", p));
assert (pQq);

p->age = age;
p->first = "John";
result r (pg.execute ());

t.commit ();

}

In C++11 we could have instead used a lambda function as weligse_ptr
auto_ptr

db.query_factory (

"person-age-name-query",

[] (const char* name, connection& c)

{
unique_ptr<params> p (new params);
query g (query::age > query::_ref (p->age) &&

query::first == query::_ref (p->first));

prep_query pq (c.prepare_query<person> (name, q));
c.cache_query (pqg, std::move (p));

D;

rather than
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5 Containers

The ODB runtime library provides built-in persistence support for all the commonly used

standard C++98/03 containers, namestd::vector , std::list , std::deque

std::set  , std::multiset , std:map , and std::multimap as well as C++11
std::array , std::forward_list , std::unordered_set ,

std::unordered_multiset , std::unordered_map , and

std::unordered_multimap . Plus, ODB profile libraries, that are available for
commonly used frameworks and libraries (such as Boost and Qt), provide persistence support
for containers found in these frameworks and libraties (Part lll, "Prgfiles"). Both the ODB

runtime library and profile libraries also provide a number of change-tracking container
equivalents which can be used to minimize the number of database operations necessary to
synchronize the container state with the database (Section 5.4, "Change-Tracking |Contain-
lers]). It is also easy to persist custom container types as discussed[later in Section 5|5, "Using
[Custom Containerg".

We don’t need to do anything special to declare a member of a container type in a persistent
class. For example:

#pragma db object
class person

{

private:
std::vector<std::string> nicknames_;

};...

The complete version of the above code fragment and the other code samples presented in this
chapter can be found in tkentainer  example in th@db-examples package.

A data member in a persistent class that is of a container type behaves like a value type. That

is, when an object is made persistent, the elements of the container are stored in the database.
Similarly, when a persistent object is loaded from the database, the contents of the container

are automatically loaded as well. A data member of a container type can also use a smart

pointer, as discussed|in Section 7.3, "PointersNidL Value Semantic$".

While an ordinary member is mapped to one or more columns in the object’s table, a member
of a container type is mapped to a separate table. The exact schema of such a table depends on
the kind of container. ODB defines the following container kinds: ordered, set, multiset, map,
and multimap. The container kinds and the contents of the tables to which they are mapped
are discussed in detail in the following sections.

Containers in ODB can contain simple value types (Section 7.1, "Simple Value [Types"),
composite value typeg (Section 7.2, "Composite Value Types"), and pointers to objects
(Chapter 6, "Relationshigs"). Containers of containers, either directly or indirectly via a
composite value type, are not allowed. A key in a map or multimap container can be a simple
or composite value type but not a pointer to an object. An index in the ordered container
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should be a simple integer value type.

The value type in the ordered, set, and map containers as well as the key type in the map
containers should be default-constructible. The default constructor in these types can be made
private in which case thedb::access class should be made a friend of the value or key
type. For example:

#pragma db value
class name

{
public:
name (const std::string&, const std::string&);

private:
friend class odb::access;
name ();

};...

#pragma db object
class person

{

private:
std::vector<name> aliases_;

};...

5.1 Ordered Containers

In ODB an ordered container is any container that maintains (explicitly or implicitly) an order

of its elements in the form of an integer index. Standard C++ containers that are ordered
include std::vector std::list , andstd::deque  as well as C++1%td::array
andstd::forward_list . While elements iistd::set are also kept in a specific order,

this order is not based on an integer index but rather on the relationship between elements. As
a resultstd::set is not considered an ordered container for the purpose of persistence.

The database table for an ordered container consists of at least three columns. The first
column contains the object id of a persistent class instance of which the container is a
member. The second column contains the element index within a container. And the last
column contains the element value. If the object id or element value are composite, then,
instead of a single column, they can occupy multiple columns. For an ordered container table
the ODB compiler also defines two indexes: one for the object id column(s) and the other for
the index column. Refer fo Section 14.7, "Index Definition Pragmas" for more information on
how to customize these indexes.

Consider the following persistent object as an example:
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#pragma db object
class person

{

private:
#pragma db id auto
unsigned long id_;

std::vector<std::string> nicknames_;

};...

The resulting database table (calpmison_nicknames ) will contain the object id column
of typeunsigned long (calledobject_id ), the index column of an integer type (called
index ), and the value column of tysé&d::string (calledvalue ).

A number of ODB pragmas allow us to customize the table name, column names, and native
database types of an ordered container both, on the per-container and per-member basis. For
more information on these pragmas, refef to Chapter 14, "ODB Pragma Lampguage". The
following example shows some of the possible customizations:

#pragma db object
class person

{

private:

#pragma db table("nicknames") \
id_column("person_id") \
index_type("SMALLINT UNSIGNED") \
index_column("nickname_number") \
value_type("VARCHAR(255)") \
value_column("nickname")

std::vector<std::string> nicknames_;

};...

While the C++ container used in a persistent class may be ordered, sometimes we may wish to
store such a container in the database without the order information. In the example above, for
instance, the order of person’s nicknames is probably not important. To instruct the ODB
compiler to ignore the order in ordered containers we can ustbtheordered  pragma
(Section 14.3.9,unordered "} [Section 14.4.19,Uuhordered "). For example:

#pragma db object
class person

{

private:
#pragma db unordered
std::vector<std::string> nicknames_;

};...
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The table for an ordered container that is marked unordered won’t have the index column and
the order in which elements are retrieved from the database may not be the same as the order
in which they were stored.

5.2 Set and Multiset Containers

In ODB set and multiset containers (referred to as just set containers) are associative contain-
ers that contain elements based on some relationship between them. A set container may or
may not guarantee a particular order of the elements that it stores. Standard C++ containers
that are considered set containers for the purpose of persistence isitludet and
std::multiset as well as C++1&td::unordered_set and

std::unordered_multiset

The database table for a set container consists of at least two columns. The first column
contains the object id of a persistent class instance of which the container is a member. And
the second column contains the element value. If the object id or element value are composite,
then, instead of a single column, they can occupy multiple columns. ODB compiler also
defines an index on a set container table for the object id column(s). REfer to Section 14.7,
['Index Definition Pragmas" for more information on how to customize this index.

Consider the following persistent object as an example:

#pragma db object
class person

{

private:
#pragma db id auto
unsigned long id_;

std::set<std::string> emails_;

};...

The resulting database table (calfgEtson_emails ) will contain the object id column of
type unsigned long (calledobject_id ) and the value column of tymed::string
(calledvalue ).

A number of ODB pragmas allow us to customize the table name, column names, and native
database types of a set container, both on the per-container and per-member basis. For more
information on these pragmas, refef to Chapter 14, "ODB Pragma Language". The following
example shows some of the possible customizations:

#pragma db object
class person

{

private:

#pragma db table("emails”) \
id_column("person_id") \
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value_type("VARCHAR(255)") \
value_column("email”)
std::set<std::string> emails_;

};...

5.3 Map and Multimap Containers

In ODB map and multimap containers (referred to as just map containers) are associative
containers that contain key-value elements based on some relationship between keys. A map
container may or may not guarantee a particular order of the elements that it stores. Standard
C++ containers that are considered map containers for the purpose of persistence include
std:map  and std::multimap as well as C++11std::unordered_map and
std::unordered_multimap

The database table for a map container consists of at least three columns. The first column
contains the object id of a persistent class instance of which the container is a member. The
second column contains the element key. And the last column contains the element value. If
the object id, element key, or element value are composite, then instead of a single column
they can occupy multiple columns. ODB compiler also defines an index on a map container
table for the object id column(s). Refel to Section 14.7, "Index Definition Pragmas" for more
information on how to customize this index.

Consider the following persistent object as an example:

#pragma db object
class person

{

private:
#pragma db id auto
unsigned long id_;

std::map<unsigned short, float> age_weight_map_;

};...

The resulting database table (caltson_age weight_ map ) will contain the object id
column of typeunsigned long (calledobject_id ), the key column of typensigned
short (calledkey ), and the value column of tyfleat (calledvalue ).

A number of ODB pragmas allow us to customize the table name, column names, and native
database types of a map container, both on the per-container and per-member basis. For more
information on these pragmas, refef to Chapter 14, "ODB Pragma Language". The following
example shows some of the possible customizations:

#pragma db object
class person

{
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private:

#pragma db table("weight_map") \
id_column("person_id") \
key_type("INT UNSIGNED") \
key_column("age") \
value_type("DOUBLE") \
value_column("weight")

std::map<unsigned short, float> age_weight_map_;

};...

5.4 Change-Tracking Containers

When a persistent object containing one of the standard containers is updated in the database,
ODB has no knowledge of which elements were inserted, erased, or modified. As a result,
ODB has no choice but to assume the whole container has changed and update the state of
every single element. This can result in a significant overhead if a container contains a large
number of elements and we only changed a small subset of them.

To eliminate this overhead, ODB provides a notionchénge-tracking containers. A
change-tracking container, besides containing its elements, just like an ordinary container,
also includes the change state for each element. When it is time to update such a container in
the database, ODB can use this change information to perform a minimum number of
database operations necessary to synchronize the container state with the database.

The current version of the ODB runtime library provides a change-tracking equivalent of
std::vector (Section 5.4.1, "Change-Trackingctor ") with support for other standard
container equivalents planned for future releases. ODB profile libraries also provide
change-tracking equivalents for some containers found in the corresponding frameworks and
libraries |(Part IIl, "Profileg").

A change-tracking container equivalent can normally be used as a drop-in replacement for an
ordinary container except for a few minor interface differences (discussed in the correspond-
ing sub-sections). In particular, we don’t need to do anything extra to effect change tracking.

ODB will automatically start, stop, and reset change tracking when necessary. The following

example illustrates this point usiongb::vector as a replacement fetd::vector

#pragma db object
class person

{

odb::vector<std::string> names;

h

person p; // No change tracking (not persistent).
p.names.push_back ("John Doe");

{
transaction t (db.begin ());

db.persist (p); // Start change tracking (persistent).
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t.commit ();

}

p.names.push_back ("Johnny Doo");

{
transaction t (db.begin ());
db.update (p); // One INSERT; reset change state.
t.commit ();

}

p.names.modify (0) = "Doe, John"; // Instead of operator]].
p.names.pop_back ();

{
transaction t (db.begin ());
db.update (p); // One UPDATE, one DELETE; reset change state.
t.commit ();

}

{
transaction t (db.begin ());

auto_ptr<person> p1 (db.load<person> (...)); // Start change tracking.

pl->names.insert (p1l->names.begin (), "Joe Do");
db.update (*pl); // One UPDATE, one INSERT; reset change state.
t.commit ();

}

{
transaction t (db.begin ());
db.erase (p); // One DELETE; stop change tracking (not persistent).
t.commit ();

}

5.4 Change-Tracking Containers

One interesting aspect of change tracking is what happens when a transaction that contains an
update is later rolled back. In this case, while the change-tracking container has reset the
change state (after update), actual changes were not committed to the database. Change-track-
ing containers handle this case by automatically registering a rollback callback and then, if it

is called, marking the container as "completely changed". In this state, the container no longer
tracks individual element changes and, when updated, falls back to the complete state update,
just like an ordinary container. The following example illustrates this point:

person p;
p.names.push_back ("John Doe");

{
transaction t (db.begin ());
db.persist (p); // Start change tracking (persistent).
t.commit ();

}

p.names.push_back ("Johnny Doo");

for (3))
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{
try
{
transaction t (db.begin ());

[l First try: one INSERT.

/I Next try: one DELETE, two INSERTS.
i

db.update (p); // Reset change state.

t.commit (); // If throws (rollback), mark as completely changed.
break;

}

catch (const odb::recoverable&)

{

continue;

}
}

For the interaction of change-tracking containers with change-updated object sections, refer to
[Section 9.4, "Sections and Change-Tracking Containers".

5.4.1 Change-Trackingvector

Class templateodb::vector , defined in<odb/vector.hxx> , IS a change-tracking
equivalent for std::vector . It is implemented in terms o$td::vector and is
implicit-convertible to and implicit-constructible frooonst std::vector& . In particu-
lar, this means that we can us#h::vector instance anywhereonst std::vector&

is expected. In additiorgdb::vector constant iteratorcpnst_iterator ) is the same
type as that oftd::vector

odb::vector incurs 2-bit per element overhead in order to store the change state. It cannot
be stored unordered in the databgse (Section 14.4rddered ") but can be used as an
inverse side of a relationsh{p (6.2 "Bidirectional Relationships"). In this case, no change track-
ing is performed since no state for such a container is stored in the database.

The number of database operations required to update the stadi:ofector corre-

sponds well to the complexity sfd::vector functions. In particular, adding or removing

an element from the back of the vector (for example, wptsh_back() and
pop_back() ), requires only a single database statement execution. In contrast, inserting or
erasing an element somewhere in the middle of the vector will require a database statement
for every element that follows it.

odb::vector replicates most of th&td::vector interface as defined in both C++98/03

and C++11 standards. However, functions and operators that provide direct write access to the
elements had to be altered or disabled in order to support change tracking. Additional func-
tions used to interface wittd::vector and to control the change tracking state were also
added. The following listing summarizes the differences betweewndhevector and
std::vector interfaces. Anystd::vector function or operator not mentioned in this
listing has exactly the same signature and semantmsbnvector . Functions and opera-
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tors that were disabled are shown as commented out and are followed by functions/operators
that replace them.

namespace odb

template <class T, class A = std::allocator<T> >
class vector

{

/I Element access.
Il

/Ireference operator][] (size_type);
reference modify (size_type);

/Ireference at (size_type);
reference modify_at (size_type);

/Ireference front ();
reference modify_front ();

/Ireference back ();
reference modify_back ();

1T data () noexcept;
T modify_data () noexcept; // C++11 only.

/I Iterators.
i
typedef typename std::vector<T, A>::const_iterator const_iterator;

class iterator

{

/I Element Access.
I

/Ireference operator* () const;
const_reference operator* () const;
reference modify () const;

/lpointer operator-> () const;
const_pointer operator-> () const;

/Ireference operator[] (difference_type);
const_reference operator|[] (difference_type);
reference modify (difference_type) const;

I Interfacing with std::vector::iterator.
I
typename std::vector<T, A>::iterator base () const;

I
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/I Return std::vector iterators. The begin() functions mark
/I all the elements as modified.

1
typename std::vector<T, A>::iterator mbegin ();
typename std::vector<T, A>::iterator mend ();

typename std::vector<T, A>::reverse_iterator mrbegin ();
typename std::vector<T, A>::reverse_iterator mrend ();

/I Interfacing with std::vector.

i

vector (const std::vector<T, A>&);

vector (std::vector<T, A>&&); // C++11 only.

vector& operator= (const std::vector<T, A>&);
vector& operator= (std::vector<T, A>&&); // C++11 only.

operator const std::vector<T, A>& () const;
std::vector<T, A>& base ();
const std::vector<T, A>& base ();

/I Change tracking.
i
bool _tracking () const;
void _start () const;
void _stop () const;
void _arm (transaction&) const;
2
}

The following example highlights some of the differences between the two interfaces.
std::vector versions are commented out.

#include <vector>
#include <odb/vector.hxx>

void f (const std::vector<int>&);
odb::vector<int> v ({1, 2, 3});
f (v); /] Ok, implicit conversion.
if (v[1] == 2) // Ok, const access.
INV[1]++;
v.modify (1)++;

IIv.back () = 4;
v.modify_back () = 4;

for (auto i (v.begin ()); i '= v.end (); ++i)

if (*i '=0) // Ok, const access.
/i += 10;
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i.modify () += 10;
}

std::sort (v.mbegin (), v.mend ());

Note also the subtle difference between copy/move construction and copy/move assignment
of odb::vector instances. While copy/move constructor will copy/move both the elements

as well as their change state, in contrast, assignment is tracked as any other change to the
vector content.

5.5 Using Custom Containers

While the ODB runtime and profile libraries provide support for a wide range of containers, it
is also easy to persist custom container types or make a change-tracking version out of one.

To achieve this you will need to implement thentainer_traits class template
specialization for your container. First, determine the container kind (ordered, set, multiset,
map, or multimap) for your container type. Then use a specialization for one of the standard
C++ containers found in the common ODB runtime librdiboflb ) as a base for your own
implementation.

Once the container traits specialization is ready for your container, you will need to include it
into the ODB compilation process using thedb-epilogue option and into the gener-
ated header files with thehxx-prologue option. As an example, suppose we have a
hash table container for which we have the traits specialization implemented in the
hashtable-traits.hxx file. Then, we can create an ODB compiler options file for this
container and save it ttashtable.options

# Options file for the hash table container.

#

--odb-epilogue "#include "hashtable-traits.hxx™
--hxx-prologue "#include "hashtable-traits.hxx™

Now, whenever we compile a header file that uses the hashtable container, we can specify the
following command line option to make sure it is recognized by the ODB compiler as a
container and the traits file is included in the generated code:

--options-file hashtable.options
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6 Relationships

Relationships between persistent objects are expressed with pointers or containers of pointers.
The ODB runtime library provides built-in support felnared_ptr /weak_ptr (TR1 or
C++11), std::unique_ptr (C++11), std::auto_ptr , and raw pointers. Plus, ODB
profile libraries, that are available for commonly used frameworks and libraries (such as
Boost and Qt), provide support for smart pointers found in these frameworks and libraries
(Part_Ill, "Profiles]). It is also easy to add support for a custom smart pointer as discussed
later in| Section 6.5, "Using Custom Smart Poinjers". Any supported smart pointer can be used
in a data member as long as it can be explicitly constructed from the canonical object pointer
(Section 3.3, "Object and View Pointgrs"). For example, we caweak _ptr if the object

pointer isshared_ptr

When an object containing a pointer to another object is loaded, the pointed-to object is
loaded as well. In some situations this eager loading of the relationships is undesirable since it
can lead to a large number of otherwise unused objects being instantiated from the database.
To support finer control over relationships loading, the ODB runtime and profile libraries
provide the so-callethzy versions of the supported pointers. An object pointed-to by a lazy
pointer is not loaded automatically when the containing object is loaded. Instead, we have to
explicitly request the instantiation of the pointed-to object. Lazy pointers are discussed in
detail in| Section 6.4, "Lazy Pointefs".

As a simple example, consider the following employee-employer relationship. Code examples
presented in this chapter will use g#teared_ptr andweak_ptr smart pointers from the
TR1 (std::trl ) namespace.

#pragma db object
class employer

{

#pragma db id
std::string name_;

%

#pragma db object
class employee

{
#pragma db id
unsigned long id_;

std::string first_name_;
std::string last_name_;

shared_ptr<employer> employer_;
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By default, an object pointer can B&JLL To specify that a pointer always points to a valid
object we can use thaot_null  pragma|(Section 14.4.6ndll _/not null ") for single
object pointers and thalue_not_null pragma|(Section 14.4.28,

['value_null  /value not_null ") for containers of object pointers. For example:

#pragma db object
class employee

{

#pragma db not_null
shared_ptr<employer> current_employer_;

#pragma db value_not_null
std::vector<shared_ptr<employer> > previous_employers_;

}1

In this case, if we call eithepersist() or update() database function on the
employee object and theurrent_employer_ pointer or one of the pointers stored in
the previous_employers_ container iINULL, then theodb::null_pointer excep-

tion will be thrown.

We don’t need to do anything special to establish or navigate a relationship between two
persistent objects, as shown in the following code fragment:

/I Create an employer and a few employees.

1

unsigned long john_id, jane_id;

{
shared_ptr<employer> er (new employer ("Example Inc"));
shared_ptr<employee> john (new employee ("John", "Doe"));
shared_ptr<employee> jane (new employee ("Jane", "Doe"));

john->employer_ = er;
jane->employer_ = er;

transaction t (db.begin ());

db.persist (er);
john_id = db.persist (john);
jane_id = db.persist (jane);

t.commit ();

}

/I Load a few employee objects and print their employer.
I

{

session s;
transaction t (db.begin ());

shared_ptr<employee> john (db.load<employee> (john_id));
shared_ptr<employee> jane (db.load<employee> (jane_id));
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cout << john->employer_->name_ << endl;
cout << jane->employer_->name_ << endl;

t.commit ();

}

The only notable line in the above code is the creation of a session before the second transac-
tion starts. As discussed in_Chapter 11, "Session", a session acts as a cache of persistent
objects. By creating a session before loadingethployee objects we make sure that their
employer_  pointers point to the samemployer object. Without a session, each
employee would have ended up pointing to its own, private instance of the Example Inc
employer.

As a general guideline, you should use a session when loading objects that have pointers to
other persistent objects. A session makes sure that for a given object id, a single instance is
shared among all other objects that relate to it.

We can also use data members from pointed-to objects in database dueries (CHapter 4,
['Querying the Databage"). For each pointer in a persistent class, the query class defines a
smart pointer-like member that contains members corresponding to the data members in the
pointed-to object. We can then use the access via a pointer synmtpto(refer to data
members in pointed-to objects. For example, the query class foentpéoyee object
contains theemployer member (its name is derived from teeployer_  pointer) which

in turn contains th@ame member (its name is derived from tbeployer::name_  data
member of the pointed-to object). As a result, we can useu:.:employer->name

expression while querying the database foreimployee objects. For example, the follow-

ing transaction finds all the employees of Example Inc that have the Doe last name:

typedef odb::query<employee> query;
typedef odb::result<employee> result;

session s;
transaction t (db.begin ());

result r (db.query<employee> (
guery::employer->name == "Example Inc" && query::last == "Doe"));

for (result::iterator i (r.begin ()); i I=r.end (); ++i)
cout << i->first_ << " " << j->last_ << endl;

t.commit ();

A query class member corresponding to a non-inverse (Section 6.2, "Bidirectional Relation-
[ships}) object pointer can also be used as a normal member that has the id type of the
pointed-to object. For example, the following query locates alkethployee objects that

don’t have an associatethployer object:

result r (db.query<employee> (query::employer.is_null ()));
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An important concept to keep in mind when working with object relationships is the indepen-
dence of persistent objects. In particular, when an object containing a pointer to another object
is made persistent or is updated, the pointed-to object is not automatically persisted or
updated. Rather, only a reference to the object (in the form of the object id) is stored for the
pointed-to object in the database. The pointed-to object itself is a separate entity and should be
made persistent or updated independently. By default, the same principle also applies to
erasing pointed-to objects. That is, we have to make sure all the pointing objects are updated
accordingly. However, in the case of erase, we can specify an alteroatidelete

semantic as discussed in Section 14.4.48, tHelete "|

When persisting or updating an object containing a pointer to another object, the pointed-to
object must have a valid object id. This, however, may not always be easy to achieve in
complex relationships that involve objects with automatically assigned identifiers. In such
cases it may be necessary to first persist an object with a pointerNigt kcand then, once

the pointed-to object is made persistent and its identifier assigned, set the pointer to the
correct value and update the object in the database.

Persistent object relationships can be divided into two groups: unidirectional and bidirec-
tional. Each group in turn contains several configurations that vary depending on the cardinal-
ity of the sides of the relationship. All possible unidirectional and bidirectional configurations
are discussed in the following sections.

6.1 Unidirectional Relationships

In unidirectional relationships we are only interested in navigating from object to object in
one direction. Because there is no interest in navigating in the opposite direction, the cardinal-
ity of the other end of the relationship is unimportant. As a result, there are only two possible
unidirectional relationships: to-one and to-many. Each of these relationships is described in
the following sections. For sample code that shows how to work with these relationships, refer
to therelationship example in th@db-examples package.

6.1.1 To-One Relationships

An example of a unidirectional to-one relationship is the employee-employer relationship (an
employee has one employer). The following persistent C++ classes model this relationship:

#pragma db object
class employer

{

#pragma db id
std::string name_;

h

#pragma db object
class employee

{
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#pragma db id
unsigned long id_;

#pragma db not_null
shared_ptr<employer> employer_;

3
The corresponding database tables look like this:

CREATE TABLE employer (
name VARCHAR (255) NOT NULL PRIMARY KEY);

CREATE TABLE employee (
id BIGINT UNSIGNED NOT NULL PRIMARY KEY,
employer VARCHAR (255) NOT NULL REFERENCES employer (name));

6.1.2 To-Many Relationships

An example of a unidirectional to-many relationship is the employee-project relationship (an
employee can be involved in multiple projects). The following persistent C++ classes model
this relationship:

#pragma db object
class project

{

#pragma db id
std::string name_;

%

#pragma db object
class employee

{
#pragma db id
unsigned long id_;

#pragma db value_not_null unordered
std::vector<shared_ptr<project> > projects_;

k

The corresponding database tables look like this:
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CREATE TABLE project (
name VARCHAR (255) NOT NULL PRIMARY KEY);

CREATE TABLE employee (
id BIGINT UNSIGNED NOT NULL PRIMARY KEY);

CREATE TABLE employee_projects (
object_id BIGINT UNSIGNED NOT NULL,
value VARCHAR (255) NOT NULL REFERENCES project (name));

To obtain a more canonical database schema, the names of tables and columns above can be
customized using ODB pragmas (Chapter 14, "ODB Pragma Language"). For example:

#pragma db object
class employee

{

#pragma db value_not_null unordered \
id_column("employee_id") value_column("project_name")
std::vector<shared_ptr<project> > projects_;

b
The resultingemployee_projects table would then look like this:

CREATE TABLE employee_projects (
employee_id BIGINT UNSIGNED NOT NULL,
project_name VARCHAR (255) NOT NULL REFERENCES project (name));

6.2 Bidirectional Relationships

In bidirectional relationships we are interested in navigating from object to object in both
directions. As a result, each object class in a relationship contains a pointer to the other object.
If smart pointers are used, then a weak pointer should be used as one of the pointers to avoid
ownership cycles. For example:

class employee;

#pragma db object
class position

{
#pragma db id
unsigned long id_;

weak_ptr<employee> employee_;

h

#pragma db object
class employee

{
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#pragma db id
unsigned long id_;

#pragma db not_null
shared_ptr<position> position_;

%

Note that when we establish a bidirectional relationship, we have to set both pointers consis-
tently. One way to make sure that a relationship is always in a consistent state is to provide a
single function that updates both pointers at the same time. For example:

#pragma db object
class position: public enable_shared_from_this<position>

{

void
fill (shared_ptr<employee> e)

{
employee_=e¢;
e->positions_ = shared_from_this ();

}

private:
weak_ptr<employee> employee_;

%

#pragma db object
class employee

{

private:
friend class position;

#pragma db not_null
shared_ptr<position> position_;

%

At the beginning of this chapter we examined how to use a session to make sure a single
object is shared among all other objects pointing to it. With bidirectional relationships involv-
ing weak pointers the use of a session becomes even more crucial. Consider the following
transaction that tries to load tpesition  object from the above example without using a
session:

transaction t (db.begin ()
shared_ptr<position> p (db.load<position> (1));

t.commit ();
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When we load theposition object, theemployee object, which it points to, is also
loaded. Whileemployee s initially stored asshared_ptr , it is then assigned to the
employee_ member which isveak _ptr . Once the assignment is complete, the shared
pointer goes out of scope and the only pointer that points to the newly leagsdyee

object is theemployee  weak pointer. And that means thenployee object is deleted
immediately after being loaded. To help avoid such pathological situations ODB detects cases
where a newly loaded object will immediately be deleted and throws the
odb::session_required exception.

As the exception name suggests, the easiest way to resolve this problem is to use a session:

session s;
transaction t (db.begin ())
shared_ptr<position> p (db.load<position> (1));

t.commit ();

In our example, the session will maintain a shared pointer to the leadgldyee object
preventing its immediate deletion. Another way to resolve this problem is to avoid immediate
loading of the pointed-to objects using lazy weak pointers. Lazy pointers are discussed in
[Section 6.4, "Lazy Pointels" later in this chapter.

Above, to model a bidirectional relationship in persistent classes, we used two pointers, one in
each object. While this is a natural representation in C++, it does not translate to a canonical
relational model. Consider the database schema generated for the above two classes:

CREATE TABLE position (
id BIGINT UNSIGNED NOT NULL PRIMARY KEY,
employee BIGINT UNSIGNED REFERENCES employee (id));

CREATE TABLE employee (
id BIGINT UNSIGNED NOT NULL PRIMARY KEY,
position BIGINT UNSIGNED NOT NULL REFERENCES position (id));

While this database schema is valid, it is unconventional. We have a reference from a row in
the position  table to a row in themployee table. We also have a reference from this
same row in themployee table back to the row in thgosition  table. From the rela-

tional point of view, one of these references is redundant since in SQL we can easily navigate
in both directions using just one of these references.

To eliminate redundant database schema references we can uswetlse pragma
(Section 14.4.14,itverse ") which tells the ODB compiler that a pointer is the inverse side
of a bidirectional relationship. Either side of a relationship can be made inverse. For example:

#pragma db object
class position

{

#pragma db inverse(position_)
weak_ptr<employee> employee_;

Revision 2.4, February 2015 C++ Object Persistence with ODB 99



6.2.1 One-to-One Relationships

k

#pragma db object
class employee

{

#pragma db not_null
shared_ptr<position> position_;

b
The resulting database schema looks like this:

CREATE TABLE position (
id BIGINT UNSIGNED NOT NULL PRIMARY KEY);

CREATE TABLE employee (
id BIGINT UNSIGNED NOT NULL PRIMARY KEY,
position BIGINT UNSIGNED NOT NULL REFERENCES position (id));

As you can see, an inverse member does not have a corresponding column (or table, in case of
an inverse container of pointers) and, from the point of view of database operations, is effec-
tively read-only. The only way to change a bidirectional relationship with an inverse side is to
set its direct (non-inverse) pointer. Also note that an ordered confainer (Section 5.1, "Drdered
[Containerd") of pointers that is an inverse side of a bidirectional relationship is always treated
as unordered (Section 14.4.19nbrdered ") because the contents of such a container are
implicitly built from the direct side of the relationship which does not contain the element
order (index).

There are three distinct bidirectional relationships that we will cover in the following sections:
one-to-one, one-to-many, and many-to-many. We will only talk about bidirectional relation-
ships with inverse sides since they result in canonical database schemas. For sample code that
shows how to work with these relationships, refer to iverse  example in the
odb-examples package.

6.2.1 One-to-One Relationships

An example of a bidirectional one-to-one relationship is the presented above employee-posi-
tion relationship (an employee fills one position and a position is filled by one employee). The
following persistent C++ classes model this relationship:

class employee;

#pragma db object
class position

{

#pragma db id
unsigned long id_;

#pragma db inverse(position_)
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weak_ptr<employee> employee_;

%

#pragma db object
class employee

{

#pragma db id
unsigned long id_;

#pragma db not_null
shared_ptr<position> position_;

b
The corresponding database tables look like this:

CREATE TABLE position (
id BIGINT UNSIGNED NOT NULL PRIMARY KEY);

CREATE TABLE employee (
id BIGINT UNSIGNED NOT NULL PRIMARY KEY,
position BIGINT UNSIGNED NOT NULL REFERENCES position (id));

If instead the other side of this relationship is made inverse, then the database tables will
change as follows:

CREATE TABLE position (
id BIGINT UNSIGNED NOT NULL PRIMARY KEY,
employee BIGINT UNSIGNED REFERENCES employee (id));

CREATE TABLE employee (
id BIGINT UNSIGNED NOT NULL PRIMARY KEY);

6.2.2 One-to-Many Relationships

An example of a bidirectional one-to-many relationship is the employer-employee relation-
ship (an employer has multiple employees and an employee is employed by one employer).
The following persistent C++ classes model this relationship:

class employee;

#pragma db object
class employer

{

#pragma db id
std::string name_;

#pragma db value_not_null inverse(employer )
std::vector<weak_ptr<employee> > employees__
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#pragma db object
class employee

{

#pragma db id
unsigned long id_;

#pragma db not_null
shared_ptr<employer> employer_;

%

The corresponding database tables differ significantly depending on which side of the rela-
tionship is made inverse. If tlome side €mployer ) is inverse as in the code above, then the
resulting database schema looks like this:

CREATE TABLE employer (
name VARCHAR (255) NOT NULL PRIMARY KEY);

CREATE TABLE employee (

id BIGINT UNSIGNED NOT NULL PRIMARY KEY,
employer VARCHAR (255) NOT NULL REFERENCES employer (name));

If instead themany side émployee ) of this relationship is made inverse, then the database
tables will change as follows:

CREATE TABLE employer (
name VARCHAR (255) NOT NULL PRIMARY KEY);

CREATE TABLE employer_employees (
object_id VARCHAR (255) NOT NULL,
value BIGINT UNSIGNED NOT NULL REFERENCES employee (id));

CREATE TABLE employee (
id BIGINT UNSIGNED NOT NULL PRIMARY KEY);

6.2.3 Many-to-Many Relationships

An example of a bidirectional many-to-many relationship is the employee-project relationship
(an employee can work on multiple projects and a project can have multiple participating
employees). The following persistent C++ classes model this relationship:

class employee;

#pragma db object
class project

{

#pragma db id
std::string name_;

#pragma db value_not_null inverse(projects_)
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std::vector<weak_ptr<employee> > employees_;

%

#pragma db object
class employee

{

#pragma db id
unsigned long id_;

#pragma db value_not_null unordered
std::vector<shared_ptr<project> > projects_;

b
The corresponding database tables look like this:

CREATE TABLE project (
name VARCHAR (255) NOT NULL PRIMARY KEY);

CREATE TABLE employee (
id BIGINT UNSIGNED NOT NULL PRIMARY KEY);

CREATE TABLE employee_projects (
object_id BIGINT UNSIGNED NOT NULL,
value VARCHAR (255) NOT NULL REFERENCES project (name));

If instead the other side of this relationship is made inverse, then the database tables will
change as follows:

CREATE TABLE project (
name VARCHAR (255) NOT NULL PRIMARY KEY);

CREATE TABLE project_employees (
object_id VARCHAR (255) NOT NULL,
value BIGINT UNSIGNED NOT NULL REFERENCES employee (id));

CREATE TABLE employee (
id BIGINT UNSIGNED NOT NULL PRIMARY KEY);

6.3 Circular Relationships

A relationship between two persistent classes is circular if each of them references the other.
Bidirectional relationships are always circular. A unidirectional relationship combined with
inheritance|(Chapter 8, "Inheritange") can also be circular. For exampmpiieyee class

could derive fronperson which, in turn, could contain a pointerémployee .

We don’t need to do anything extra if persistent classes with circular dependencies are defined
in the same header file. Specifically, ODB will make sure that the database tables and foreign
key constraints are created in the correct order. As a result, unless you have good reasons not
to, it is recommended that you keep persistent classes with circular dependencies in the same
header file.
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If you have to keep such classes in separate header files, then there are two extra steps that
you may need to take in order to use these classes with ODB. Consider again the example
from[Section 6.2.1, "One-to-One Relationships" but this time with the classes defined in sepa-
rate headers:

I position.hxx
1
class employee;

#pragma db object
class position

{

#pragma db id
unsigned long id_;

#pragma db inverse(position_)
weak_ptr<employee> employee_;

k

/I employee.hxx
I
#include "position.hxx"

#pragma db object
class employee

{

#pragma db id
unsigned long id_;

#pragma db not_null
shared_ptr<position> position_;

k

Note that theposition.hxx header contains only the forward declarationeimployee .

While this is sufficient to define a valid, from the C++ point of vipesition  class, the

ODB compiler needs to "see" the definitions of the pointed-to persistent classes. There are
several ways we can fulfil this requirement. The easiest is to simply inefnpleyee.hxx

at the end oposition.hxx

I position.hxx
I
class employee;

#pragma db object
class position

{
=

#include "employee.hxx"
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We can also limit this inclusion only to the time whmsition.hxx is compiled with the
ODB compiler:

I position.hxx
1

#ifdef ODB_COMPILER
# include "employee.hxx"
#endif

Finally, if we don’t want to modifyposition.hxx , then we can addmployee.hxx to
the ODB compilation process with th@db-epilogue option. For example:

odb ... --odb-epilogue "#include \"employee.hxx\"" position.hxx

Note also that in this example we didn’t have to do anything extr@rfgloyee.hxx
because it already includgsosition.hxx . However, if instead it relied only on the
forward declaration of thposition  class, then we would have to handle it in the same way
asposition.hxx

The other difficulty with separately defined classes involving circular relationships has to do
with the correct order of foreign key constraint creation in the generated database schema. In
the above example, if we generate the database schema as standalone SQL files, then we will
end up with two such filegposition.sql and employee.sql . If we try to execute
employee.sql  first, then we will get an error indicating that the table corresponding to the
position  class and referenced by the foreign key constraint corresponding posiae

tion_ pointer does not yet exist.

Note that there is no such problem if the database schema is embedded in the generated C++
code instead of being produced as standalone SQL files. In this case, the ODB compiler is
able to ensure the correct creation order even if the classes are defined in separate header files.

In certain cases, for example, a bidirectional relationship with an inverse side, this problem
can be resolved by executing the database schema creation files in the correct order. In our
example, this would bposition.sql first andemployee.sql  second. However, this
approach doesn’t scale beyond simple object models.

A more robust solution to this problem is to generate the database schema for all the persistent
classes into a single SQL file. This way, the ODB compiler can again ensure the correct
creation order of tables and foreign keys. To instruct the ODB compiler to produce a
combined schema file for several headers we can usegthtreerate-schema-only and
--at-once  options. For example:

odb ... --generate-schema-only --at-once --input-name company \
position.hxx employee.hxx
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The result of the above command is a sir@mpany.sql file (the name is derived from
the--input-name  value) that contains the database creation code foplosthon  and
employee classes.

6.4 Lazy Pointers

Consider again the bidirectional, one-to-many employer-employee relationship that was
presented earlier in this chapter:

class employee;

#pragma db object
class employer

{

#pragma db id
std::string name_;

#pragma db value_not_null inverse(employer )
std::vector<weak_ptr<employee> > employees_;

h

#pragma db object
class employee

{

#pragma db id

unsigned long id_;

#pragma db not_null
shared_ptr<employer> employer_;

h

Consider also the following transaction which obtains the employer name given the employee
id:

unsigned long id = ...
string name;

session s;
transaction t (db.begin ());

shared_ptr<employee> e (db.load<employee> (id));
name = e->employer_->name_;

t.commit ();

While this transaction looks very simple, it actually does a lot more than what meets the eye
and is necessary. Consider what happens when we loacntipioyee object: the
employer_ pointer is also automatically loaded which meansetnployer object corre-
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sponding to this employee is also loaded. Butetmployer object in turn contains the list

of pointers to all the employees, which are also loaded. A a result, when object relationships
are involved, a simple transaction like the above can load many more objects than is neces-
sary.

To overcome this problem ODB offers finer grained control over the relationship loading in

the form of lazy pointers. A lazy pointer does not automatically load the pointed-to object

when the containing object is loaded. Instead, we have to explicitly load the pointed-to object
if and when we need to access it.

The ODB runtime library provides lazy counterparts for all the supported pointers, namely:
odb::lazy_shared_ptr llazy_weak _ptr  for C++11

std::shared_ptr Iweak_ptr , odb::trl::lazy_shared_ptr llazy _weak_ptr

for TR1 std::trl::shared_ptr Iweak_ptr , odb::lazy_unique_ptr for C++11
std::unique_ptr , odb::lazy_auto_ptr for std::auto_ptr , and

odb::lazy_ptr for raw pointers. The TR1 lazy pointers are defined in the
<odb/trl/lazy-ptr.hxx> header while all the others — stodb/lazy-ptr.hxx>

The ODB profile libraries also provide lazy pointer implementations for smart pointers from
popular frameworks and librarigs (Part Ill, "Profiles").

While we will discuss the interface of lazy pointers in more detail shortly, the most commonly
used extra function provided by these pointettsasl() . This function loads the pointed-to
object if it hasn't already been loaded. After the call to this function, the lazy pointer can be
used in the the same way as its eager counterpartodtig function also returns the eager
pointer, in case you need to pass it around. For a lazy weak pointeadfle function also

locks the pointer.

The following example shows how we can change our employer-employee relationship to use
lazy pointers. Here we choose to use lazy pointers for both sides of the relationship.

class employee;

#pragma db object
class employer

{

#pragma db value_not_null inverse(employer )
std::vector<lazy_weak_ptr<employee> > employees_;

%

#pragma db object
class employee

{

#pragma db not_null
lazy_shared_ptr<employer> employer_;

%

Revision 2.4, February 2015 C++ Object Persistence with ODB 107



6.4 Lazy Pointers

And the transaction is changed like this:

unsigned long id = ...
string name;

session s;
transaction t (db.begin ());

shared_ptr<employee> e (db.load<employee> (id));
e->employer_.load ();
name = e->employer_->name_;

t.commit ();

As a general guideline we recommend that you make at least one side of a bidirectional rela-
tionship lazy, especially for relationships witimany side.

A lazy pointer implementation mimics the interface of its eager counterpart which can be used
once the pointer is loaded. It also adds a number of additional functions that are specific to the
lazy loading functionality. Overall, the interface of a lazy pointer follows this general outline:

template <class T>

class lazy_ptr

{

public:
1
/I The eager pointer interface.
1

/I Initialization/assignment from an eager pointer.
1
public:
template <class Y> lazy_ptr (const eager_ptr<Y>&);
template <class Y> lazy_ptr& operator= (const eager_ptr<Y>&);

/I Lazy loading interface.

1

public:

/I NULL loaded()

1

/I true true  NULL pointer to transient object
/I false  true  valid pointer to persistent object
/I true false  unloaded pointer to persistent object
/I false false valid pointer to transient object
1

bool loaded () const;

eager_ptr<T> load () const;
/I Unload the pointer. For transient objects this function is
/I equivalent to reset().

1
void unload () const;
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/I Get the underlying eager pointer. If this is an unloaded pointer
/l to a persistent object, then the returned pointer will be NULL.
1

eager_ptr<T> get_eager () const;

/I Initialization with a persistent loaded object.

1

template <class Y> lazy_ptr (database&, Y*);

template <class Y> lazy_ptr (database&, const eager_ptr<Y>&);

template <class Y> void reset (database&, Y*);
template <class Y> void reset (database&, const eager_ptr<Y>&);

/I Initialization with a persistent unloaded object.
1
template <class ID> lazy ptr (database&, const ID&);

template <class ID> void reset (database&, const ID&);

/I Query object id and database of a persistent object.
1

template <class O /* =T */>

/[ C++11: template <class O = T>
object_traits<O>::id_type object_id () const;

odb::database& database () const;

k

In a lazy weak pointer interface, th@ad() function returns thestrong (shared) eager
pointer. The following transaction demonstrates the use of a lazy weak pointer based on the
employer andemployee classes presented earlier.

typedef std::vector<lazy weak_ptr<employee> > employees;

session s;
transaction t (db.begin ());

shared_ptr<employer> er (db.load<employer> ("Example Inc"));
employees& es (er->employees ());

for (employees::iterator i (es.begin ()); i I= es.end (); ++i)
{
/I We are only interested in employees with object id less than
// 100.
1
lazy _weak_ptr<employee>& lwp (*i);

if (Iwp.object_id<employee> () < 100)

/I C++11: if (lwp.object_id () < 100)

{
shared_ptr<employee> e (lwp.load ()); // Load and lock.
cout << e->first_ << " " << e->last_ << endl;
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}
}

t.commit ();

Notice that inside the for-loop we use a reference to the lazy weak pointer instead of making a
copy. This is not merely to avoid a copy. When a lazy pointer is loaded, all other lazy pointers
that point to the same object do not automatically become loaded (though an attempt to load
such copies will result in them pointing to the same object, provided the same session is still
in effect). By using a reference in the above transaction we make sure that we load the pointer
that is contained in themployer object. This way, if we later need to re-examine this
employee object, the pointer will already be loaded.

As another example, suppose we want to add an employee to Example Inc. The straightfor-
ward implementation of this transaction is presented below:

session s;
transaction t (db.begin ());

shared_ptr<employer> er (db.load<employer> ("Example Inc"));
shared_ptr<employee> e (new employee ("John", "Doe"));

e->employer_ = er;
er->employees ().push_back (e);

db.persist (e);
t.commit ();

Notice here that we didn't have to update the employer object in the database since the
employees_ list of pointers is an inverse side of a bidirectional relationship and is effec-
tively read-only, from the persistence point of view.

A faster implementation of this transaction, that avoids loading the employer object, relies on
the ability to initialize arunloaded lazy pointer with the database where the object is stored as
well as its identifier:

lazy_shared_ptr<employer> er (db, std::string ("Example Inc"));
shared_ptr<employee> e (new employee ("John", "Doe"));

e->employer_ =er;

session s;
transaction t (db.begin ());

db.persist (e);
t.commit ();

For the interaction of lazy pointers with lazy-loaded object sections, refer to Section 9.3,
['Sections and Lazy Pointefs".
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6.5 Using Custom Smart Pointers

While the ODB runtime and profile libraries provide support for the majority of widely-used
pointers, it is also easy to add support for a custom smart pointer.

To achieve this you will need to implement {ha@nter_traits class template special-
ization for your pointer. The first step is to determine the pointer kind since the interface of
the pointer_traits specialization varies depending on the pointer kind. The supported
pointer kinds areraw (raw pointer or equivalent, that is, unmanagedigue (smart pointer

that doesn’'t support sharinghared (smart pointer that supports sharing), avesk (weak
counterpart of the shared pointer). Any of these pointers can be lazy, which also affects the
interface of theointer_traits specialization.

Once you have determined the pointer kind for your smart pointer, use a specialization for one
of the standard pointers found in the common ODB runtime libidrgd ) as a base for
your own implementation.

Once the pointer traits specialization is ready, you will need to include it into the ODB compi-

lation process using theodb-epilogue option and into the generated header files with
the --hxx-prologue option. As an example, suppose we havestimart_ptr  smart
pointer for which we have the traits specialization implemented in the
smart-ptr-traits.hxx file. Then, we can create an ODB compiler options file for this

pointer and save it temart-ptr.options

# Options file for smart_ptr.

#

--odb-epilogue '#include "smart-ptr-traits.hxx"
--hxx-prologue '#include "smart-ptr-traits.hxx™

Now, whenever we compile a header file that useart_ptr , we can specify the follow-
ing command line option to make sure it is recognized by the ODB compiler as a smart
pointer and the traits file is included in the generated code:

--options-file smart-ptr.options

It is also possible to implement a lazy counterpart for your smart pointer. The ODB runtime
library provides a class template that encapsulates the object id management and loading
functionality that is needed to implement a lazy pointer. All you need to do is wrap it with an
interface that mimics your smart pointer. Using one of the existing lazy pointer implementa-
tions (either from the ODB runtime library or one of the profile libraries) as a base for your
implementation is the easiest way to get started.
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In[Section 3.1, "Concepts and Terminoldgy" we have already discussed the notion of values
and value types as well as the distinction between simple and composite values. This chapter
covers simple and composite value types in more detalil.

7.1 Simple Value Types

A simple value type is a fundamental C++ type or a class type that is mapped to a single
database column. For each supported database system the ODB compiler provides a default
mapping to suitable database types for most fundamental C++ types, soch assfloat

as well as some class types, suclstdsstring . For more information about the default
mapping for each database system refg¢r to Part Il, Database $ystems. We can also provide a
custom mapping for these or our own value types usingdthiype pragma [(Sectidn

(14.3.1, type ").

7.2 Composite Value Types

A composite value type is @lass or struct type that is mapped to more than one
database column. To declare a composite value type we usib tredue pragma, for
example:

#pragma db value
class basic_name

{

std::string first_;
std::string last_;

%

The complete version of the above code fragment and the other code samples presented in this
section can be found in tktemposite example in th@db-examples package.

A composite value type does not have to define a default constructor, unless it is used as an
element of a container. In this case the default constructor can be made private provided we
also make thedb::access class, defined in theodb/core.hxx> header, a friend of

this value type. For example:

#include <odb/core.hxx>

#pragma db value
class basic_name

{
public:
basic_name (const std::string& first, const std::string& last);
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private:
friend class odb::access;

basic_name () {} // Needed for storing basic_name in containers.

};...

The ODB compiler also needs access to the non-trangient (Section 14raddieht ")
data members of a composite value type. It uses the same mechanisms as for persistent classes
which are discussed fin Section 3.2, "Declaring Persistent Objects and Values".

The members of a composite value can be other value types (either simple or composite),
containers|(Chapter 5, "Containgrs"), and pointers to objects (Chapter 6, "Relatipnships").
Similarly, a composite value type can be used in object members, as an element of a
container, and as a base for another composite value type. In particular, composite value types
can be used as element types in set contaipers (Section 5.2, "Set and Multiset Containers")
and as key types in map containgrs (Section 5.3, "Map and Multimap Confainers"). A
composite value type that is used as an element of a container cannot contain other containers
since containers of containers are not allowed. The following example illustrates some of the
possible use cases:

#pragma db value
class basic_name

{

std::string first_;
std::string last_;

}1
typedef std::vector<basic_name> basic_names;

#pragma db value
class name_extras

{

std::string nickname_;
basic_names aliases_;

%

#pragma db value
class name: public basic_name

{

std::string title_;
name_extras extras_;

%

#pragma db object
class person
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name name_;

%

A composite value type can be defined inside a persistent class, view, or another composite
value and even made private, provided we nake:access a friend of the containing
class, for example:

#pragma db object
class person

{

#pragma db value
class name

{

std::string first_;
std::string last_;

J§

name name_;

%

A composite value type can also be defined as an instantiation of a C++ class template, for
example:

template <typename T>
struct point

{
TX;
Ty;
Tz
k

typedef point<int> int_point;
#pragma db value(int_point)

#pragma db object
class object

{

int_point center_;

%

Note that the database support code for such a composite value type is generated when
compiling the header containing tlé value pragma and not the header containing the
template definition or théypedef name. This allows us to use templates defined in other
files, such astd::pair defined in theutility standard header file:
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#include <utility> // std::pair

typedef std::pair<std::string, std::string> phone_numbers;
#pragma db value(phone_numbers)

#pragma db object
class person

{

phone_numbers phone_;

%

We can also use data members from composite value types in database [queries (Qhapter 4,
['Querying the Databage"). For each composite value in a persistent class, the query class
defines a nested member that contains members corresponding to the data members in the
value type. We can then use the member access syntax (.) to refer to data members in value
types. For example, the query class for geeson object presented above contains the
name member (its name is derived from th@me_ data member) which in turn contains the

extras member (its name is derived from thame:.extras_ data member of the
composite value type). This process continues recursively for nested composite value types
and, as a result, we can use thesry::name.extras.nickname expression while

guerying the database for therson objects. For example:

typedef odb::query<person> query;
typedef odb::result<person> result;

transaction t (db.begin ());

result r (db.query<person> (
query::name.extras.nickname == "Squeaky"));

t.commit ();

7.2.1 Composite Object Ids

An object id can be of a composite value type, for example:

#pragma db value
class name

{

std::string first_;
std::string last_;

%

#pragma db object
class person

{
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#pragma db id
name name_;

%

However, a value type that can be used as an object id has a number of restrictions. Such a
value type cannot have container, object pointer, or read-only data members. It also must be
default-constructible, copy-constructible, and copy-assignable. Furthermore, if the persistent
class in which this composite value type is used as object id has session support enabled
(Chapter 11, "Sessign"), then it must also implement the less-than comparison operator
(operator< ).

7.2.2 Composite Value Column and Table Names

Customizing a column name for a data member of a simple value type is straightforward: we
simply specify the desired name with fttle column pragma|(Section 14.4.9¢élumn ").

For composite value types things are slightly more complex since they are mapped to multiple
columns. Consider the following example:

#pragma db value
class name

{

std::string first_;
std::string last_;

%

#pragma db object
class person

{

#pragma db id auto
unsigned long id_;

name name_;
h
The column names for tHest . andlast.  members are constructed by using the sani-
tized name of th@erson::name_  member as a prefix and the names of the members in
the value typefirst  ~ andlast_ ) as suffixes. As a result, the database schema for the

above classes will look like this:

CREATE TABLE person (
id BIGINT UNSIGNED NOT NULL PRIMARY KEY,
name_first TEXT NOT NULL,
name_last TEXT NOT NULL);
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We can customize both the prefix and the suffix usingdtheolumn pragma as shown in
the following example:

#pragma db value
class name

{

#pragma db column("first_name")
std::string first_;

#pragma db column("last_name")
std::string last_;

5

#pragma db object
class person

{

#pragma db column(“person_")
name name_;

}1
The database schema changes as follows:

CREATE TABLE person (
id BIGINT UNSIGNED NOT NULL PRIMARY KEY,
person_first name TEXT NOT NULL,
person_last_name TEXT NOT NULL);

We can also make the column prefix empty, for example:

#pragma db object
class person

{

#pragma db column("")
name name_;

}1
This will result in the following schema:

CREATE TABLE person (
id BIGINT UNSIGNED NOT NULL PRIMARY KEY,
first_ name TEXT NOT NULL,
last_name TEXT NOT NULL);

The same principle applies when a composite value type is used as an element of a container,
except that instead oflb column , either thedb value_column (Section 14.4.36]

['value column ") or db key_column  (Section 14.4.35,Key column ") pragmas are

used to specify the column prefix.
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When a composite value type contains a container, an extra table is used to store its elements
(Chapter 5, "Containels"). The names of such tables are constructed in a way similar to the
column names, except that by default both the object name and the member name are used as
a prefix. For example:

#pragma db value
class name

{

std::string first_;
std::string last_;
std::vector<std::string> nicknames_;

%

#pragma db object
class person

{

name name_;

b
The corresponding database schema will look like this:

CREATE TABLE person_name_nicknames (
object_id BIGINT UNSIGNED NOT NULL,
index BIGINT UNSIGNED NOT NULL,
value TEXT NOT NULL)

CREATE TABLE person (
id BIGINT UNSIGNED NOT NULL PRIMARY KEY,
name_first TEXT NOT NULL,
name_last TEXT NOT NULL);

To customize the container table name we can uséhthable  pragma|(Section 14.4.20,

"table "), for example:

#pragma db value
class name

{

#pragma db table("nickname")
std::vector<std::string> nicknames_;

%

#pragma db object
class person

{

118 C++ Object Persistence with ODB Revision 2.4, February 2015



7.3 Pointers and NULL Value Semantics

#pragma db table("person_")
name name_;

}1
This will result in the following schema changes:

CREATE TABLE person_nickname (
object_id BIGINT UNSIGNED NOT NULL,
index BIGINT UNSIGNED NOT NULL,
value TEXT NOT NULL)

Similar to columns, we can make the table prefix empty.

7.3 Pointers andNULL Value Semantics

Relational database systems have a notion of the spédldl value that is used to indicate

the absence of a valid value in a column. While by default ODB maps values to columns that
do not allowNULL values, it is possible to change that with dieenull ~ pragma[(Sectidn
(14.4.6, twull /not null ).

To properly support thBlULL semantics, the C++ value type must have a notionNifllaL
value or a similar special state concept. Most basic C++ types, sudnt asor
std::string , do not have this notion and therefore cannot be used directly for
NULL-enabled data members (in the case dRUAL value being loaded from the database,
such data members will be default-initialized).

To allow the easy conversion of value types that do not suppaxUhé semantics into the
ones that do, ODB provides tlelb::nullable class template. It allows us to wrap an
existing C++ type into a container-like class that can eithé&Uilel or contain a value of the
wrapped type. ODB also automatically enables Nhé_L values for data members of the
odb::nullable type. For example:

#include <odb/nullable.hxx>

#pragma db object
class person

{
std::string first_; /I TEXT NOT NULL
odb::nullable<std::string> middle_; // TEXT NULL
std::string last_; /I TEXT NOT NULL
3
Theodb::nullable class template is defined in thedb/nullable.hxx> header file

and has the following interface:
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namespace odb

{

}

The following example shows how we can use this interface:

template <typename T>
class nullable
{
public:
typedef T value_type;

nullable ();

nullable (const T&);

nullable (const nullable&);

template <typename Y> explicit nullable (const nullable<Y>&);

nullable& operator= (const T&);
nullable& operator= (const nullable&);
template <typename Y> nullable& operator= (const nullable<Y>&);

void swap (nullable&);

/I Accessor interface.
I
bool null () const;

T& get ();
const T& get () const;

/I Pointer interface.
1
operator bool_convertible () const;

T* operator-> ();
const T* operator-> () const;

T& operator* ();
const T& operator* () const;

/l Reset to the NULL state.
I
void reset ();

3

nullable<string> ns;

/I Using the accessor interface.
1
if (ns.null ()

s = "abc",

}

else

{
string s (ns.get ());
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ns.reset ();

}

/I The same using the pointer interface.
1

if (ns)

{

s = "abc";

}

else

{
string s (*ns);
ns.reset ();

}

The odb::nullable class template requires the wrapped type to have public default and
copy constructors as well as the copy assignment operator. Note also that the
odb::nullable implementation is not the most efficient in that it always contains a fully
constructed value of the wrapped type. This is normally not a concern for simple types such as
the C++ fundamental types etd::string . However, it may become an issue for more
complex types. In such cases you may want to consider using a more efficient implementation
of the optional value concept such as theptional  class template from Boodt (Section
[23.4, "Optional Library").

Another common C++ representation of a value that caiid is a pointer. ODB will auto-
matically handle data members that are pointers to values, however, it will not automatically
enableNULL values for such data members, as is the casedfmrnullable . Instead, if

the NULL value is desired, we will need to enable it explicitly usingdbaull  pragma.

For example:

#pragma db object
class person

{

std::string first_;

#pragma db null
std::auto_ptr<std::string> middle_;

std::string last_;

5

The ODB compiler includes built-in  support for usingtd::auto_ptr :
std::unique_ptr (C++11), andshared_ptr  (TR1 or C++11) as pointers to values.
Plus, ODB profile libraries, that are available for commonly used frameworks and libraries
(such as Boost and Qt), provide support for smart pointers found in these frameworks and
libraries (Part I, "Profileg").
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ODB also supports thRULL semantics for composite values. In the relational database the
NULL composite value is translated NdJLL values for all the simple data members of this
composite value. For example:

#pragma db value
struct name

{

std::string first_;
odb::nullable<std::string> middle_;
std::string last_;

%

#pragma db object
class person

{

odb::nullable<name> name_;

%

ODB does not support tfeULL semantics for containers. This also means that a composite
value that contains a container cannoftNbd L. With this limitation in mind, we can still use
smart pointers in data members of container types. The only restriction is that these pointers
must not beNULL For example:

#pragma db object

class person

{

std::auto_ptr<std::vector<std::string> > aliases_;

%
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8 Inheritance

In C++ inheritance can be used to achieve two different goals. We can employ inheritance to
reuse common data and functionality in multiple classes. For example:

class person

{

public:
const std::string& first () const;
const std::string& last () const;

private:
std::string first_;
std::string last_;

%

class employee: public person

{
=

class contractor: public person

{
=

In the above example both tleenployee andcontractor classes inherit thérst_
andlast_ data members as well as first() andlast()  accessors from thgerson
base class.

A common trait of this inheritance style, referred to@se inheritance from now on, is the
lack of virtual functions and a virtual destructor in the base class. Also with this style the
application code is normally written in terms of the derived classes instead of the base.

The second way to utilize inheritance in C++ is to provide polymorphic behavior through a
common interface. In this case the base class defines a number of virtual functions and,
normally, a virtual destructor while the derived classes provide specific implementations of
these virtual functions. For example:

class person

{

public:
enum employment_status
{

unemployed,

temporary,

permanent,

self_employed

g

virtual employment_status
employment () const = 0;
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virtual
~person ();

%

class employee: public person

{

public:
virtual employment_status
employment () const

{

return temporary_ ? temporary : permanent;

}

private:
bool temporary_;

%

class contractor: public person

{

public:
virtual employment_status
employment () const

{

return self_employed,;

}
k

With this inheritance style, which we will cgdblymorphism inheritance, the application code
normally works with derived classes via the base class interface. Note also that it is very
common to mix both styles in the same hierarchy. For example, the above two code fragments
can be combined so that tperson base class provides the common data members and
functions as well as defines the polymorphic interface.

The following sections describe the available strategies for mapping reuse and polymorphism
inheritance styles to a relational data model. Note also that the distinction between the two
styles is conceptual rather than formal. For example, it is possible to treat a class hierarchy
that defines virtual functions as a case of reuse inheritance if this results in the desired
database mapping and semantics.

Generally, classes that employ reuse inheritance are mapped to completely independent enti-

ties in the database. They use different object id spaces and should always be passed to and
returned from the database operations as pointers or references to derived types. In other

words, from the persistence point of view, such classes behave as if the data members from

the base classes were copied verbatim into the derived ones.

In contrast, classes that employ polymorphism inheritance share the object id space and can
be passed to and returned from the database operptiyn®rphically as pointers or refer-
ences to the base class.
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For both inheritance styles it is sometimes desirable to prevent instances of a base class from
being stored in the database. To achieve this a persistent class can be declared abstract using
the db abstract pragma((Section 14.1.3aBstract "). Note that aC++-abstract class,

or a class that has one or more pure virtual functions and therefore cannot be instantiated, is
also database-abstract. However, a database-abstract class is not necessarily C++-abstract.
The ODB compiler automatically treats C++-abstract classes as database-abstract.

8.1 Reuse Inheritance

Each non-abstract class from the reuse inheritance hierarchy is mapped to a separate database
table that contains all its data members, including those inherited from base classes. An
abstract persistent class does not have to define an object id, nor a default constructor, and it
does not have a corresponding database table. An abstract class cannot be a pointed-to object
in a relationship. Multiple inheritance is supported as long as each base class is only inherited
once. The following example shows a persistent class hierarchy employing reuse inheritance:

/I Abstract person class. Note that it does not declare the
/l object id.

1

#pragma db object abstract

class person

{

std::string first_;
std::string last_;

h

/I Abstract employee class. It derives from the person class and
/I declares the object id for all the concrete employee types.

1

#pragma db object abstract

class employee: public person

{

#pragma db id auto
unsigned long id_;

h

/I Concrete permanent_employee class. Note that it doesn’t define
/[ any data members of its own.

1

#pragma db object

class permanent_employee: public employee

{
=

/I Concrete temporary_employee class. It adds the employment

/I duration in months.
1
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#pragma db object
class temporary_employee: public employee

{

unsigned long duration_;

%

/I Concrete contractor class. It derives from the person class

/I (and not employee; an independent contractor is not considered
/I an employee). We use the contractor’s external email address
/l as the object id.

1

#pragma db object

class contractor: public person

{

#pragma db id
std::string email_;

h
The sample database schema for this hierarchy is shown below.

CREATE TABLE permanent_employee (
first TEXT NOT NULL,
last TEXT NOT NULL,
id BIGINT UNSIGNED NOT NULL PRIMARY KEY AUTO_INCREMENT);

CREATE TABLE temporary_employee (
first TEXT NOT NULL,
last TEXT NOT NULL,
id BIGINT UNSIGNED NOT NULL PRIMARY KEY AUTO_INCREMENT,
duration BIGINT UNSIGNED NOT NULL);

CREATE TABLE contractor (
first TEXT NOT NULL,
last TEXT NOT NULL,
email VARCHAR (255) NOT NULL PRIMARY KEY);

The complete version of the code presented in this section is available imhénie
tance/reuse  example in th@db-examples package.

8.2 Polymorphism Inheritance

There are three general approaches to mapping a polymorphic class hierarchy to a relational
database. These atable-per-hierarchy, table-per-difference, andtable-per-class. With the
table-per-hierarchy mapping, all the classes in a hierarchy are stored in a single, "wide" table.
NULL values are stored in columns corresponding to data members of derived classes that are
not present in any particular instance.
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In the table-per-difference mapping, each class is mapped to a separate table. For a derived
class, this table contains only columns corresponding to the data members added by this
derived class.

Finally, in the table-per-class mapping, each class is mapped to a separate table. For a derived
class, this table contains columns corresponding to all the data members, from this derived
class all the way down to the root of the hierarchy.

The table-per-difference mapping is generally considered as having the best balance of flexi-
bility, performance, and space efficiency. It also results in a more canonical relational
database model compared to the other two approaches. As a result, this is the mapping
currently implemented in ODB. Other mappings may be supported in the future.

A pointer or reference to an ordinary, non-polymorphic object has just one type — the class
type of that object. When we start working with polymorphic objects, there are two types to
consider: thestatic type, or the declaration type of a reference or pointer, and the object’s
actual ordynamic type. An example will help illustrate the difference:

class person {...};
class employee: public person {...};

person p;
employee e;

person& rl (p);
person& r2 (e);

auto_ptr<person> pl (new employee);

In the above example, thd reference’s both static and dynamic types @geson . In
contrast, the2 reference’s static type gerson while its dynamic type (the actual object
that it refers to) i€mployee . Similarly, p1 points to the object of theerson static type
butemployee dynamic type.

In C++, the primary mechanisms for working with polymorphic objects are virtual functions.
We call a virtual function only knowing the object’s static type, but the version corresponding
to the object’'s dynamic type is automatically executed. This is the essence of runtime poly-
morphism support in C++: we can operate in terms of a base class interface but get the
derived class’ behavior. Similarly, the essence of the runtime polymorphism support in ODB
is to allow us to persist, load, update, and query in terms of the base class interface but have
the derived class actually stored in the database.

To declare a persistent class as polymorphic we useltipmwlymorphic pragma. We
only need to declare the root class of a hierarchy as polymorphic; ODB will treat all the
derived classes as polymorphic automatically. For example:

#pragma db object polymorphic

class person

{
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virtual
~person () = 0; // Automatically abstract.

#pragma db id auto
unsigned long id_;

std::string first_;
std::string last_;

%

#pragma db object
class employee: public person

{

bool temporary_;

%

#pragma db object
class contractor: public person

{

std::string email_;

%

A persistent class hierarchy declared polymorphic must also be polymorphic in the C++
sense, that is, the root class must declare or inherit at least one virtual function. It is recom-
mended that the root class also declares a virtual destructor. The root class of the polymorphic
hierarchy must contain the data member designated as object id (a persistent class without an
object id cannot be polymorphic). Note also that, unlike reuse inheritance, abstract polymor-
phic classes have a table in the database, just like non-abstract classes.

Persistent classes in the same polymorphic hierarchy must use the same kind of object pointer

(Section 3.3, "Object and View Pointgrs"). If the object pointer for the root class is specified

as a template or using the special raw pointer syritaxttffen the ODB compiler will auto-
matically use the same object pointer for all the derived classes. For example:

#pragma db object polymorphic pointer(std::shared_ptr)

class person

{
=

#pragma db object // Object pointer is std::shared_ptr<employee>.

class employee: public person

{
=

#pragma db object // Object pointer is std::shared_ptr<contractor>.
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class contractor: public person

{
=

Similarly, if we enable or disable session supgort (Chapter 11, "Sgssion") for the root class,
then the ODB compiler will automatically enable or disable it for all the derived classes.

For polymorphic persistent classes, all the database operations can be performed on objects
with different static and dynamic types. Similarly, operations that load persistent objects from
the databasdqad() , query() , etc.), can return objects with different static and dynamic
types. For example:

unsigned long id1, id2;

/I Persist.

1

{
shared_ptr<person> pl (new employee (...));
shared_ptr<person> p2 (new contractor (...));

transaction t (db.begin ());

id1 = db.persist (pl); // Stores employee.
id2 = db.persist (p2); // Stores contractor.
t.commit ();

}

/I Load.
1

{

shared_ptr<person> p;

transaction t (db.begin ());

p = db.load<person> (id1); // Loads employee.
p = db.load<person> (id2); // Loads contractor.
t.commit ();

}
Il Query.

I
{

typedef odb::query<person> query;

typedef odb::result<person> result;

transaction t (db.begin ());

result r (db.query<person> (query::last == "Doe"));
for (result::iterator i (r.begin ()); i I=r.end (); ++i)

{

person& p (*i); // Can be employee or contractor.

t.commit ();
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}

/I Update.
1

{

shared_ptr<person> p;
shared_ptr<employee> e;

transaction t (db.begin ());

e = db.load<employee> (id1);
e->temporary (false);

p=e

db.update (p); // Updates employee.

t.commit ();

}

/I Erase.
1

{

shared_ptr<person> p;

transaction t (db.begin ());
p = db.load<person> (id1); // Loads employee.

db.erase (p); Il Erases employee.
db.erase<person> (id2); // Erases contractor.
t.commit ();

}

The table-per-difference mapping, as supported by ODB, requires two extra columns, in addi-

tion to those corresponding to the data members. The first, cidldninator, is added to

the table corresponding to the root class of the hierarchy. This column is used to determine the
dynamic type of each object. The second column is added to tables corresponding to the
derived classes and contains the object id. This column is used to form a foreign key

constraint referencing the root class table.

When querying the database for polymorphic objects, it is possible to obtain the discriminator
value without instantiating the object. For example:

typedef odb::query<person> query;
typedef odb::result<person> result;

transaction t (db.begin ());

result r (db.query<person> (query::last == "Doe"));
for (result::iterator i (r.begin ()); i = r.end (); ++i)

{

std::string d (i.discriminator ());

}...

t.commit ();
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In the current implementation, ODB has limited support for customizing names, types, and
values of the extra columns. Currently, the discriminator column is always tabed

and contains a namespace-qualified class name (for examipmployee” or
"hr::employee” ). The id column in the derived class table has the same name as the
object id column in the root class table. Future versions of ODB will add support for
customizing these extra columns.

The sample database schema for the above polymorphic hierarchy is shown below.

CREATE TABLE person (
id BIGINT UNSIGNED NOT NULL PRIMARY KEY AUTO_INCREMENT,
typeid VARCHAR(255) NOT NULL,
first TEXT NOT NULL,
last TEXT NOT NULL);

CREATE TABLE employee (
id BIGINT UNSIGNED NOT NULL PRIMARY KEY,
temporary TINYINT(1) NOT NULL,

CONSTRAINT employee_id_fk
FOREIGN KEY (id)
REFERENCES person (id)
ON DELETE CASCADE);

CREATE TABLE contractor (
id BIGINT UNSIGNED NOT NULL PRIMARY KEY,
email TEXT NOT NULL,

CONSTRAINT contractor_id_fk
FOREIGN KEY (id)
REFERENCES person (id)
ON DELETE CASCADE);

The complete version of the code presented in this section is available imhénie
tance/polymorphism example in thedb-examples package.

8.2.1 Performance and Limitations

A database operation on a non-polymorphic object normally translates to a single database
statement execution (objects with containers and eager object pointers can be the exception).
Because polymorphic objects have their data members stored in multiple tables, some
database operations on such objects may result in multiple database statements being executed
while others may require more complex statements. There is also some functionality that is
not available to polymorphic objects.

The first part of this section discusses the performance implications to keep in mind when
designing and working with polymorphic hierarchies. The second part talks about limitations
of polymorphic objects.
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The most important aspect of a polymorphic hierarchy that affects database performance is its
depth. The distance between the root of the hierarchy and the derived class translates directly
to the number of database statements that will have to be executed in order to persist, update,
or erase this derived class. It also translates directly to the number oaf(8QLclauses that

will be needed to load or query the database for this derived class. As a result, to achieve best
performance, we should try to keep our polymorphic hierarchies as flat as possible.

When loading an object or querying the database for objects, ODB will need to execute two
statements if this object’s static and dynamic types are different but only one statement if they
are the same. This example will help illustrate the difference:

unsigned long id;

{

employee e (...);

transaction t (db.begin ());
id = db.persist (e);
t.commit ();

}
{

shared_ptr<person> p;

transaction t (db.begin ());

p = db.load<person> (id); // Requires two statement.

p = db.load<employee> (id); // Requires only one statement.
t.commit ();

}

As a result, we should try to load and query using the most derived class possible.

Finally, for polymorphic objects, erasing via the object instance is faster than erasing via its
object id. In the former case the object’'s dynamic type can be determined locally in the appli-
cation while in the latter case an extra statement has to be executed to achieve the same result.
For example:

shared_ptr<person>p = ..,;

transaction t (db.begin ());

db.erase<person> (p.id ()); // Slower (executes extra statement).
db.erase (p); /I Faster.

t.commit ();

Polymorphic objects can use all the mechanisms that are available to ordinary objects. These
include containerq (Chapter 5, "Containgrs"), object relationships, including to polymorphic
objects [(Chapter 6, "Relationships"), vieys (Chapter 10, "Views"), sedsion (Chapter 11,
"Session"), and optimistic concurrengy (Chapter 12, "Optimistic Concurfency"). There are,
however, a few limitations, mainly due to the underlying use of SQL to access the data.
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When a polymorphic object is "joined" in a view, and the join condition (either in the form of
an object pointer or a custom condition) comes from the object itself (as opposed to one of the
objects joined previously), then this condition must only use data members from the derived
class. For example, consider the following polymorphic object hierarchy and a view:

#pragma db object polymorphic
class employee

{
=

#pragma db object
class permanent_employee: public employee

{
=

#pragma db object
class temporary_employee: public employee

{

shared_ptr<permanent_employee> manager_;

%

#pragma db object
class contractor: public temporary_employee

{
shared_ptr<permanent_employee> manager_;

%

#pragma db view object(permanent_employee) \
object(contractor: contractor::manager_)
struct contractor_manager

{
=

This view will not function correctly because the join conditioragager_ ) comes from the

base classémporary_employee ) instead of the derive@d@ntractor ). The reason for

this limitation is theJOIN clause order in the underlying SGBELECT statement. In the

view presented above, the table corresponding to the basetelag®rary_employee )

will have to be joined first which will result in this view matching both thenpo-
rary_employee  and contractor objects instead of justontractor . It is usually
possible to resolve this issue by reordering the objects in the view. Our example, for instance,
can be fixed by swapping the two objects:

#pragma db view object(contractor) \

object(permanent_employee: contractor::manager_)
struct contractor_manager

{
=
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The erase_query() database function (Section 3.11, "Deleting Persistent Ohjects") also
has limited functionality when used on polymorphic objects. Because many database imple-
mentations do not suppalOIN clauses in the SQDELETEstatement, only data members
from the derived class being erased can be used in the query condition. For example:

typedef odb::query<employee> query;

transaction t (db.begin ());

db.erase_query<employee> (query::permanent); // Ok.
db.erase_query<employee> (query::last == "Doe"); // Error.
t.commit ();

8.3 Mixed Inheritance

It is possible to mix the reuse and polymorphism inheritance styles in the same hierarchy. In
this case, the reuse inheritance must be used for the "bottom" (base) part of the hierarchy
while the polymorphism inheritance — for the "top" (derived) part. For example:

#pragma db object
class person

{

h

#pragma db object polymorphic

class employee: public person // Reuse inheritance.
{

h

#pragma db object
class temporary_employee: public employee // Polymorphism inheritance.

{
=

#pragma db object
class permanent_employee: public employee // Polymorphism inheritance.

{
=
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ODB sections are an optimization mechanism that allows us to partition data members of a
persistent class into groups that can be separately loaded and/or updated. This can be useful,
for example, if an object contains expensive to load or update data members BuGBas

or containers) and that are accessed or modified infrequently. For example:

#include <odb/section.hxx>

#pragma db object
class person

{

#pragma db load(lazy) update(manual)
odb::section keys_;

#pragma db section(keys_) type("BLOB")
char public_key_[1024];

#pragma db section(keys_) type("BLOB")
char private_key [1024];
3

transaction t (db.begin ());
auto_ptr<person> p (db.load<person> (...)); // Keys are not loaded.
if (need_keys)

{
db.load (*p, p->keys_); // Load keys.

}

db.update (*p); // Keys are not updated.
if (update_keys)

{

db.update (*p, p->keys_); // Update keys.
}

t.commit ();

A complete example that shows how to use sections is availablesedtien directory in
theodb-examples package.

Why do we need to group data members into sections? Why can’t each data member be
loaded and updated independently if and when necessary? The reason for this requirement is
that loading or updating a group of data members with a single database statement is signifi-
cantly more efficient than loading or updating each data member with a separate statement.
Because ODB prepares and caches statements used to load and update persistent objects,
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generating a custom statement for a specific set of data members that need to be loaded or
updated together is not a viable approach either. To resolve this, ODB allows us to group data
members that are often updated and/or loaded together into sections. To achieve the best
performance, we should aim to find a balance between having too many sections with too few
data members and too few sections with too many data members. We can use the access and
modification patterns of our application as a base for this decision.

To add a new section to a persistent class we declare a new data member of the
odb::section type. At this point we also need to specify the loading and updating behav-
ior of this section with theb load anddb update pragmas, respectively.

The loading behavior of a section can be eitteger orlazy . An eager-loaded section is
always loaded as part of the object load. A lazy-loaded section is not loaded as part of the
object load and has to be explicitly loaded with tthetabase::load() function
(discussed below) if and when necessary.

The updating behavior of a section can bhkvays , change, or manual. An
always-updated section is always updated as part of the object update, provided it has been
loaded. A change-updated section is only updated as part of the object update if it has been
loaded and marked as changed. A manually-updated section is never updated as part of the
object update and has to be explicitly updated withdidt@abase::update() function
(discussed below) if and when necessary.

If no loading behavior is specified explicitly, then an eager-loaded section is assumed. Simi-
larly, if no updating behavior is specified, then an always-updated section is assumed. An
eager-loaded, always-updated section is pointless and therefore illegal. Only persistent classes
with an object id can have sections.

To specify that a data member belongs to a section we udb Heetion  pragma with the
section’s member name as its single argument. Except for special data members such as the
object id and optimistic concurrency version, any direct, non-transient member of a persistent
class can belong to a section, including composite values, containers, and pointers to objects.
For example:

#pragma db value
class text

{
std::string data;
std::string lang;

g

#pragma db object
class person

{

#pragma db load(lazy)
odb::section extras_;

#pragma db section(extras_)
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text bio_;

#pragma db section(extras_)
std::vector<std::string> nicknames_;

#pragma db section(extras_)
std::shared_ptr<person> emergency_contact_;

k

An empty section is pointless and therefore illegal, except in abstract or polymorphic classes
where data members can be added to a section by derived classes (see Section 9.1], "Sections
[and Inheritancg").

Theodb::section class is defined in theodb/section.hxx> header file and has the
following interface:

namespace odb
{
class section
{
public:
/I Load state.
I
bool
loaded () const;

void
unload ();

/I Change state.
i

bool

changed () const;

void
change ();

/I User data.
Il

unsigned char
user_data () const;

void
user_data (unsigned char);
%
}

Theloaded() accessor can be used to determine whether a section is already loaded. The
unload() modifier marks a loaded section as not loaded. This, for example, can be useful if
you don’t want the section to be reloaded during the object reload.
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Thechanged() accessor can be used to query the section’s change stathange()

modifier marks the section as changed. It is valid to call this modifier for an unloaded (or tran-
sient) section, however, the state will be reset back to unchanged once the section (or object)
is loaded. The change state is only relevant to sections with change-updated behavior and is
ignored for all other sections.

The size of the section class is one byte with four bits available to store a custom state via the
user_data()  accessor and modifier.

Theodb::database  class provides special versions of kb&d() andupdate() func-
tions that allow us to load and update sections of a persistent class. Their signatures are as
follows:

template <typename T>
void
load (T& object, section&);

template <typename T>
void
update (const T& object, const section&);

Before calling the sectioload() function, the object itself must already be loaded. If the
section is already loaded, then the caloed()  will reload its data members. It is illegal to
explicitly load an eager-loaded section.

Before calling the sectionpdate() function, the section (and therefore the object) must be

in the loaded state. If the section is not loadedpth®:section_not_loaded excep-

tion is thrown. The sectionpdate() function does not check but does clear the section’s
change state. In other words, sectupdate()  will always update section data members in

the database and clear the change flag. Note also that any section, that is, always-, change-, or
manually-updated, can be explicitly updated with this function.

Both sectionoad() andupdate() , just like the rest of the database operations, must be
performed within a transaction. Notice also that bo#ld() andupdate() expect a refer-

ence to the section as their second argument. This reference must refer to the data member in
the object passed as the first argument. If instead it refers to some other instance of the
section class, for example, a local copy or a temporary, then the
odb::section_not_in_object exception is thrown. For example:

#pragma db object
class person

{
public:

odb::section
keys () const {return keys_;}

private:
odb::section keys_;
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3
auto_ptr<person> p (db.load<person> (...));

section s (p->keys ());
db.load (*p, s); /I Throw section_not_in_object, copy.

db.update (*p, p->keys ()); // Throw section_not_in_object, copy.

At first glance it may seem more appropriate to makes#dwtion class non-copyable in

order to prevent such errors from happening. However, it is perfectly reasonable to expect to

be able to copy (or assign) sections as part of the object copying (or assignment). As a result,
sections are left copyable and copy-assignable, however, this functionality should not be used

in accessors or modifiers. Instead, section accessors and modifiers should always be by-refer-
ence. Here is how we can fix our previous example:

#pragma db object
class person

{
public:

const odb::section&
keys () const {return keys_;}

odb::section&
keys () {return keys_;}

private:
odb::section keys_;
3
auto_ptr<person> p (db.load<person> (...));

section& s (p->keys ());
db.load (*p, s); Il Ok, reference.

db.update (*p, p->keys ()); // Ok, reference.

Several other database operations affect sections. The state of a section in a transient object is
undefined. That is, before the call to objpetsist() orload() functions, or after the

call to objecterase() function, the values returned by tkection::loaded() and
section::changed() accessors are undefined.
After the call topersist() , all sections, including eager-loaded ones, are marked as loaded

and unchanged. If instead we are loading an object witlo#ti) call or as a result of a

query, then eager-loaded sections are loaded and marked as loaded and unchanged while
lazy-loaded ones are marked as unloaded. If a lazy-loaded section is later loaded with the
sectionload() call, then it is marked as loaded and unchanged.
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When we update an object with thpdate() call, manually-updated sections are ignored
while always-updated sections are updated if they are loaded. Change-updated sections are
only updated if they are both loaded and marked as changed. After the update, such sections
are reset to the unchanged state. When we reload an object withod{)  call, sections

that were loaded are automatically reloaded and reset to the unchanged state.

To further illustrate the state transitions of a section, consider this example:

#pragma db object
class person

{

#pragma db load(lazy) update(change)
odb::section keys_;
};...
transaction t (db.begin ());
person p ("John", "Doe"); // Section state is undefined (transient).
db.persist (p); /I Section state: loaded, unchanged.

auto_ptr<person> | (
db.load<person> (...)); // Section state: unloaded, unchanged.

db.update (*I); /I Section not updated since not loaded.
db.update (p); /I Section not updated since not changed.
p.keys_.change (); /I Section state: loaded, changed.
db.update (p); /I Section updated, state: loaded, unchanged.

db.update (*I, I->keys_); // Throw section_not_loaded.
db.update (p, p.keys_); // Section updated even though not changed.

db.reload (*I); /I Section not reloaded since not loaded.
db.reload (p); I/l Section reloaded, state: loaded, unchanged.

db.load (*, I->keys_); // Section loaded, state: loaded, unchanged.
db.load (p, p.keys_); // Section reloaded, state: loaded, unchanged.

db.erase (p); I/l Section state is undefined (transient).

t.commit ();

When using change-updated behavior, it is our responsibility to mark the section as changed
when any of the data members belonging to this section is modified. A natural place to mark
the section as changed is the modifiers for section data members, for example:
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#pragma db object
class person

{
typedef std::array<char, 1024> key_type;

const key_type&
public_key () const {return public_key ;}

void
public_key (const key_type& k)
{

public_key =k;

keys_.change ();

const key_type&
private_key () const {return private_key :}

void
private_key (const key_typeé& k)

{
private_key =k;
keys_.change ();
}

private:
#pragma db load(lazy) update(change)
odb::section keys_;

#pragma db section(keys_) type("BLOB")
key_type public_key_;

#pragma db section(keys_) type("BLOB")
key_type private_key_;

};...

One interesting aspect of change-updated sections is what happens when a transaction that
performed an object or section update is later rolled back. In this case, while the change state
of a section has been reset (after update), actual changes were not committed to the database.
Change-updated sections handle this case by automatically registering a rollback callback and
then, if it is called, restoring the original change state. The following code illustrates this
semantics (continuing with the previous example):

auto_ptr<person> p;

try

{
transaction t (db.begin ());
p = db.load<person> (...);
db.load (*p, p->keys_);
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p->private_key (new_key); // The section is marked changed.

db.update (*p); /I The section is reset to unchanged.
throw failed (); /I Triggers rollback.
t.commit ();

}

catch (const failed&)

/I The section is restored back to changed.

}

9.1 Sections and Inheritance

With both reuse and polymorphism inheritarjce (Chapter 8, "Inherifance") it is possible to add
new sections to derived classes. It is also possible to add data members from derived classes
to sections declared in the base. For example:

#pragma db object polymorphic
class person

{

virtual void
print ();

#pragma db load(lazy)
odb::section print_;

#pragma db section(print_)
std::string bio_;
h

#pragma db object
class employee: public person

{

virtual void
print ();

#pragma db section(print_)
std::vector<std::string> employment_history_;

h
transaction t (db.begin ());

auto_ptr<person> p (db.load<person> (...)); // Person or employee.
db.load (*p, p->print_); // Load data members needed for print.

p->print ();

t.commit ();
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When data members of a section are spread over several classes in a reuse inheritance hierar-
chy, both section load and update are performed with a single database statement. In contrast,
with polymorphism inheritance, section load is performed with a single statement while
update requires a separate statement for each class that adds to the section.

Note also that in polymorphism inheritance the section-to-object association is static. Or, in
other words, you can load a section via an object only if its static type actually contains this
section. The following example will help illustrate this point further:

#pragma db object polymorphic
class person

{
=

#pragma db object
class employee: public person

{

#pragma db load(lazy)
odb::section extras_;

};...

#pragma db object
class manager: public employee

{
=

auto_ptr<manager> m (db.load<manager> (...));
person& p (*m);

employee& e (*m);

section& s (m->extras );

db.load (p, s); // Error: extras__is not in person.
db.load (e, s); // Ok: extras__is in employee.

9.2 Sections and Optimistic Concurrency

When sections are used in a class with the optimistic concurrency odel (Chapter 1R, "Opti-
[mistic Concurrency"), both section update and load operations compare the object version to
that in the database and throw tab::object_changed exception if they do not match.

In addition, the section update operation increments the version to indicate that the object
state has changed. For example:
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#pragma db object optimistic
class person

{

#pragma db version
unsigned long long version_;

#pragma db load(lazy)
odb::section extras_;

#pragma db section(extras_)
std::string bio_;
3

auto_ptr<person> p;

{
transaction t (db.begin ());

p = db.load<person> (...);
t.commit ();

}

{
transaction t (db.begin ());

try
{
db.load (*p, p->extras_); // Throws if object state has changed.

}

catch (const object_changed&)

{
db.reload (*p);

db.load (*p, p->extras_); // Cannot fail.
}

t.commit ();

}

Note also that if an object update triggers one or more section updates, then each such update
will increment the object version. As a result, an update of an object that contains sections
may result in a version increment by more than one.

When sections are used together with optimistic concurrency and inheritance, an extra step
may be required to enable this functionality. If you plan to add new sections to derived
classes, then the root class of the hierarchy (the one that declares the version data member)
must be declared as sectionable withdhesectionable pragma. For example:

#pragma db object polymorphic sectionable
class person

{

#pragma db version
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unsigned long long version_;

%

#pragma db object
class employee: public person

{

#pragma db load(lazy)
odb::section extras_;

#pragma db section(extras_)
std::vector<std::string> employment_history_;

%

This requirement has to do with the need to generate extra version increment code in the root
class that will be used by sections added in the derived classes. If you forget to declare the
root class as sectionable and later add a section to one of the derived classes, the ODB
compiler will issue diagnostics.

9.3 Sections and Lazy Pointers

If a lazy pointer|(Section 6.4, "Lazy Pointgrs") belongs to a lazy-loaded section, then we end
up with two levels of lazy loading. Specifically, when the section is loaded, the lazy pointer is
initialized with the object id but the object itself is not loaded. For example:

#pragma db object
class employee

{

#pragma db load(lazy)
odb::section extras_;

#pragma db section(extras_)
odb::lazy_shared_ptr<employer> employer_;
h
transaction t (db.begin ());
auto_ptr<employee> e (db.load<employee> (...)); // employer_ is NULL.
db.load (*e, e->extras_); // employer_ contains valid employer id.

e->employer__.load (); // employer_ points to employer object.

t.commit ();
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9.4 Sections and Change-Tracking Containers

If a change-tracking containgr (Section 5.4, "Change-Tracking Containers") belongs to a
change-updated section, then prior to an object update ODB will check if the container has
been changed and if so, automatically mark the section as changed. For example:

#pragma db object
class person

{

#pragma db load(lazy) update(change)
odb::section extras_;

#pragma db section(extras_)
odb::vector<std::string> nicknames_;

}1
transaction t (db.begin ());

auto_ptr<person> p (db.load<person> (...));
db.load (*p, p->extras_);

p->nicknames_.push_back ("JD");
db.update (*p); // Section is automatically updated even

/I though it was not marked as changed.
t.commit ();
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An ODB view is a C++class or struct type that embodies a light-weight, read-only
projection of one or more persistent objects or database tables or the result of a native SQL
guery execution.

Some of the common applications of views include loading a subset of data members from
objects or columns from database tables, executing and handling results of arbitrary SQL
queries, including aggregate queries and stored procedure calls, as well as joining multiple
objects and/or database tables using object relationships or custom join conditions.

Many relational databases also define the concept of views. Note, however, that ODB views
are not mapped to database views. Rather, by default, an ODB view is mapped to an SQL
SELECT query. However, if desired, it is easy to create an ODB view that is based on a
database view.

Usually, views are defined in terms of other persistent entities, such as persistent objects,
database tables, sequences, etc. Therefore, before we can examine our first view, we need to
define a few persistent objects and a database table. We will use this model in examples
throughout this chapter. Here we assume that you are familiar with ODB object relationship
support|(Chapter 6, "Relationships").

#pragma db object
class country

{

#pragma db id
std::string code_; // ISO 2-letter country code.

std::string name_;

%

#pragma db object
class employer

{
#pragma db id
unsigned long id_;

std::string name_;

%

#pragma db object
class employee

{

#pragma db id
unsigned long id_;
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std::string first_;
std::string last_;

unsigned short age_;

shared_ptr<country> residence_;
shared_ptr<country> nationality_;

shared_ptr<employer> employed_by_;

k

Besides these objects, we also have the legagjoyee extra table that is not mapped
to any persistent class. It has the following definition:

CREATE TABLE employee_extra(
employee_id INTEGER NOT NULL,
vacation_days INTEGER NOT NULL,
previous_employer_id INTEGER)

The above persistent objects and database table as well as many of the views shown in this
chapter are based on thew example which can be found in tbhdb-examples package
of the ODB distribution.

To declare a view we use tbb view pragma, for example:

#pragma db view object(employee)
struct employee_name

{
std::string first;
std::string last;

%

The above example shows one of the simplest views that we can create. It has a single associ-
ated object dmployee ) and its purpose is to extract the employee’s first and last nhames
without loading any other data, such as the referecgedtry andemployer objects.

Views use the same query facilify (Chapter 4, "Querying the Database") as persistent objects.
Because support for queries is optional and views cannot be used without this support, you
need to compile any header that defines a view with-{benerate-query ODB
compiler option.

To query the database for a view we use (tliatabase::query() :
database::query_one() , or database::query_value() functions in exactly the

same way as we would use them to query the database for an object. For example, the follow-
ing code fragment shows how we can find the names of all the employees that are younger
than 31:

typedef odb::query<employee _name> query;
typedef odb::result<employee_name> result;

transaction t (db.begin ());
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result r (db.query<employee_name> (query::age < 31));

for (result::iterator i (r.begin ()); i = r.end (); ++i)

{

const employee_name& en (*i);
cout << en.first << " " << en.last << end|;

}

t.commit ();

A view can be defined as a projection of one or more objects, one or more tables, a combina-
tion of objects and tables, or it can be the result of a custom SQL query. The following
sections discuss each of these kinds of view in more detalil.

10.1 Object Views

To associate one or more objects with a view we usallbhebject pragma [(Sectidn
[14.2.1, ‘bbject "). We have already seen a simple, single-object view in the introduction to
this chapter. To associate the second and subsequent objects we repdabhijeest

pragma for each additional object, for example:

#pragma db view object(employee) object(employer)
struct employee_employer

{

std::string first;
std::string last;
std::string name;

h
The complete syntax of tith object  pragma is shown below:
object( nanme[ = alias][ join-type][ : join-condition])

The name part is a potentially qualified persistent class name that has been defined previ-
ously. The optionadlias part gives this object an alias. If provided, the alias is used in several
contexts instead of the object’s unqualified name. We will discuss aliases further as we cover
each of these contexts below. The optigoad-type part specifies the way this object is asso-
ciated. It can bdeft , right , full |, inner , andcross with left being the default.
Finally, the optionajoin-condition part provides the criteria which should be used to associate
this object with any of the previously associated objects or, as we will §ee in Sectibn 10.4,
['Mixed Views'], tables. Note that while the first associated object can have an alias, it cannot
have a join type or condition.

For each subsequent associated object the ODB compiler needs a join condition and there are
several ways to specify it. The easiest way is to omit it altogether and let the ODB compiler
try to come up with a join condition automatically. To do this the ODB compiler will examine
each previously associated object for object relationships (Chapter 6, "Relatignships") that
may exist between these objects and the object being associated. If such a relationship exists
and is unambiguous, that is there is only one such relationship, then the ODB compiler will
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automatically use it to come up with the join condition for this object. This is exactly what
happens in the previous example: there is a single relationship
(employee::employed_by ) between themployee andemployer objects.

On the other hand, consider this view:

#pragma db view object(employee) object(country)
struct employee_residence

{

std::string first;
std::string last;
std::string name;

g

While there is a relationship betweeountry andemployee , it is ambiguous. It can be
employee::residence_ (which is what we want) or it can leenployee::nation-

ality (which we don’'t want). As result, when compiling the above view, the ODB
compiler will issue an error indicating an ambiguous object relationship. To resolve this ambi-
guity, we can explicitly specify the object relationship that should be used to create the join
condition as the name of the corresponding data member. Here is how we can fix the
employee_residence view:

#pragma db view object(employee) object(country: employee::residence_)
struct employee_residence

{

std::string first;
std::string last;
std::string name;

g

It is possible to associate the same object with a single view more than once using different
join conditions. However, in this case, we have to use aliases to assign different names for
each association. For example:

#pragma db view object(employee) \
object(country = res_country: employee::residence_) \
object(country = nat_country: employee::nationality )
struct employee_country

{
y

Note that correctly defining data members in this view requires the use of a mechanism that
we haven't yet covered. We will see how to do this shortly.

If we assign an alias to an object and refer to a data member of this object in one of the join
conditions, we have to use the unqualified alias name instead of the potentially qualified
object name. For example:
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#pragma db view object(employee = ee) object(country: ee::residence_)
struct employee_residence

{
Vo

The last way to specify a join condition is to provide a custom query expression. This method
is primarily useful if you would like to associate an object using a condition that does not
involve an object relationship. Consider, for example, a modéegdloyee object from the
beginning of the chapter with an added country of birth member. For one reason or another
we have decided not to use a relationship tacthetry object, as we have done with resi-
dence and nationality.

#pragma db object
class employee

{

std::string birth_place_; // Country name.

%

If we now want to create a view that returns the birth country code for an employee, then we
have to use a custom join condition when associatingatetry  object. For example:

#pragma db view object(employee) \
object(country: employee::birth_place_ == country::name_)
struct employee_birth_code

{

std::string first;
std::string last;
std::string code;

%

The syntax of the query expression in custom join conditions is the same as in the query facil-
ity used to query the database for objdgcts (Chapter 4, "Querying the Ddtabase") except that for
query members, instead of usimglb::query<object>::member names, we refer
directly to object members.

Looking at the views we have defined so far, you may be wondering how the ODB compiler
knows which view data members correspond to which object data members. While the names
are similar, they are not exactly the same, for examepiployee_name::first and
employee::first_

As with join conditions, when it comes to associating data members, the ODB compiler tries
to do this automatically. It first searches all the associated objects for an exact name match. If
no match is found, then the ODB compiler compares the so-called public names. A public
name of a member is obtained by removing the common member name decorations, such as
leading and trailing underscores, the_ prefix, etc. In both of these searches the ODB
compiler also makes sure that the types of the two members are the same or compatible.
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If one of the above searches returned a match and it is unambiguous, that is there is only one
match, then the ODB compiler will automatically associate the two members. On the other
hand, if no match is found or the match is ambiguous, the ODB compiler will issue an error.
To associate two differently-named members or to resolve an ambiguity, we can explicitly
specify the member association using divecolumn pragma|(Section 14.4.9¢élumn ").

For example:

#pragma db view object(employee) object(employer)
struct employee_employer
{

std::string first;

std::string last;

#pragma db column(employer::name_)
std::string employer_name,;

%

If an object data member specifies the SQL type wittdthgype pragma|(Section 14.4.3,
"type "), then this type is also used for the associated view data members.

Note also that similar to join conditions, if we assign an alias to an object and refer to a data
member of this object in one of tlk column pragmas, then we have to use the unquali-
fied alias name instead of the potentially qualified object name. For example:

#pragma db view object(employee) \
object(country = res_country: employee::residence_) \
object(country = nat_country: employee::nationality )
struct employee_country

{
std::string first;
std::string last;

#pragma db column(res_country::name_)
std::string res_country_name;

#pragma db column(nat_country::name_)
std::string nat_country_name;

%

Besides specifying just the object member, we can also specHyexpression in the

db column pragma. A +-expression consists of string literals and object member references
connected using the operator. It is primarily useful for defining aggregate views based on
SQL aggregate functions, for example:

#pragma db view object(employee)
struct employee_count

{
#pragma db column(“"count(" + employee::id_ +")")
std::size_t count;

g

152 C++ Object Persistence with ODB Revision 2.4, February 2015



10.1 Object Views

When querying the database for a view, we may want to provide additional query criteria
based on the objects associated with this view. To support this a view defines query members
for all the associated objects which allows us to refer to such objects’ members using the
odb::query<view>::member expressions. This is similar to how we can refer to object
members using thedb::query<object>::member expressions when querying the
database for an object. For example:

typedef odb::query<employee_count> query;
transaction t (db.begin ());

/I Find the number of employees with the Doe last name. Result of this
/[ aggregate query contains only one element so use the query_value()
/I shortcut function.
I
employee_count ec (

db.query_value<employee_count> (query::last == "Doe"));

cout << ec.count << endl;

t.commit ();

In the above query we used the last name data member from the assoulteete object
to only count employees with the specific name.

When a view has only one associated object, the query members corresponding to this object
are defined directly in thedb::query<view> scope. For instance, in the above example,

we referred to the last name member cath::query<employee_count>::last

However, if a view has multiple associated objects, then query members corresponding to
each such object are defined in a nested scope named after the object. As an example,
consider themployee_employer view again:

#pragma db view object(employee) object(employer)
struct employee_employer

{
std::string first;
std::string last;

#pragma db column(employer::name_)
std::string employer_name;

%

Now, to refer to the last name data member from éhwloyee object we use the
odb::query<...>::employee::last expression. Similarly, to refer to the employer
name, we use thadb::query<...>::employer::name expression. For example:

typedef odb::result<employee_employer> result;
typedef odb::query<employee_employer> query;

transaction t (db.begin ());

result r (db.query<employee_employer> (
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query::employee::last == "Doe" &&
query::employer::name == "Simple Tech Ltd"));

for (result::iterator i (r.begin ()); i I=r.end (); ++i)
cout << i->first << " " << j->last << " " << i->employer_name << endl;

t.commit ();

If we assign an alias to an object, then this alias is used to name the query members scope
instead of the object name. As an example, considamtipdoyee country  view again:

#pragma db view object(employee) \
object(country = res_country: employee::residence_) \
object(country = nat_country: employee::nationality )
struct employee_country
{
k

And a query which returns all the employees that have the same country of residence and
nationality:

typedef odb::query<employee_country> query;
typedef odb::result<employee_country> result;

transaction t (db.begin ());

result r (db.query<employee_country> (
guery::res_country::name == query::nat_country::name));

for (result::iterator i (r.begin ()); i I=r.end (); ++i)
cout << i->first << " " << j->last << " " << j->res_country_name << endl;

t.commit ();

Note also that unlike object query members, view query members do no support referencing
members in related objects. For example, the following query is invalid:

typedef odb::query<employee_name> query;
typedef odb::result<employee_name> result;

transaction t (db.begin ());

result r (db.query<employee_name> (
query::employed_by->name == "Simple Tech Ltd"));

t.commit ();

To get this behavior, we would instead need to associaipeyer object with this view
and then use thguery::employer::name expression instead of
query::employed_by->name
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As we have discussed above, if specified, an object alias is used instead of the object name in
the join condition, data member references indifieolumn pragma, as well as to name the
guery members scope. The object alias is also used as a table name alias in the underlying
SELECT statement generated by the ODB compiler. Normally, you would not use the table
alias directly with object views. However, if for some reason you need to refer to a table
column directly, for example, as part of a native query expression, and you need to qualify the
column with the table, then you will need to use the table alias instead.

10.2 Object Loading Views

A special variant of object views is object loading views. Object loading views allow us to
load one or more complete objects instead of, or in addition to, a subset of data member.
While we can often achieve the same end result by calitgbase::load() , using a

view has several advantages.

If we need to load multiple objects, then using a view allows us to do this with a single
SELECTstatement execution instead of one for each object that would be necessary in case of
load() . A view can also be useful for loading only a single object if the query criterion that
we would like to use involves other, potentially unrelated, objects. We will examine concrete
examples of these and other scenarios in the rest of this section.

To load a complete object as part of a view we use a data member of the pointer to object
type, just like for object relationships (Chapter 6, "Relationships"). As an example, here is
how we can load both tremployee andemployer objects from the previous section with

a single statement:

#pragma db view object(employee) object(employer)
struct employee_employer

{
shared_ptr<employee> ee;
shared_ptr<employer> er;

h

We use an object loading view just like any other view. In the result of a query, as we would
expect, the pointer data members point to the loaded objects. For example:

typedef odb::query<employee_employer> query;
transaction t (db.begin ());
for (const employee_employeré& r:

db.query<employee_employer> (query::employee::age < 31))

{

cout << r.ee->age () <<" " <<r.er->name () << endl;

}

t.commit ();
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As another example, consider a query that loadsrif@oyer objects using some condition
based on its employees. For instance, we want to find all the employers that employ people
over 65 years old. We can use this object loading view to implement such a query (notice the
distinct result modifier discussed later{in Section 10.5, "View Query Condifions"):

#pragma db view object(employer) object(employee) query(distinct)
struct employer_view

{
shared_ptr<employer> er;

h
And this is how we can use this view to find all the employers that employ seniors:
typedef odb::query<employee_employer> query;

db.query<employer_view> (query::employee::age > 65)

We can even use object loading views to load completely unrelated (from the ODB object
relationships point of view) objects. For example, the following view will load all the employ-
ers that are named the same as a country (noticeri&e join type):

#pragma db view object(employer) \
object(country inner: employer::name == country::name)
struct employer_named_country

{
shared_ptr<employer> e;
shared_ptr<country> c;

%

An object loading view can contain ordinary data members in addition to object pointers. For
example, if we are only interested in the country code in the above view, then we can reimple-
ment it like this:

#pragma db view object(employer) \
object(country inner: employer::name == country::name)
struct employer_named_country

{
shared_ptr<employer> e;
std::string code;

%

Object loading views also have a few rules and restrictions. Firstly, the pointed-to object in
the data member must be associated with the view. Furthermore, if the associated object has
an alias, then the data member name must be the same as the alias (more precisely, the public
name derived from the data member must match the alias; which means we can use normal
data member decorations such as trailing underscores, etc., see the previous section for more
information on public names). The following view illustrates the use of aliases as data
member names:
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#pragma db view object(employee) \
object(country = res: employee::residence_) \
object(country = nat: employee::nationality )

struct employee_country

{

shared_ptr<country> res;
shared_ptr<country> nat_;

%

Finally, the object pointers must be direct data members of the view. Using, for example, a
composite value that contains pointers as a view data member is not supported. Note also that
depending on the join type you are using, some of the resulting pointers miglit he

Up until now we have consistently usgthred_ptr  as an object pointer in our views. Can

we use other pointers, such @sique_ptr  or raw pointers? To answer this question we

first need to discuss what happens with object pointers that may be inside objects that a view
loads. As a concrete example, let us revisitetmployee_employer  view from the begin-

ning of this section:

#pragma db view object(employee) object(employer)
struct employee_employer

{
shared_ptr<employee> ee;
shared_ptr<employer> er;

%

This view loads two object&mployee andemployer . Theemployee object, however,

also contains a pointer employer (see theemployed_by  data member). In fact, this is

the same object that the view loads sieogployer is associated with the view using this
same relationship (ODB automatically uses it since it is the only one). The correct result of
loading such a view is then clear: bath ander->employed_by ~ must point to (or
share) the same instance.

Just like object loading via theatabase class functions, views achieve this correct behav-

ior of only loading a single instance of the same object with the help of session’s object cache
(Chapter 11, "Sessign"). In fact, object loading views enforce this by throwing the
session_required exception if there is no current session and the view loads an object
that is also indirectly loaded by one of the other objects. The ODB compiler will also issue
diagnostics if such an object has session support disabled (Section 14dssmi’ ).

With this understanding we can now provide the correct implementation of our transaction
that uses themployee_employer  view:

typedef odb::query<employee_employer> query;

transaction t (db.begin ());
odb::session s;

for (const employee_employer& r:

db.query<employee_employer> (query::employee::age < 31))

{
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assert (r.ee->employed_by_==r.er);

cout << r.ee->age () << " " <<r.er->name () << endl;
}
t.commit ();

It might seem logical, then, to always load all the objects from all the eager relationships with
the view. After all, this will lead to them all being loaded with a single statement. While this

is theoretically true, the reality is slightly more nuanced. If there is a high probability of the
object already have been loaded and sitting in the cache, then not loading the object as part of
the view (and therefore not fetching all its data from the database) might result in better
performance.

Now we can also answer the question about which pointers we can use in object loading
views. From the above discussion it should be clear that if an object that we are loading is also
part of a relationship inside another object that we are loading, then we should use some form
of a shared ownership pointer. If, however, there are no relationships involved, as is the case,
for example, in ouremployer_named_country and employee_country views

above, then we can use a unique ownership pointer suchcage_ptr

Note also that your choice of a pointer type can be limited by the "official" object pointer type
assigned to the objegt (Section 3.3, "Object and View Pointers"). For example, if the object
pointer type isshared_ptr , you will not be able to usenique_ptr  to load such an
object into a view since initializingnique_ptr  fromshared_ptr ~ would be a mistake.

Unless you want to perform your own object cleanup, raw object pointers in views are not
particularly useful. They do have one special semantics, however: If a raw pointer is used as a
view member, then, before creating a new instance, the implementation will check if the
member iNULL If it is not, then it is assumed to point to an existing instance and the imple-
mentation will load the data into it instead of creating a new one. The primary use of this
special functionality is to implement by-value loading with the ability to déteil values.

To illustrate this functionality, consider the following view that load the employee’s residence
country by value:

#pragma db view object(employee) \
object(country = res: employee::residence_) transient
struct employee_res_country

{

typedef country* country_ptr;

#pragma db member(res_) virtual(country ptr) get(&this.res) \
set(this.res_null = ((?) == nullptr))

country res;
bool res_null;

g
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Here we are using a virtual data memlbper (Section 14.4virgydl ") to add an object
pointer member to the view. Its accessor expression returns the pointerds theember so

that the implementation can load the data into it. The modifier expression checks the passed
pointer to initialize theNULL value indicator. Here, the two possible values that can be passed
to the modifier expression are the address ofrélse member that we returned earlier from

the accessor andULL (strictly speaking, there is a third possibility: the address of an object
that was found in the session cache).

If we are not interested in tiMULL indicator, then the above view can simplified to this:

#pragma db view object(employee) \
object(country = res: employee::residence_) transient
struct employee_res_country

{

typedef country* country_ptr;
#pragma db member(res_) virtual(country ptr) get(&this.res) set()

country res;

b
That is, we specify an empty modifier expression which leads to the value being ignored.

As another example of by-value loading, consider a view that allows us to load objects into
existing instances that have been allocated outside the view:

#pragma db view object(employee) \
object(country = res: employee::residence ) \
object(country = nat: employee::nationality )

struct employee_country

{

employee_country (country& r, country& n): res (&r), nat (&n) {}

country* res;
country* nat;

h
And here is how we can use this view:
typedef odb::result<employee_country> result;
transaction t (db.begin ());

result r (db.query<employee_country> (...);

for (result::iterator i (r.begin ()); i = r.end (); ++i)

{

country res, nat;
employee_country v (res, nat);
i.load (v);

if (v.res != nullptr)
... [l Resultis in res.
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if (v.nat != nullptr)
... Il Result is in nat.

}

t.commit ();

As a final example of the by-value loading, consider the following view which implements a
slightly more advanced logic: if the object is already in the session cache, then it sets the
pointer data member in the vieer(p ) to that. Otherwise, it loads the data into the by-value
instance €r ). We can also check whether the pointer data member points to the instance to
distinguish between the two outcomes. And we can check nuiiptr  to detectNULL

values.

#pragma db view object(employer)
struct employer_view
{
/I Since we may be getting the pointer as both smart and raw, we
/I need to create a bit of support code to use in the modifier
/I expression.
I
void set_er (employer* p) {er_p =p;} I/l &er or NULL.
void set_er (shared_ptr<employer> p) {er_p = p.get ();} // From cache.

#pragma db get(&this.er) set(set_er(?))
employer* er_p;

#pragma db transient
employer er;

/I Return-by-value support (e.g., query_value()).
1
employer_view (): er_p (0) {}
employer_view (const employer_view& X)
rer_p (x.er_p == &x.er ? &er : x.er_p), er (x.er) {}

k

We can use object loading views with polymorphic objects (Section 8.2, "Polymorphism
[Inheritancel’). Note, however, that when loading a derived object via the base pointer in a
view, a separate statement will be executed to load the dynamic part of the object. There is no
support for by-value loading for polymorphic objects.

We can also use object loading views with objects withouf id (Section 14nb.6id"").

Note, however, that for such objediJLL values are not automatically detected (since there
is no primary key, which is otherwise guaranteed to b&liil, there might not be a column

on which to base this detection). The workaround for this limitation is to load an otherwise
not NULL column next to the object which will serve as an indicator. For example:

#pragma db object no_id
class object

{
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int n; // NOT NULL
std::string s;

}1
#include <odb/nullable.hxx>

#pragma db view object(object)
struct view

{

odb::nullable<int> n; // If 'n” is NULL, then, logically, so is '0’.
unique_ptr<object> o;

%

10.3 Table Views

A table view is similar to an object view except that it is based on one or more database tables
instead of persistent objects. Table views are primarily useful when dealing with ad-hoc tables
that are not mapped to persistent classes.

To associate one or more tables with a view we usdhihiable  pragma|(Section 14.2.p,
['table ). To associate the second and subsequent tables we repdhttdtde  pragma

for each additional table. For example, the following view is based on the
employee _extra legacy table we have defined at the beginning of the chapter.

#pragma db view table("employee_extra")
struct employee_vacation

{
#pragma db column("employee_id") type("INTEGER")
unsigned long employee id;

#pragma db column("vacation_days") type("INTEGER")
unsigned short vacation_days;

h

Besides the table name in ttk table  pragma we also have to specify the column name

for each view data member. Note that unlike for object views, the ODB compiler does not try
to automatically come up with column names for table views. Furthermore, we cannot use
references to object members either, since there are no associated objects in table views.
Instead, the actual column name or column expression must be specified as a string literal.
The column name can also be qualified with a table name either ftabite.column”

form or, if either a table or a column name contains a period, iftabk"."column"
form. The following example illustrates the use of a column expression:

#pragma db view table("employee_extra")
struct employee_max_vacation

{
#pragma db column("max(vacation_days)") type("INTEGER")

unsigned short max_vacation_days;

h
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Both the asociated table names and the column names can be qualified with a database
schema, for example:

#pragma db view table("hr.employee_extra")
struct employee_max_vacation

{
#pragma db column("hr.employee_extra.vacation_days") type("INTEGER")
unsigned short vacation_days;

%

For more information on database schemas and the format of the qualified names, refer to
[Section 14.1.8,schema"|

Note also that in the above examples we specified the SQL type for each of the columns to
make sure that the ODB compiler has knowledge of the actual types as specified in the
database schema. This is required to obtain correct and optimal generated code.

The complete syntax of tiab table  pragma is similar to thdb object  pragma and is
shown below:

table(" nanme" [ = "alias"][ join-type][ : join-condition])

The name part is a database table name. The optiahat part gives this table an alias. If
provided, the alias must be used instead of the table whenever a reference to a table is used.
Contexts where such a reference may be needed include the join condition (discussed below),
column names, and query expressions. The optjoiratype part specifies the way this table

is associated. It can Heft , right , full , inner , andcross with left being the

default. Finally, the optiongbin-condition part provides the criteria which should be used to
associate this table with any of the previously associated tables or, as we will see i} Section
[10.4, "Mixed Views|', objects. Note that while the first associated table can have an alias, it
cannot have a join type or condition.

Similar to object views, for each subsequent associated table the ODB compiler needs a join
condition. However, unlike for object views, for table views the ODB compiler does not try to
come up with one automatically. Furthermore, we cannot use references to object members
corresponding to object relationships either, since there are no associated objects in table
views. Instead, for each subsequent associated table, a join condition must be specified as a
custom query expression. While the syntax of the query expression is the same as in the query
facility used to query the database for objects (Chapter 4, "Querying the Ddtabase"), a join
condition for a table is normally specified as a single string literal containing a native SQL
guery expression.

As an example of a multi-table view, consider ¢éineployee_health  table that we define
in addition toemployee_extra

CREATE TABLE employee_health(

employee_id INTEGER NOT NULL,
sick_leave_days INTEGER NOT NULL)
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Given these two tables we can now define a view that returns both the vacation and sick leave
information for each employee:

#pragma db view table("employee_extra" = "extra") \
table("employee_health" = "health": \
"extra.employee_id = health.employee_id")
struct employee_leave

{
#pragma db column("extra.employee_id") type("INTEGER")

unsigned long employee _id;

#pragma db column("vacation_days") type("INTEGER")
unsigned short vacation_days;

#pragma db column("sick_leave_days") type("INTEGER")
unsigned short sick_leave_days;

5

Querying the database for a table view is the same as for an object view except that we can
only use native query expressions. For example:

typedef odb::query<employee_leave> query;
typedef odb::result<employee_leave> result;

transaction t (db.begin ());

unsigned short v_min = ...
unsigned short I_min = ...

result r (db.query<employee_leave> (
"vacation_days > " + query::_val(v_min) + "AND"
"sick_leave_days > " + query::_val(l_min)));

t.commit ();

10.4 Mixed Views

A mixed view has both associated objects and tables. As a first example of a mixed view, let
us improveemployee_vacation from the previous section to return the employee’s first

and last names instead of the employee id. To achieve this we have to associate both the
employee object and themployee extra table with the view:

#pragma db view object(employee) \

table("employee_extra" = "extra": "extra.employee_id =" + employee::id_)
struct employee_vacation
{

std::string first;

std::string last;

#pragma db column(“extra.vacation_days") type("INTEGER")
unsigned short vacation_days;

h
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When querying the database for a mixed view, we can use query members for the parts of the
guery expression that involves object members but have to fall back to using the native syntax
for the parts that involve table columns. For example:

typedef odb::query<employee_vacation> query;
typedef odb::result<employee_vacation> result;

transaction t (db.begin ());

result r (db.query<employee_vacation> (
(query::last == "Doe") + "AND extra.vacation_days <> 0"));

for (result::iterator i (r.begin ()); i I=r.end (); ++i)
cout << i->first << " " << j->last << " " << j->vacation_days << endl;

t.commit ();

As another example, consider a more advanced view that associates two objects via a legacy
table. This view allows us to find the previous employer name for each employee:

#pragma db view object(employee) \
table("employee_extra" = "extra™: "extra.employee_id =" + employee::id_) \
object(employer: "extra.previous_employer_id =" + employer::id_)
struct employee_prev_employer
{
std::string first;
std::string last;

I If previous_employer_id is NULL, then the name will be NULL as well.
/[l We use the odb::nullable wrapper to handle this.

I

#pragma db column(employer::name_)

odb::nullable<std::string> prev_employer_name;

10.5 View Query Conditions

Object, table, and mixed views can also specify an optional query condition that should be
used whenever the database is queried for this view. To specify a query condition we use the
db query pragmal(Section 14.2.3ydery ").

As an example, consider a view that returns some information about all the employees that are
over a predefined retirement age. One way to implement this would be to define a standard
object view as we have done in the previous sections and then use a query like this:

result r (db.query<employee_retirement> (query::age > 50));

The problem with the above approach is that we have to keep repeatingtiieage >
50 expression every time we execute the query, even though this expression always stays the
same. View query conditions allow us to solve this problem. For example:
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#pragma db view object(employee) query(employee::age > 50)
struct employee_retirement

{

std::string first;
std::string last;
unsigned short age;

}1
With this improvement we can rewrite our query like this:

result r (db.query<employee_retirement> (),

But what if we may also need to restrict the result set based on some varying criteria, such as
the employee’s last name? Or, in other words, we may need to combine a constant query
expression specified in thab query  pragma with the varying expression specified at the
qguery execution time. To allow this, tldd query pragma syntax supports the use of the
special(?) placeholder that indicates the position in the constant query expression where the
runtime expression should be inserted. For example:

#pragma db view object(employee) query(employee::age > 50 && (?))
struct employee_retirement

{

std::string first;
std::string last;
unsigned short name;

}1
With this change we can now use additional query criteria in our view:

result r (db.query<employee_retirement> (query::last == "Doe"));

The syntax of the expression in a query condition is the same as in the query facility used to
query the database for objedts (Chapter 4, "Querying the Datbase") except for two differ-
ences. Firstly, for query members, instead of usidb::query<object>::member

names, we refer directly to object members, using the object alias instead of the object name if
an alias was assigned. Secondly, query conditions support the $Beciplaceholder which

can be used both in the C++-integrated query expressions as was shown above and in native
SQL expressions specified as string literals. The following view is an example of the latter
case:

#pragma db view table("employee_extra™) \
query("vacation_days <> 0 AND (?)")
struct employee_vacation

{
=

Another common use case for query conditions are views witDRi2ER BYor GROUP BY
clause. Such clauses are normally present in the same form in every query involving such
views. As an example, consider an aggregate view which calculate the minimum and
maximum ages of employees for each employer:
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#pragma db view object(employee) object(employer) \
query((?) + "GROUP BY" + employer::name_)
struct employer_age

{

#pragma db column(employer::name_)
std::string employer_name;

#pragma db column("min(" + employee::age_ +")")
unsigned short min_age;

#pragma db column("max(" + employee::age_ +")")
unsigned short max_age;

k

The query condition can be optionally followed (or replaced, if no constant query expression
is needed) by one or moneesult modifiers. Currently supported result modifiers are
distinct (which is translated t&ELECT DISTINCT) and for_update  (which is
translated toFOR UPDATEor equivalent for database systems that support it). As an
example, consider a view that allows us to get some information about employers ordered by
the object id and without any duplicates:

#pragma db view object(employer) object(employee) \
query((?) + "ORDER BY" + employer::name_, distinct)
struct employer_info

{

};...

If we don’t require ordering, then this view can be re-implemented like this:
#pragma db view object(employer) object(employee) query(distinct)

struct employer_info

{
=

10.6 Native Views

The last kind of view supported by ODB is a native view. Native views are a low-level mech-
anism for capturing results of native SQL queries, stored procedure calls, etc. Native views
don’t have associated tables or objects. Instead, we uske theery pragma to specify the
native SQL query, which should normally include the select-list and, if applicable, the
from-list. For example, here is how we can re-implementthployee vacation table

view from Section 10.3 above as a native view:
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#pragma db view query("SELECT employee_id, vacation_days "\
"FROM employee_extra")
struct employee_vacation

{
#pragma db type("INTEGER")

unsigned long employee _id;

#pragma db type("INTEGER")
unsigned short vacation_days;

%

In native views the columns in the query select-list are associated with the view data members
in the order specified. That is, the first column is stored in the first member, the second

column — in the second member, and so on. The ODB compiler does not perform any error
checking in this association. As a result you must make sure that the number and order of
columns in the query select-list match the number and order of data members in the view.
This is also the reason why we are not required to provide the column name for each data
member in native views, as is the case for object and table views.

Note also that while it is always possible to implement a table view as a native view, the table
views must be preferred since they are safer. In a native view, if you add, remove, or rear-
range data members without updating the column list in the query, or vice versa, at best, this
will result in a runtime error. In contrast, in a table view such changes will result in the query
being automatically updated.

Similar to object and table views, the query specified for a native view can contain the special
(?) placeholder which is replaced with the query expression specified at the query execution
time. If the native query does not contain a placeholder, as in the example above, then any
guery expression specified at the query execution time is appended to the query text along
with the WHEREKeyword, if required. The following example shows the usage of the place-
holder:

#pragma db view query("SELECT employee_id, vacation_days "\
"FROM employee_extra "\
"WHERE vacation_days <> 0 AND (?)")

struct employee_vacation

{
=

As another example, consider a view that returns the next value of a database sequence:

#pragma db view query("SELECT nextval('my_seq’)")
struct sequence_value

{
unsigned long long value;

%

While this implementation can be acceptable in some cases, it has a number of drawbacks.
Firstly, the name of the sequence is fixed in the view, which means if we have a second
sequence, we will have to define another, almost identical view. Similarly, the operation that
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we perform on the sequence is also fixed. In some situations, instead of returning the next
value, we may need the last value.

Note that we cannot use the placeholder mechanism to resolve these problems since place-
holders can only be used in tWHEREGROUP BY and similar clauses. In other words, the
following won't work:

#pragma db view query("SELECT nextval(’'(?)")")
struct sequence_value

{
unsigned long long value;

%

result r (db.query<sequence_value> ("my_seq"));

To support these kinds of use cases, ODB allows us to specify the complete query for a native
view at runtime rather than at the view definition. To indicate that a native view has a runtime
query, we can either specify the emgtyquery pragma or omit the pragma altogether. For
example:

#pragma db view
struct sequence_value

{
unsigned long long value;

}1
Given this view, we can perform the following queries:

typedef odb::query<sequence_value> query;
typedef odb::result<sequence_value> result;

string seq_name = ...

result | (db.query<sequence_value> (
"SELECT lastval(™ + seq_name + ")"));

result n (db.query<sequence_value> (
"SELECT nextval(™ + seq_name +")"));

Native views can also be used to call and handle results of stored procedures. The semantics
and limitations of stored procedures vary greatly between database systems while some do not
support this functionality at all. As a result, support for calling stored procedures using native
views is described for each database system in Part I, "Database Systems".

10.7 Other View Features and Limitations

Views cannot be derived from other views. However, you can derive a view from a transient
C++ class. View data members cannot be object pointers. If you need to access data from a
pointed-to object, then you will need to associate such an object with the view. Similarly,
view data members cannot be containers. These two limitations also apply to composite value
types that contain object pointers or containers. Such composite values cannot be used as view
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data members.

On the other hand, composite values that do not contain object pointers or containers can be
used in views. As an example, consider a modified version @ftipboyee persistent class
that stores a person’s name as a composite value:

#pragma db value
class person_name

{
std::string first_;
std::string last_;

%

#pragma db object
class employee

{

person_name name_;

3
Given this change, we can re-implementéhgloyee _name view like this:

#pragma db view object(employee)
struct employee_name

person_name name;

%

It is also possible to extract some or all of the nested members of a composite value into indi-
vidual view data members. Here is how we could have defineghtpéoyee name view if
we wanted to keep its original structure:

#pragma db view object(employee)
struct employee_name

{

#pragma db column(employee::name.first_)
std::string first;

#pragma db column(employee::name.last_)

std::string last;

%
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A session is an application’s unit of work that may encompass several database transactions.
In this version of ODB a session is just an object cache. In future versions it may provide
additional functionality, such as delayed database operations and automatic object state
change tracking. As discussed latef in Section 11.2, "Custom Selsions", it is also possible to
provide a custom session implementation that provides these or other features.

Session support is optional and can be enabled or disabled on the per object basis using the
db session  pragma, for example:

#pragma db object session
class person

{
3
We can also enable or disable session support for a group of objects at the namespace level:

#pragma db namespace session
namespace accounting

{

#pragma db object /I Session support is enabled.
class employee

{
=

#pragma db object session(false) // Session support is disabled.
class employer

{

=
}

Finally, we can pass thegenerate-session ODB compiler option to enable session
support by default. With this option session support will be enabled for all the persistent
classes except those for which it was explicitly disabled usindltlsession . An alterna-

tive to this method with the same effect is to enable session support for the global namespace:

#pragma db namespace() session

Each thread of execution in an application can have only one active session at a time. A
session is started by creating an instance obtte:session class and is automatically
terminated when this instance is destroyed. You will need to include the
<odb/session.hxx> header file to make this class available in your application. For
example:
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#include <odb/database.hxx>
#include <odb/session.hxx>
#include <odb/transaction.hxx>

using namespace odb::core;

{

session s;

/I First transaction.
1

{
transaction t (db.begin ());

t.commit ();

}

/I Second transaction.
1

{
transaction t (db.begin ());

t.commit ();

}

/I Session 's’ is terminated here.

}
Thesession class has the following interface:

namespace odb

{

class session

public:
session (bool make_current = true);
~session ();

/I Copying or assignment of sessions is not supported.
1l
private:
session (const session&);
session& operator= (const session&);

/I Current session interface.
I
public:
static session&
current ();

static bool
has_current ();

static void
current (session&);
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static void
reset_current ();

static session*
current_pointer ();

static void
current_pointer (session*);

/I Object cache interface.
1

public:
template <typename T>
struct cache_position {...};

template <typename T>

cache_position<T>

cache_insert (database&,
const object_traits<T>::id_type&,
const object_traits<T>::pointer_type&);

template <typename T>
object_traits<T>::pointer_type
cache_find (database&, const object_traits<T>::id_type&) const;

template <typename T>
void
cache_erase (const cache_position<T>&);

template <typename T>
void
cache_erase (database&, const object_traits<T>::id_type&);
2
}

The session constructor creates a new session andmba#tes current  argument igrue ,

sets it as a current session for this thread. If we try to make a session current while there is
already another session in effect for this thread, then the constructor throws the
odb::already_in_session exception. The destructor clears the current session for this
thread if this session is the current one.

The staticcurrent() accessor returns the currently active session for this thread. If there is

no active session, this function throws thab::not_in_session exception. We can
check whether there is a session in effect in this thread usingatheurrent() static
function.

The staticcurrent() modifier allows us to set the current session for this thread. The
reset_current() static function clears the current session. These two functions allow for
more advanced use cases, such as multiplexing two or more sessions on the same thread.
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The staticcurrent_pointer() overloaded functions provided the same functionality but
using pointers. Specifically, treurrent_pointer() accessor can be used to test whether
there is a current session and get a pointer to it all with a single call.

We normally don’t use the object cache interface directly. However, it could be useful in
some cases, for example, to find out whether an object has already been loaded. Note that
when calling cache_insert() , cache_find() , or the second version of
cache_erase() , you need to specify the template argument (object type) explicitly. It is
also possible to access the underlying cache data structures directly. This can be useful if, for
example, you want to iterate over the objects store in the cache. Refer to the ODB runtime
header files for more details on this direct access.

11.1 Object Cache

A session is an object cache. Every time a session-enabled object is made persistent by calling

the database::persist() function [Section 3.8, "Making Objects Persistent"), loaded
by calling the database::load() or database::find() function [Section 3.p,

['Loading Persistent Objecis"), or loaded by iterating over a query fesult (Section 4.4, |"Query
[Result}), the pointer to the persistent object, in the form of the canonical object pointer
(Section 3.3, "Object and View Pointgrs"), is stored in the session. For as long as the session
is in effect, any subsequent calls to load the same object will return the cached instance. When
an object’s state is deleted from the database withd#tabase::erase() function
(Section 3.11, "Deleting Persistent Objejcts"), the cached object pointer is removed from the
session. For example:

shared_ptr<person> p (new person ("John", "Doe"));

session s;
transaction t (db.begin ());

unsigned long id (db.persist (p)); /I pis cached in s.
shared_ptr<person> pl (db.load<person> (id)); // p1 same as p.

t.commit ();

The per-object caching policies depend on the object pointer kind (Section 6.5,| "Using
[Custom Smart Pointefs"). Objects with a unique pointer, sucktdasuto ptr or
std::unique_ptr , as an object pointer are never cached since it is not possible to have
two such pointers pointing to the same object. When an object is persisted via a pointer or
loaded as a dynamically allocated instance, objects with both raw and shared pointers as
object pointers are cached. If an object is persisted as a reference or loaded into a pre-allo-
cated instance, the object is only cached if its object pointer is a raw pointer.

Also note that when we persist an object as a constant reference or constant pointer, the
session caches such an object as unrestrictedcprst- ). This can lead to undefined behav-

ior if the object being persisted was actually createdamst and is later found in the
session cache and used as nonst . As a result, when using sessions, it is recommended
that all persistent objects be created as cwrst instances. The following code fragment
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illustrates this point:

void save (database& db, shared_ptr<const person> p)

{
transaction t (db.begin ());

db.persist (p); // Persisted as const pointer.
t.commit ();

}

session s;

shared_ptr<const person> p1 (new const person ("John", "Doe"));
unsigned long id1 (save (db, p1)); // p1 is cached in s as non-const.

{
transaction t (db.begin ());
shared_ptr<person> p (db.load<person> (id1)); // p == p1
p->age (30); // Undefined behavior since p1l was created const.
t.commit ();

}

shared_ptr<const person> p2 (new person ("Jane", "Doe"));
unsigned long id2 (save (db, p2)); // p2 is cached in s as non-const.

{
transaction t (db.begin ());
shared_ptr<person> p (db.load<person> (id2)); // p == p2
p->age (30); // Ok, since p2 was not created const.
t.commit ();

}

11.2 Custom Sessions

ODB can use a custom session implementation instead of the adeflauttession . There

could be multiple reasons for an application to provide its own session. For example, the
application may already include a notion of an object cache or registry which ODB can re-use.

A custom session can also provide additional functionality, such as automatic change track-
ing, delayed database operations, or object eviction. Finally, the session-per-thread approach
used byodb::session may not be suitable for all applications. For instance, some may
need a thread-safe session that can be shared among multiple threads. For an example of a
custom session that implements automatic change tracking by keeping original copies of the
objects, refer to theommon/session/custom test in theodb-tests  package.

To use a custom session we need to specify its type with-gbBssion-type OoDB
compiler command line option. We also need to include its definition into the generated
header file. This can be achieved with tHexx-prologue option. For example, if our
custom session is calleghp::session and is defined in thapp/session.hxx header

file, then the corresponding ODB compiler options would look like this:

174 C++ Object Persistence with ODB Revision 2.4, February 2015



odb --hxx-prologue "#include \"app/session.hxx\"" \
--session-type ::app::session ...

A custom session should provide the following interface:

class custom_session

{

public:
template <typename T>
struct cache_position

{
=

/I Cache management functions.

1

template <typename T>

static cache_position<T>

_cache_insert (odb::databaseg&,
const typename odb::object_traits<T>::id_type&,
const typename odb::object_traits<T>::pointer_type&);

template <typename T>
static typename odb::object_traits<T>::pointer_type
_cache_find (odb::databaseg&,

const typename odb::object_traits<T>::id_type&);

template <typename T>
static void
_cache_erase (const cache_position<T>&);

/I Notification functions.

1

template <typename T>

static void

_cache_persist (const cache_position<T>&);

template <typename T>
static void
_cache_load (const cache_position<T>&);

template <typename T>
static void
_cache_update (odb::database&, const T& obj);

template <typename T>
static void
_cache_erase (odb::database&,
const typename odb::object_traits<T>:id_type&);

5

The cache_position class template represents a position in the cache of the inserted
object. It should be default and copy-constructible as well as copy-assignable. The default
constructor shall create a special emgtyi L position. A call of any of the cache manage-

11.2 Custom Sessions

ment or notification functions with such an empiMLL position shall be ignored.
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The _cache_insert() function shall add the object into the object cache and return its
position. The _cache_find() function looks an object up in the object cache given its id.

It returns aNULL pointer if the object is not found. Theache_erase() cache manage-

ment function shall remove the object from the cache. It is called if the database operation that
caused the object to be inserted (for example, load) failed. Note also that after insertion the
object state is undefined. You can only access the object state (for example, make a copy or
clear a flag) from one of the notification functions discussed below.

The notification functions are called after an object has been persisted, loaded, updated, or
erased, respectively. If your session implementation does not need some of the notifications,
you still have to provide their functions, however, you can leave their implementations empty.

Notice also that all the cache management and notification functions are static. This is done in
order to allow for a custom notion of a current session. Normally, the first step a non-empty
implementation will perform is lookup the current session.
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The ODB transaction modgl (Section 3.5, "Transactjons") guarantees consistency as long as
we perform all the database operations corresponding to a specific application transaction in a
single database transaction. That is, if we load an object within a database transaction and
update it in the same transaction, then we are guaranteed that the object state that we are
updating in the database is exactly the same as the state we have loaded. In other words, it is
impossible for another process or thread to modify the object state in the database between
these load and update operations.

In this chapter we use the teapplication transaction to refer to a set of operations on persis-
tent objects that an application needs to perform in order to implement some applica-
tion-specific functionality. The terrdatabase transaction refers to the set of database opera-
tions performed between the OORgin() andcommit() calls. Up until now we have
treated application transactions and database transactions as essentially the same thing.

While this model is easy to understand and straightforward to use, it may not be suitable for
applications that have long application transactions. The canonical example of such a situation
is an application transaction that requires user input between loading an object and updating
it. Such an operation may take an arbitrary long time to complete and performing it within a
single database transaction will consume database resources as well as prevent other
processes/threads from updating the object for too long.

The solution to this problem is to break up the long-lived application transaction into several
short-lived database transactions. In our example that would mean loading the object in one
database transaction, waiting for user input, and then updating the object in another database
transaction. For example:

unsigned long id = ...;
person p;

{
transaction t (db.begin ());

db.load (id, p);
t.commit ();

}

cerr << "enter age for " << p.first () << " " << p.last () << end];
unsigned short age;

cin >> age;

p.age (age);

{
transaction t (db.begin ());

db.update (p);
t.commit ();

}
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This approach works well if we only have one process/thread that can ever update the object.
However, if we have multiple processes/threads modifying the same object, then this
approach does not guarantee consistency anymore. Consider what happens in the above
example if another process updates the person’s last name while we are waiting for the user
input. Since we loaded the object before this change occured, our version of the person’s data
will still have the old name. Once we receive the input from the user, we go ahead and update
the object, overwriting both the old age with the new one (correct) and the new name with the
old one (incorrect).

While there is no way to restore the consistency guarantee in an application transaction that
consists of multiple database transactions, ODB provides a mechanism, called optimistic
concurrency, that allows applications to detect and potentially recover from such inconsisten-
cies.

In essence, the optimistic concurrency model detects mismatches between the current object
state in the database and the state when it was loaded into the application memory. Such a
mismatch would mean that the object was changed by another process or thread. There are
several ways to implement such state mismatch detection. Currently, ODB uses object
versioning while other methods, such as timestamps, may be supported in the future.

To declare a persistent class with the optimistic concurrency model we wg#ithistic

pragma [(Section 14.1.50ptimistic ). We also use theversion  pragma [(Sectign
[14.4.16, Version ") to specify which data member will store the object version. For
example:

#pragma db object optimistic
class person

{

#pragma db version
unsigned long version_;

%

The version data member is managed by ODB. It is initializeddwden the object is made
persistent and incremented bywith each update. Th@ version value is not used by ODB

and the application can use it as a special value, for example, to indicate that the object is tran-
sient. Note that for optimistic concurrency to function properly, the application should not
modify the version member after making the object persistent or loading it from the database
and until deleting the state of this object from the database. To avoid any accidental modifica-
tions to the version member, we can declaceiist , for example:

#pragma db object optimistic
class person

{

#pragma db version
const unsigned long version_;

I
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When we call thedatabase::update() function [Section 3.10, "Updating Persistént
[Objects]) and pass an object that has an outdated statediti@bject _changed

exception is thrown. At this point the application has two recovery options: it can abort and
potentially restart the application transaction or it can reload the new object state from the
database, re-apply or merge the changes, andipddite() again. Note that aborting an
application transaction that performs updates in multiple database transactions may require
reverting changes that have already been committed to the database. As a result, this strategy
works best if all the updates are performed in the last database transaction of the application
transaction. This way the changes can be reverted by simply rolling back this last database
transaction.

The following example shows how we can reimplement the above transaction using the
second recovery option:

unsigned long id = ...;
person p;

{
transaction t (db.begin ());

db.load (id, p);
t.commit ();

}

cerr << "enter age for " << p.first () << " " << p.last () << end];
unsigned short age;

cin >> age;

p.age (age);

{
transaction t (db.begin ());

try

db.update (p);
}

catch (const object_changed&)

{
db.reload (p);

p.age (age);
db.update (p);

}

t.commit ();

}

An important point to note in the above code fragment is that the sepoade() call
cannot throw theobject_changed  exception because we are reloading the state of the
object and updating it within the same database transaction.

Depending on the recovery strategy employed by the application, an application transaction
with a failed update can be significantly more expensive than a successful one. As a result,
optimistic concurrency works best for situations with low to medium contention levels where
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the majority of the application transactions complete without update conflicts. This is also the
reason why this concurrency model is called optimistic.

In addition to updates, ODB also performs state mismatch detection when we are deleting an
object from the databasg (Section 3.11, "Deleting Persistent Opjects"). To understand why
this can be important, consider the following application transaction:

unsigned long id = ...;
person p;

{
transaction t (db.begin ());

db.load (id, p);
t.commit ();

}

string answer;
cerr << "ageis " << p.age () << ", delete?" << endl;
getline (cin, answer);

if (answer == "yes")

{
transaction t (db.begin ());

db.erase (p);
t.commit ();

}

Consider again what happens if another process or thread updates the object by changing the
person’s age while we are waiting for the user input. In this case, the user makes the decision
based on a certain age while we may delete (or not delete) an object that has a completely
different age. Here is how we can fix this problem using optimistic concurrency:

unsigned long id = ...;
person p;

{
transaction t (db.begin ());

db.load (id, p);
t.commit ();

}

string answer;
for (bool done (false); !done; )

{
if (answer.empty ())
cerr << "ageis " << p.age () << ", delete?" << endl;
else
cerr << "age changed to " << p.age () << ", still delete?" << endl;

getline (cin, answer);
if (answer == "yes")

{
transaction t (db.begin ());
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try

db.erase (p);
done = true;

}

catch (const object_changed&)

{
db.reload (p);

}

t.commit ();

}

else
done = true;

}

Note that state mismatch detection is performed only if we delete an object by passing the
object instance to therase() function. If we want to delete an object with the optimistic
concurrency model regardless of its state, then we need to useatief) function that
deletes an object given its id, for example:

{
transaction t (db.begin ());

db.erase (p.id ());
t.commit ();

}

Finally, note that for persistent classes with the optimistic concurrency model both the
update() function as well as therase() function that accepts an object instance as its
argument no longer throw thebject_not_persistent exception if there is no such

object in the database. Instead, this condition is treated as a change of object state and the
object_changed exception is thrown instead.

For complete sample code that shows how to use optimistic concurrency, refeopt-the
mistic example in th@db-examples package.
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When we add new persistent classes or change the existing ones, for example, by adding or
deleting data members, the database schema necessary to store the new object model changes
as well. At the same time, we may have existing databases that contain existing data. If new
versions of your application don’'t need to handle old databases, then the schema creating
functionality is all that you need. However, most applications will need to work with data
stored by older versions of the same application.

We will call database schema evolution the overall task of updating the database to match the
changes in the object model. Schema evolution usually consists of two substhsks
migration anddata migration. Schema migration modifies the database schema to correspond
to the current object model. In a relational database, this, for example, could require adding or
dropping tables and columns. The data migration task involves converting the data stored in
the existing database from the old format to the new one.

If performed manually, database schema evolution is a tedious and error-prone task. As a
result, ODB provides comprehensive support for automated or, more precisely, semi-auto-
mated schema evolution. Specifically, ODB does fully-automatic schema migration and
provides facilities to help you with data migration.

The topic of schema evolution is a complex and sensitive issue since normally there would be
valuable, production data at stake. As a result, the approach taken by ODB is to provide
simple and bullet-proof elementary building blocks (or migration steps) that we can under-
stand and trust. Using these elementary blocks we can then implement more complex migra-
tion scenarios. In particular, ODB does not try to handle data migration automatically since in
most cases this requires understanding of application-specific semantics. In other words, there
iS no magic.

There are two general approaches to working with older data: the application can either
convert it to correspond to the new format or it can be made capable of working with multiple
versions of this format. There is also a hybrid approach where the application may convert the
data to the new format gradually as part of its normal functionality. ODB is capable of
handling all these scenarios. That is, there is support for working with older models without
performing any migration (schema or data). Alternatively, we can migrate the schema after
which we have the choice of either also immediately migrating the dateediate data
migration) or doing it graduallydradual data migration).

Schema evolution is already a complex task and we should not unnecessarily use a more
complex approach where a simpler one would be sufficient. From the above, the simplest
approach is the immediate schema migration that does not require any data migration. An
example of such a change would be adding a new data member with the defadlt valug (Section
[14.3.4, tefault "). This case ODB can handle completely automatically.
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If we do require data migration, then the next simplest approach is the immediate schema and
data migration. Here we have to write custom migration code. However, it is separate from
the rest of the core application logic and is executed at a well defined point (database migra-
tion). In other words, the core application logic need not be aware of older model versions.
The potential drawback of this approach is performance. It may take a lot of resources and/or
time to convert all the data upfront.

If the immediate migration is not possible, then the next option is the immediate schema

migration followed by the gradual data migration. With this approach, both old and new data

must co-exist in the new database. We also have to change the application logic to both
account for different sources of the same data (for example, when either an old or new version
of the object is loaded) as well as migrate the data when appropriate (for example, when the
old version of the object is updated). At some point, usually when the majority of the data has
been converted, gradual migrations are terminated with an immediate migration.

The most complex approach is working with multiple versions of the database without
performing any migrations, schema or data. ODB does provide support for implementing this
approach|(Section 13.4, "Soft Object Model Changes"), however we will not cover it any
further in this chapter. Generally, this will require embedding knowledge about each version
into the core application logic which makes it hard to maintain for any non-trivial object

model.

Note also that when it comes to data migration, we can use the immediate variant for some
changes and gradual for others. We will discuss various migration scenarios in greater detail
in sectiorn) Section 13.3, "Data Migratipn".

13.1 Object Model Version and Changelog

To enable schema evolution support in ODB we need to specify the object model version, or,
more precisely, two versions. The first is the base model version. It is the lowest version from
which we will be able to migrate. The second version is the current model version. In ODB

we can migrate from multiple previous versions by successively migrating from one to the

next until we reach the current version. We usedthenodel version pragma to specify

both the base and current versions.

When we enable schema evolution for the first time, our base and current versions will be the
same, for example:

#pragma db model version(1, 1)

Once we release our application, its users may create databases with the schema correspond-
ing to this version of the object model. This means that if we make any modifications to our
object model that also change the schema, then we will need to be able to migrate the old
databases to this new schema. As a result, before making any new changes after a release, we
increment the current version, for example:
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#pragma db model version(1, 2)

To put this another way, we can stay on the same version during development and keep
adding new changes to it. But once we release it, any new changes to the object model will
have to be done in a new version.

It is easy to forget to increment the version before making new changes to the object model.
To help solve this problem, tlid model version pragma accepts a third optional argu-
ment that specify whether the current version is open or closed for changes. For example:

#pragma db model version(1, 2, open) // Can add new changes to
Il version 2.

#pragma db model version(1, 2, closed) // Can no longer add new
/I changes to version 2.

If the current version is closed, ODB will refuse to accept any new schema changes. In this
situation you would normally increment the current version and mark it as open or you could
re-open the existing version if, for example, you need to fix something. Note, however, that
re-opening versions that have been released will most likely result in migration malfunctions.
By default the version is open.

Normally, an application will have a range of older database versions from which it is able to
migrate. When we change this range by removing support for older versions, we also need to
adjust the base model version. This will make sure that ODB does not keep unnecessary infor-
mation around.

A model version (both base and current) is a 64-bit unsigned integer
(unsigned long long ). O is reserved to signify special situations, such as the lack of
schema in the database. Other than that, we can use any values as versions as long as they are
monotonically increasing. In particular, we don’t have to start with vefsimmd can increase

the versions by any increment.

One versioning approach is to use an independent object model version by starting from
version1l and also incrementing by. The alternative is to make the model version corre-
spond to the application version. For example, if our application is using Yng version

format, then we could encode it as a hexadecimal number and use that as our model version,
for example:

#pragma db model version(0x020000, 0x020306) // 2.0.0-2.3.6

Most real-world object models will be spread over multiple header files and it will be burden-
some to repeat theh model version pragma in each of them. The recommended way to
handle this situation is to place thersion pragma into a separate header file and include it
into the object model files. If your project already has a header file that defines the application
version, then it is natural to place this pragma there. For example:
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[l version.hxx

1

/I Define the application version.
1

#define MYAPP_VERSION 0x020306 // 2.3.6

#ifdef ODB_COMPILER
#pragma db model version(1, 7)
#endif

Note that we can also use macros inwéision  pragma which allows us to specify all the
versions in a single place. For example:

#define MYAPP_VERSION  0x020306 // 2.3.6
#define MYAPP_BASE_VERSION 0x020000 // 2.0.0

#ifdef ODB_COMPILER
#pragma db model version(MYAPP_BASE_VERSION, MYAPP_VERSION)
#endif

It is also possible to have multiple object models within the same application that have differ-
ent versions. Such models must be independent, that is, no headers from one model shall
include a header from another. You will also need to assign different schema names to each
model with the-schema-name ODB compiler option.

Once we specify the object model version, the ODB compiler starts tracking database schema
changes in a changelog file. Changelog has an XML-based, line-oriented format. It uses XML
in order to provide human readability while also facilitating, if desired, processing and analy-
sis with custom tools. The line orientation makes it easy to review with toolsifike.

The changelog is maintained by the ODB compiler. Specifically, you do not need to make any
manual changes to this file. You will, however, need to keep it around from one invocation of
the ODB compiler to the next. In other words, the changelog file is both the input and the
output of the ODB compiler. This, for example, means that if your project’s source code is
stored in a version control repository, then you will most likely want to store the changelog
there as well. If you delete the changelog, then any ability to do schema migration will be lost.

The only operation that you may want to perform with the changelog is to review the database
schema changes that resulted from the C++ object model changes. For this you can use a tool
like diff  or, better yet, the change review facilities offered by your revision control system.
For this purpose the contents of a changelog will be self-explanatory.

As an example, consider the following initial object model:

Il person.hxx
I

#include <string>

#pragma db model version(1, 1)
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#pragma db object
class person

{

#pragma db id auto
unsigned long id_;

std::string first_;
std::string last_;

%

We then compile this header file with the ODB compiler (using the PostgreSQL database as
an example):

odb --database pgsql --generate-schema person.hxx

If we now look at the list of generated files, then in addition to the now familiar
person-odb.?xx andperson.sql , we will also segerson.xml — the changelog
file. Just for illustration, below are the contents of this changelog.

<changelog database="pgsql">
<model version="1">
<table name="person" kind="object">
<column name="id" type="BIGINT" null="false"/>
<column name="first" type="TEXT" null="false"/>
<column name="last" type="TEXT" null="false"/>
<primary-key auto="true">
<column name="id"/>
</primary-key>
</table>
</model>
</changelog>

Let's say we now would like to add another data member tpatson class — the middle
name. We increment the version and make the change:

#pragma db model version(1, 2)

#pragma db object
class person

{

#pragma db id auto
unsigned long id_;

std::string first_;

std::string middle_;
std::string last_;
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We use exactly the same command line to re-compile our file:

odb --database pgsql --generate-schema person.hxx

This time the ODB compiler will read the old changelog, update it, and write out the new
version. Again, for illustration only, below are the updated changelog contents:

<changelog database="pgsql">
<changeset version="2">
<alter-table name="person">
<add-column name="middle" type="TEXT" null="false"/>
</alter-table>
</changeset>

<model version="1">
<table name="person" kind="object">
<column name="id" type="BIGINT" null="false"/>
<column name="first" type="TEXT" null="false"/>
<column name="last" type="TEXT" null="false"/>
<primary-key auto="true">
<column name="id"/>
</primary-key>
</table>
</model>
</changelog>

Just to reiterate, while the changelog may look like it could be written by hand, it is main-
tained completely automatically by the ODB compiler and the only reason you may want to
look at its contents is to review the database schema changes. For example, if we compare the
above two changelogs withff , we will get the following summary of the database schema
changes:

--- person.xml.orig

+++ person.xml

@@ -14+1,10 @@
<changelog database="pgsql">
+ <changeset version="2">

+ <alter-table name="person">

+  <add-column name="middle" type="TEXT" null="false"/>
+ </alter-table>

+ </changeset>

+

<model version="1">
<table name="person" kind="object">
<column name="id" type="BIGINT" null="false"/>

The changelog is only written when we generate the database schema, thatgentite
ate-schema option is specified. Invocations of the ODB compiler that only produce the
database support code (C++) do not read or update the changelog. To put it another way, the
changelog tracks changes in the resulting database schema, not the C++ object model.
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ODB ignores column order when comparing database schemas. This means that we can
re-order data members in a class without causing any schema changes. Member renames,
however, will result in schema changes since the column name changes as well (unless we
specified the column name explicitly). From ODB’s perspective such a rename looks like the
deletion of one data member and the addition of another. If we don’t want this to be treated as
a schema change, then we will need to keep the old column name by explicitly specifying it
with the db column pragma. For example, here is how we can renantlle_ to
middle_name_ without causing any schema changes:

#pragma db model version(1, 2)

#pragma db object
class person

{

#pragma db column("middle") // Keep the original column name.
std::string middle_name_;

};...

If your object model consists of a large number of header files and you generate the database
schema for each of them individually, then a changelog will be created for each of your
header files. This may be what you want, however, the large number of changelogs can
quickly become unwieldy. In fact, if you are generating the database schema as standalone
SQL files, then you may have already experienced a similar problem caused by a large
number of.sgl files, one for each header.

The solution to both of these problems is to generate a combined database schema file and a
single changelog. For example, assume we have three header files in our object model:
person.hxx , employee.hxx , andemployer.hxx . To generate the database support
code we compile them as usual but without specifying-tlenerate-schema option. In

this case no changelog is created or updated:

odb --database pgsql person.hxx
odb --database pgsql employee.hxx
odb --database pgsql employer.hxx

To generate the database schema, we perform a separate invocation of the ODB compiler.
This time, however, we instruct it to only generate the schemgengr-
ate-schema-only ) and produce it combined-&t-once ) for all the files in our object

model:

odb --database pgsqgl --generate-schema-only --at-once \
--input-name company person.hxx employee.hxx employer.hxx

The result of the above command is a sir@mpany.sql file (the name is derived from
the --input-name value) that contains the database schema for our entire object model.
There is also a single corresponding changelog fileompany.xml
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The same can be achieved for the embedded schema by instructing the ODB compiler to
generate the database creation code into a separate C++stilee(na-format sepa-
rate ):

odb --database pgsqgl --generate-schema-only --schema-format separate \
--at-once --input-name company person.hxx employee.hxx employer.hxx

The result of this command is a singmpany-schema.cxx  file and, again,
company.xml

Note also that by default the changelog file is not placed into the directory specified with the
--output-dir option. This is due to the changelog being both an input and an output file
at the same time. As a result, by default, the ODB compiler will place it in the directory of the
input header file.

There is, however, a number of command line options (includamgngelog-dir ) that

allow us to fine-tune the name and location of the changelog file. For example, you can
instruct the ODB compiler to read the changelog from one file while writing it to another.
This, for example, can be useful if you want to review the changes before discarding the old
file. For more information on these options, refer to [the ODB Compiler Command Line
and search for "changelog".

When we were discussing version increments above, we used thedesitpment and

release. Specifically, we talked about keeping the same object model versions during develop-
ment periods and incrementing them after releases. What is a development period and a
release in this context? These definitions can vary from project to project. Generally, during a
development period we work on one or more changes to the object model that result in the
changes to the database schema. A release is a point where we make our changes available to
someone else who may have an older database to migrate from. In the traditional sense, a
release is a point where you make a new version of your application available to its users.
However, for schema evolution purposes, a release could also mean simply making your
schema-altering changes available to other developers on your team. Let us consider two
common scenarios to illustrate how all this fits together.

One way to setup a project would be to re-use the application development period and appli-
cation release for schema evolution. That is, during a new application version development
we keep a single object model version and when we release the application, we increment the
model version. In this case it makes sense to also reuse the application version as a model
version for consistency. Here is a step-by-step guide for this setup:

During development, keep the current object model version open.

Before the release (for example, when entering a "feature freeze") close the version.
After the release, update the version and open it.

For each new feature, review the changeset at the top of the changelog, for example, with
diff  or your version control facilities. If you are using a version control, then this is
best done just before committing your changes to the repository.

NP
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An alternative way to setup schema versioning in a project would be to define the develop-
ment period as working on a single feature and the release as making this feature available to
other people (developers, testers, etc.) on your team, for example, by committing the changes
to a public version control repository. In this case, the object model version will be indepen-
dent of the application version and can simply be a sequence that startsamithis incre-
mented byl. Here is a step-by-step guide for this setup:

1. Keep the current model version closed. Once a change is made that affects the database
schema, the ODB compiler will refuse to update the changelog.

2. If the change is legitimate, open a new version, that is, increment the current version and
make it open.

3. Once the feature is implemented and tested, review the final set of database changes
(with diff  or your version control facilities), close the version, and commit the changes
to the version control repository (if using).

If you are using a version control repository that supports pre-commit checks, then you may
want to consider adding such a check to make sure the committed version is always closed.

If we are just starting schema evolution in our project, which approach should we choose?
The two approaches will work better in different situations since they have a different set of
advantages and disadvantages. The first approach, which we can call version per application
release, is best suited for simpler projects with smaller releases since otherwise a single
migration will bundle a large number of unrelated actions corresponding to different features.
This can become difficult to review and, if things go wrong, debug.

The second approach, which we can call version per feature, is much more modular and
provides a number of additional benefits. We can perform migrations for each feature as a
discreet step which makes it easier to debug. We can also place each such migration step into
a separate transaction further improving reliability. It also scales much better in larger teams
where multiple developers can work concurrently on features that affect the database schema.
For example, if you find yourself in a situation where another developer on your team used
the same version as you and managed to commit his changes before you (that is, you have a
merge conflict), then you can simply change the version to the next available one, regenerate
the changelog, and continue with your commit.

Overall, unless you have strong reasons to prefer the version per application release approach,
rather choose version per feature even though it may seem more complex at the beginning.
Also, if you do select the first approach, consider provisioning for switching to the second
method by reserving a sub-version number. For example, for an application version in the
form 2.3.4 you can make the object model version to be in the fax6203040000 |,
reserving the last two bytes for a sub-version. Later on you can use it to switch to the version
per feature approach.

190 C++ Object Persistence with ODB Revision 2.4, February 2015



13.2 Schema Migration

13.2 Schema Migration

Once we enable schema evolution by specifying the object model version, in addition to the
schema creation statements, the ODB compiler starts generating schema migration statements
for each version all the way from the base to the current. As with schema creation, schema
migration can be generated either as a set of SQL files or embedded into the generated C++
code {(-schema-format option).

For each migration step, that is from one version to the next, ODB generates two sets of state-
ments: pre-migration and post-migration. The pre-migration stateryehds” the database
schema so that both old and new data can co-exist. At this stage new columns and tables are
added while old constraints are dropped. The post-migration statétiighten” the database
schema back so that only data conforming to the new format can remain. At this stage old
columns and tables are dropped and new constraints are added. Now you can probably guess
where the data migration fits into this — between the pre and post schema migrations where
we can both access the old data and create the new one.

If the schema is being generated as standalone SQL files, then we end up with a pair of files
for each step: the pre-migration file and the post-migration file. Fquerson example we
started in the previous section we will have tiperson-002-pre.sql and
person-002-post.sql files. Here002 is the versiorto which we are migrating while

the pre and post suffixes specify the migration stage. So if we wanted to migrate a
person database from versionl to 2, then we would first execute
person-002-pre.sql , then migrate the data, if any (discussed in more detail in the next
section), and finally execufgerson-002-post.sql . If our database is several versions
behind, for example the database has verkiamile the current version B, then we simply
perform this set of steps for each version until we reach the current version.

If we look at the contents of thperson-002-pre.sql file, we will see the following (or
equivalent, depending on the database used) statement:

ALTER TABLE "person"
ADD COLUMN "middle” TEXT NULL;

As we would expect, this statement adds a new column corresponding to the new data
member. An observant reader would notice, however, that the column is addétlasven

though we never requested this semantics in our object model. Why is the column added as
NULL? If during migration th@erson table already contains rows (that is, existing objects),
then an attempt to add a nbivJLL column that doesn’t have a default value will fail. As a
result, ODB will initially add a new column that doesn’t have a default valudUdd but

then clean this up at the post-migration stage. This way your data migration code is given a
chance to assign some meaningful values for the new data member for all the existing objects.
Here are the contents of therson-002-post.sql file:

ALTER TABLE "person"
ALTER COLUMN "middle" SET NOT NULL;
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Currently ODB directly supports the following elementary database schema changes:

add table

drop table

add column

drop column

alter column, selNULL/NOT NULL
add foreign key

drop foreign key

add index

drop index

More complex changes can normally be implemented in terms of these building blocks. For
example, to change a type of a data member (which leads to a change of a column type), we
can add a new data member with the desired type (add column), migrate the data, and then
delete the old data member (drop column). ODB will issue diagnostics for cases that are
currently not supported directly. Note also that some database systems (notably SQLite) have
a number of limitations in their support for schema changes. For more information on these
database-specific limitations, refer to the "Limitations" sectiong in Part |l, "Datgdbase

How do we know what the current database version is? That is, the vieosiowhich we

need to migrate? We need to know this, for example, in order to determine the set of migra-
tions we have to perform. By default, when schema evolution is enabled, ODB maintains this
information in a special table callethema_version that has the following (or equiva-

lent, depending on the database used) definition:

CREATE TABLE "schema_version" (
"name" TEXT NOT NULL PRIMARY KEY,
"version" BIGINT NOT NULL,

"migration" BOOLEAN NOT NULL);

The name column is the schema name as specified with-dEhema-name option. It is
empty for the default schema. Thersion column contains the current database version.
And, finally, themigration  flag indicates whether we are in the process of migrating the
database, that is, between the pre and post-migration stages.

The schema creation statemermsréon.sql  in our case) create this table and populate it
with the initial model version. For example, if we execytedson.sql  corresponding to
versionl of our object model, themame would have been empty (which signifies the default
schema since we didn’t speci#fyschema-name ), version  will be 1 andmigration

will be FALSE

The pre-migration statements update the version and set the migrationTRYEoContinu-

ing with our example, after executimgrson-002-pre.sql , version  will become?2
andmigration  will be set toTRUE The post-migration statements simply clear the migra-
tion flag. In our case, after runnin@erson-002-post.sql , version  will remain 2
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while migration  will be reset t&FALSE

Note also that above we mentioned that the schema creation statepegats.6ql )

create theschema_version table. This means that if we enable schema evolution support

in the middle of a project, then we could already have existing databases that don't include
this table. As a result, ODB will not be able to handle migrations for such databases unless we
manually add thechema_version table and populate it with the correct version informa-
tion. For this reason, it is highly recommended that you consider whether to use schema
evolution and, if so, enable it from the beginning of your project.

The odb::database class provides an API for accessing and modifying the current
database version:

namespace odb

{

typedef unsigned long long schema_version;

struct LIBODB_EXPORT schema_version_migration
{

schema_version_migration (schema_version = 0,
bool migration = false);

schema_version version;
bool migration;

/I This class also provides the ==, I=, <, >, <=, and >= operators.
/I Version ordering is as follows: {1,f} < {2,t} < {2,f} < {3,t}.

b

class database

{

public:

schema_version
schema_version (const std::string& name ="") const;

bool
schema_migration (const std::string& name ="") const;

const schema_version_migration&
schema_version_migration (const std::string& name ="") const;

/I Set schema version and migration state manually.
1
void
schema_version_migration (schema_version,
bool migration,
const std::string& name = "");

void

schema_version_migration (const schema_version_migration&,
const std::string& name ="");
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/I Set default schema version table for all schemas.

1

void

schema_version_table (const std::string& table_name);

/I Set schema version table for a specific schema.

i

void

schema_version_table (const std::string& table_name,
const std::string& name);

3
}

The schema_version() and schema_migration() accessors return the current
database version and migration flag, respectively. The optiamaé argument is the schema

name. If the database schema hasn’t been created (that is, there is no corresponding entry in
the schema_version  table or this table does not exist), thechema_version()

returns 0. The schema_version_migration() accessor returns both version and
migration flag together in thechema_version_migration struct

You may already have a version table in your database or you (or your database administra-
tor) may prefer to keep track of versions your own way. You can instruct ODB not to create
the schema_version table with the --suppress-schema-version option.
However, ODB still needs to know the current database version in order for certain schema
evolution mechanisms to function properly. As a result, in this case, you will need to set the
schema version on the database instance manually using the schema_version_migration()
modifier. Note that the modifier API is not thread-safe. That is, you should not modify the
schema version while other threads may be accessing or modifying the same information.

Note also that the accessors we discussed above will only quesghibma_version

table once and, if the version could be determined, cache the result. If, however, the version
could not be determined (that sshema_version() returned 0), then a subsequent call

will re-query the table. While it is probably a bad idea to modify the database schema while
the application is running (other than via Hehema_catalog API, as discussed below), if

for some reason you need ODB to re-query the version, then you can manually set it to O
using theschema_version_migration() modifier.

It is also possible to change the name of the table that stores the schema version using the
--schema-version-table option. You will also need to specify this alternative name

on thedatabase instance using thechema_version_table() modifier. The first

version specifies the default table that is used for all the schema names. The second version
specifies the table for a specific schema. The table name should be database-quoted, if neces-
sary.

If we are generating our schema migrations as standalone SQL files, then the migration work-
flow could look like this:
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1. The database administrator determines the current database version. If migration is
required, then for each migration step (that is, from one version to the next), he performs
the following:

2. Execute the pre-migration file.

3. Execute our application (or a separate migration program) to perform data migration
(discussed later). Our application can determine that is is being executed in the "migra-
tion mode" by callingschema_migration() and then which migration code to run
by callingschema_version()

4. Execute the post-migration file.

These steps become more integrated and automatic if we embed the schema creation and
migration code into the generated C++ code. Now we can perform schema creation, schema
migration, and data migration as well as determine when each step is necessary programmati-
cally from within the application.

Schema evolution support adds the following extra functions to the
odb::schema_catalog class, which we first discussed in Section 3.4, "Datapase".

namespace odb
class schema_catalog

{
public:

/I Schema migration.

I

static void

migrate_schema_pre (databaseg&,
schema_version,
const std::string& name =");

static void

migrate_schema_post (database&,
schema_version,
const std::string& name ="");

static void

migrate_schema (database&,
schema_version,
const std::string& name ="");

/I Data migration.
Il
/I Discussed in the next section.

/I Combined schema and data migration.
I

static void

migrate (database&,
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schema_version = 0,
const std::string& name = "");

/I Schema version information.

i

static schema_version

base_version (const database&,
const std::string& name = "");

static schema_version
base_version (database_id,
const std::string& name = "");

static schema_version
current_version (const database&,
const std::string& name ="");

static schema_version
current_version (database_id,
const std::string& name = "");

static schema_version

next_version (const database&,
schema_version = 0,
const std::string& name = "");

static schema_version
next_version (database_id,
schema_version,
const std::string& name = "");
2
}

The migrate_schema_pre() and migrate_schema_post() static functions
perform a single stage (that is, pre or post) of a single migration step (that is, from one version
to the next). Therersion argument specifies the version we are migrating to. For instance,
in our person example, if we know that the database versidhasd the next version B3,

then we can execute code like this:

transaction t (db.begin ());
schema_catalog::migrate_schema_pre (db, 2);
/I Data migration goes here.
schema_catalog::migrate_schema_post (db, 2);

t.commit ();

If you don’t have any data migration code to run, then you can perform both stages with a
single call using thenigrate_schemay() static function.
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The migrate()  static function perform both schema and data migration (we discuss data
migration in the next section). It can also perform several migration steps at once. If we don’t
specify its target version, then it will migrate (if necessary) all the way to the current model
version. As an extra convenieneeigrate()  will also create the database schema if none
exists. As a result, if we don’t have any data migration code or we have registered it with
schema_catalog (as discussed later), then the database schema creation and migration,
whichever is necessary, if at all, can be performed with a single function call:

transaction t (db.begin ());
schema_catalog::migrate (db);
t.commit ();

Note also thaschema_catalog is integrated with thedb::database = schema version
API. In particular,schema_catalog functions will query and synchronize the schema
version on thelatabase instance if and when required.

The schema_catalog class also allows you to iterate over known versions (remember,
there could be "gaps" in version numbers) with tHease version() :
current_version() andnext_version() static functions. Thease_version()

and current_version() functions return the base and current object model versions,
respectively. That is, the lowest version from which we can migrate and the version that we
ultimately want to migrate to. Theext_version() function returns the next known
version. If the passed version is greater or equal to the current version, then this function will
return the current version plus one (that is, one past current). If we don’t specify the version,
thennext_version() will use the current database version as the starting point. Note also
that the schema version information provided by these functions is only available if we embed
the schema migration code into the generated C++ code. For standalone SQL file migrations
this information is normally not needed since the migration process is directed by an external
entity, such as a database administrator or a script.

Most schema_catalog functions presented above also accept the optional schema name
argument. If the passed schema name is not found, theadthainknown_schema
exception is thrown. Similarly, functions that accept the schema version argument will throw
the odb::unknown_schema_version exception if the passed version is invalid. Refer
to|Section 3.14, "ODB Exceptions" for more information on these exceptions.

To illustrate how all these parts fit together, consider the following more realistic database
schema management example. Here we want to handle the schema creation in a special way
and perform each migration step in its own transaction.

schema_version v (db.schema_version ());
schema_version bv (schema_catalog::base_version (db));
schema_version cv (schema_catalog::current_version (db));
if (v==0)

/I No schema in the database. Create the schema and

/l'initialize the database.
1
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transaction t (db.begin ());
schema_catalog::create_schema (db);

/I Populate the database with initial data, if any.

t.commit ();

}

else if (v < cv)

/I Old schema (and data) in the database, migrate them.
1

if (v <bv)
{

/I Error: migration from this version is no longer supported.

}

for (v = schema_catalog::next_version (db, v);
vV <=V,
v = schema_catalog::next_version (db, v))

{
transaction t (db.begin ());
schema_catalog::migrate_schema_pre (db, v);

/I Data migration goes here.

schema_catalog::migrate_schema_post (db, v);
t.commit ();

}

else if (v > cv)

{

/I Error: old application trying to access new database.

}

13.3 Data Migration

In quite a few cases specifying the default value for new data members will be all that's
required to handle the existing objects. For example, the natural default value for the new
middle name that we have added is an empty string. And we can handle this case with the
db default pragma and without any extra C++ code:

#pragma db model version(1, 2)

#pragma db object
class person

{

#pragma db default(")
std::string middle_;
k
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However, there will be situations where we would need to perform more elaborate data migra-
tions, that is, convert old data to the new format. As an example, suppose we want to add
gender to ouperson class. And, instead of leaving it unassigned for all the existing objects,
we will try to guess it from the first name. This is not particularly accurate but it could be
sufficient for our hypothetical application:

#pragma db model version(1, 3)
enum gender {male, female};

#pragma db object
class person

{

gender gender_;

%

As we have discussed earlier, there are two ways to perform data migration: immediate and
gradual. To recap, with immediate migration we migrate all the existing objects at once,
normally after the schema pre-migration statements but before the post-migration statements.
With gradual migration, we make sure the new object model can accommodate both old and
new data and gradually migrate existing objects as the application runs and the opportunities
to do so arise, for example, an object is updated.

There is also another option for data migration that is not discussed further in this section.
Instead of using our C++ object model we could execute ad-hoc SQL statements that perform
the necessary conversions and migrations directly on the database server. While in certain
cases this can be a better option from the performance point of view, this approach is often
limited in terms of the migration logic that we can handle.

13.3.1 Immediate Data Migration

Let’s first see how we can implement an immediate migration for thegeemter  data
member we have added above. If we are using standalone SQL files for migration, then we
could add code along these lines somewhere eanyain() , before the main application
logic:

int

main ()

{

odb::database& db = ...

/I Migrate data if necessary.
1
if (db.schema_migration ())

{

switch (db.schema_version ())

{
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case 3:

{

/I Assign gender to all the existing objects.
/i
transaction t (db.begin ());

for (person& p: db.query<person> ())

{
p.gender (guess_gender (p.first ()));

db.update (p);
}

t.commit ();
break;

}
}
}

}...

If you have a large number of objects to migrate, it may also be a good idea, from the perfor-
mance point of view, to break one big transaction that we now have into multiple smaller
transactiond (Section 3.5, "Transactipns"). For example:

case 3:

{
transaction t (db.begin ());

size_tn (0);
for (person& p: db.query<person> ())

{
p.gender (guess_gender (p.first ()));

db.update (p);

/I Commit the current transaction and start a new one after
/I every 100 updates.

I

if (n++ % 100 == 0)

{

t.commit ();
t.reset (db.begin ());

}
}

t.commit ();
break;

}

While it looks straightforward enough, as we add more migration snippets, this approach can
quickly become unmaintainable. Instead of having all the migrations in a single function and
determining when to run each piece ourselves, we can package each migration into a separate
function, register it with thechema_catalog class, and let ODB figure out when to run

which migration functions. To support this functionalisghema_catalog  provides the
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following data migration API:

namespace odb

{

class schema_catalog

{
public:

// Data migration.

i

static std::size_t

migrate_data (databaseg&,
schema_version = 0,
const std::string& name ="");

typedef void data_migration_function_type (database&);

/I Common (for all the databases) data migration, C++98/03 version:
i
template <schema_version v, schema_version base>
static void
data_migration_function (data_migration_function_type*,
const std::string& name ="");

/I Common (for all the databases) data migration, C++11 version:

i

template <schema_version v, schema_version base>

static void

data_migration_function (std::function<data_migration_function_type>,
const std::string& name ="";

/I Database-specific data migration, C++98/03 version:
i
template <schema_version v, schema_version base>
static void
data_migration_function (database&,
data_migration_function_type*,
const std::string& name ="");

template <schema_version v, schema_version base>
static void
data_migration_function (database_id,
data_migration_function_type*,
const std::string& name ="");

/I Database-specific data migration, C++11 version:

i

template <schema_version v, schema_version base>

static void

data_migration_function (database&,
std::function<data_migration_function_type>,
const std::string& name ="");

template <schema_version v, schema_version base>
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static void

data_migration_function (database_id,
std::function<data_migration_function_type>,
const std::string& name ="");

3

/I Static data migration function registration, C++98/03 version:
1
template <schema_version v, schema_version base>
struct data_migration_entry
{
data_migration_entry (data_migration_function_type*,
const std::string& name ="";

data_migration_entry (database_id,
data_migration_function_type*,
const std::string& name ="";

3

/I Static data migration function registration, C++11 version:
1

template <schema_version v, schema_version base>
struct data_migration_entry

{
data_migration_entry (std::function<data_migration_function_type>,
const std::string& name = "),

data_migration_entry (database_id,
std::function<data_migration_function_type>,
const std::string& name ="";
2
}

The migrate_data() static function performs data migration for the specified version. If

no version is specified, then it will use the current database version and also check whether
the database is in migration, thatdstabase::schema_migration() returnstrue

As a result, all we need to do in auain() is call this function. It will check if migration is
required and if so, call all the migration functions registered for this version. For example:

int

main ()

{

database& db = ...

/I Check if we need to migrate any data and do so
/I if that's the case.

I

schema_catalog::migrate_data (db);
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The migrate_data() function returns the number of migration functions called. You can
use this value for debugging or logging.

The only other step that we need to perform is register our data migration functions with
schema_catalog . At the lower level we can call thgata_migration_function()

static function for every migration function we have, for example, at the beginning of
main() . For each version, data migration functions are called in the order of registration.

A more convenient approach, however, is to usedda migration_entry helper

class template to register the migration functions during static initialization. This way we can
keep the migration function and its registration code next to each other. Here is how we can
reimplement ougender migration code to use this mechanism:

static void
migrate_gender (odb::database& db)

{
transaction t (db.begin ());

for (person& p: db.query<person> ())

p.gender (guess_gender (p.first ()));
db.update (p);

}

t.commit ();

}

static const odb::data_migration_entry<3, MYAPP_BASE_VERSION>
migrate_gender_entry (&migrate_gender);

The first template argument to tdata_migration_entry class template is the version

we want this data migration function to be called for. The second template argument is the
base model version. This second argument is necessary to detect the situation where we no
longer need this data migration function. Remember that when we move the base model
version forward, migrations from any version below the new base are no longer possible. We,
however, may still have migration functions registered for those lower versions. Since these
functions will never be called, they are effectively dead code and it would be useful to iden-
tify and remove them. To assist with thdgta_migration_entry (and lower lever
data_migration_function() ) will check at compile time (that istatic_assert )

that the registration version is greater than the base model version.

In the above example we use Mi¥ APP_BASE_VERSIOMacro that is presumably defined

in a central place, for examphlgrsion.hxx . This is the recommended approach since we
can update the base version in a single place and have the C++ compiler automatically iden-
tify all the data migration functions that can be removed.

In C++11 we can also create a template alias so that we don’t have to repeat the base model
macro in every registration, for example:
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template <schema_version v>
using migration_entry = odb::data_migration_entry<v, MYAPP_BASE_VERSION>;

static const migration_entry<3>
migrate_gender_entry (&migrate_gender);

For cases where you need to by-pass the base version check, for example, to implement your
own registration helper, ODB also provides "unsafe" versions ofd#éta_migra-
tion_function() functions that take the version as a function argument rather than as a
template parameter.

In C++11 we can also use lambdas as migration functions, which makes the migration code
more concise:

static const migration_entry<3>
migrate_gender_entry (
[] (odb::database& db)

{
transaction t (db.begin ());

for (person& p: db.query<person> ())

p.gender (guess_gender (p.first ()));
db.update (p);
}

t.commit ();

D;

If we are using embedded schema migrations, then both schema and data migration is inte-
grated and can be performed with a single call tostiteema_catalog::migrate()
function that we discussed earlier. For example:

int
main ()

{

database& db = ...

/I Check if we need to migrate the database and do so
/I if that's the case.
I
{
transaction t (db.begin ());
schema_catalog::migrate (db);
t.commit ();

}
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Note, however, that in this case we aalgrate()  within a transaction (for the schema
migration part) which means that our migration functions will also be called within this trans-
action. As a result, we will need to adjust our migration functions not to start their own trans-
action:

static void
migrate_gender (odb::database& db)

/l Assume we are already in a transaction.
1
for (person& p: db.query<person> ())

{
p.gender (guess_gender (p.first ()));

db.update (p);

}
}

If, however, we want more granular transactions, then we can use the lower-level
schema_catalog functions to gain more control, as we have seen at the end of the previ-
ous section. Here is the relevant part of that example with an added data migration call:

/I Old schema (and data) in the database, migrate them.
1
for (v = schema_catalog::next_version (db, v);

vV <=V,

v = schema_catalog::next_version (db, v))

{
transaction t (db.begin ());
schema_catalog::migrate_schema_pre (db, v);
schema_catalog::migrate_data (db, v);
schema_catalog::migrate_schema_post (db, v);
t.commit ();

}

13.3.2 Gradual Data Migration

If the number of existing objects that require migration is large, then an all-at-once, immediate
migration, while simple, may not be practical from a performance point of view. In this case,
we can perform a gradual migration as the application does its normal functions.

With gradual migrations, the object model must be capable of representing data that conforms
to both old and new formats at the same time since, in general, the database will contain a
mixture of old and new objects. For example, in case ofender data member, we need a
special value that represents the "no gender assigned yet" case (an old object). We also need
to assign this special value to all the existing objects during the schema pre-migration stage.
One way to do this would be add a special value tagender enum and then make it the
default value with thelb default pragma. A cleaner and easier approach, however, is to
useNULL as a special value. We can add support folNteL value semantics to any exist-

ing type by wrapping it witrodb::nullable , boost::optional or similar [Sectign

[7.3, "Pointers antNULL Value Semantic§"). We also don’t need to specify the default value
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explicitly sinceNULL is used automatically. Here is how we can use this approach in our
gender example:

#include <odb/nullable.hxx>

#pragma db object
class person

{

odb::nullable<gender> gender_;

%

A variety of strategies can be employed to implement gradual migrations. For example, we
can migrate the data when the object is updated as part of the normal application logic. While
there is no migration cost associated with this approach (the object is updated anyway),
depending on how often objects are typically updated, this strategy can take a long time to
complete. An alternative strategy would be to perform an update whenever an old object is
loaded. Yet another strategy is to have a separate thread that slowly migrates all the old
objects as the application runs.

As an example, let us implement the first approach forgemder migration. While we

could have added the necessary code throughout the application, from the maintenance point
of view, it is best to try and localize the gradual migration logic to the persistent classes that it
affects. And for this database operation callbacks (Section 14chlihdck ") are a very

useful mechanism. In our case, all we have to do is handjgotiteload event where we

guess the gender if it SULL

#include <odb/core.hxx> // odb::database
#include <odb/callback.hxx> // odb::callback event
#include <odb/nullable.hxx>

#pragma db object callback(migrate)
class person

{
void
migrate (odb::callback_event e, odb::database&)
{
if (e == odb::callback_event::post_load)
{

Il Guess gender if not assigned.
I
if (gender_.null ()
gender_ = guess_gender (first );

}
}

odb::nullable<gender> gender_;

k
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In particular, we don’t have to touch any of the accessors or modifiers or the application logic
— all of them can assume that the value can nevédUWie. And when the object is next
updated, the negender value will be stored automatically.

All gradual migrations normally end up with a terminating immediate migration some number
of versions down the line, when the bulk of the objects has presumably been converted. This
way we don’t have to keep the gradual migration code around forever. Here is how we could
implement a terminating migration for our example:

Il person.hxx
I
#pragma db model version(1, 4)

#pragma db object
class person

{

gender gender_;

%

Il person.cxx

I

static void

migrate_gender (odb::database& db)

typedef odb::query<person> query;

for (person& p: db.query<person> (query::gender.is_null ()))

{
p.gender (guess_gender (p.first ()));

db.update (p);

}
}

static const odb::data_migration_entry<4, MYAPP_BASE_VERSION>
migrate_gender_entry (&migrate_gender);

A couple of points to note about this code. Firstly, we removed all the gradual migration logic
(the callback) from the class and replaced it with the immediate migration function. We also
removed theodb::nullable wrapper (and therefore disallowed tN&JLL values) since

after this migration all the objects will have been converted. Finally, in the migration function,
we only query the database for objects that need migration, that ig\bavegender.

13.4 Soft Object Model Changes

Let us consider another common kind of object model change: we delete an old member, add
a new one, and need to copy the data from the old to the new, perhaps applying some conver-
sion. For example, we may realize that in our application it is a better idea to store a person’s
name as a single string rather than split it into three fields. So what we would like to do is add
a new data member, let's callnéme_, convert all the existing split names, and then delete
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thefirst , middle_ , andlast data members.

While this sounds straightforward, there is a problem. If we delete (that is, physically remove
from the source code) the old data members, then we won’t be able to access the old data. The
data will still be available in the database between the schema pre and post-migrations, it is
just we will no longer be able to access it through our object model. And if we keep the old
data members around, then the old data will remain stored in the database even after the
schema post-migration.

There is also a more subtle problem that has to do with existing migrations for the previous
versions. Remember, in versi@ of our person example we added thgender_ data
member. We also have a data migration function which guesses the gender based on the first
name. Deleting thérst_ ~ data member from our class will obviously break this code. But
even adding the nemame_ data member will cause problems because when we try to update
the object in order to store the new gender, ODB will try to updktee_ as well. But there

is no corresponding column in the database yet. When we run this migration function, we are
still several versions away from the point wherertame column will be added.

This is a very subtle but also very important implication to understand. Unlike the main appli-
cation logic, which only needs to deal with the current model version, data migration code
works on databases that can be multiple versions behind the current version.

How can we resolve this problem? It appears what we need is the ability to add or delete data
members starting from a specific version. In ODB this mechanism is called soft member addi-
tions and deletions. A soft-added member is only treated as persistent starting from the addi-
tion version. A soft-deleted member is persistent until the deletion version (but including the
migration stage). In its essence, soft model changes allow us to maintain multiple versions of
our object model all with a single set of persistent classes. Let us now see how this functional-
ity can help implement our changes:

#pragma db model version(1, 4)

#pragma db object
class person

{

#pragma db id auto
unsigned long id_;

#pragma db deleted(4)
std::string first_;

#pragma db deleted(4)
std::string middle_;

#pragma db deleted(4)
std::string last_;

#pragma db added(4)

208 C++ Object Persistence with ODB Revision 2.4, February 2015



13.4 Soft Object Model Changes

std::string name_;

gender gender_;

h
The migration function for this change could then look like this:

static void
migrate_name (odb::database& db)

{
for (person& p: db.query<person> ())

{

p.name (p.first () +" " +
p.middle () + (p.middle ().empty () ? ™ : " ") +

p.last ());
db.update (p);

}
}

static const odb::data_migration_entry<4, MYAPP_BASE_VERSION>
migrate_name_entry (&migrate_name);

Note also that no changes are required to the gender migration function.

As you may have noticed, in the code above we assumed thpardon  class still provides

public accessors for the now deleted data members. This might not be ideal since now they
should not be used by the application logic. The only code that may still need to access them
is the migration functions. The recommended way to resolve this is to remove the acces-
sors/modifiers corresponding to the deleted data member, make migration functions static
functions of the class being migrated, and then access the deleted data members directly. For
example:

#pragma db model version(1, 4)

#pragma db object
class person

{

private:
friend class odb::access;

#pragma db id auto
unsigned long id_;

#pragma db deleted(4)
std::string first_;

#pragma db deleted(4)
std::string middle_;

#pragma db deleted(4)
std::string last_;

Revision 2.4, February 2015 C++ Object Persistence with ODB 209



13.4 Soft Object Model Changes

#pragma db added(4)
std::string name_;

gender gender_;

private:
static void
migrate_gender (odb::database&);

static void
migrate_name (odb::database&);

%

void person::
migrate_gender (odb::database& db)

for (person& p: db.query<person> ())

{
p.gender_ = guess_gender (p.first_);

db.update (p);

}
}

static const odb::data_migration_entry<3, MYAPP_BASE_VERSION>
migrate_name_entry (&migrate_gender);

void person::
migrate_name (odb::database& db)

{
for (person& p: db.query<person> ())

p.name_ = p.first_+"" +
p.middle_ + (p.middle_.empty () 2™ :"") +
p.last_;

db.update (p);

}
}

static const odb::data_migration_entry<4, MYAPP_BASE_VERSION>
migrate_name_entry (&migrate_name);

Another potential issue with the soft-deletion is the requirement to keep the delete data
members in the class. While they will not be initialized in the normal operation of the applica-
tion (that is, not a migration), this can still be a problem if we need to minimize the memory
footprint of our classes. For example, we may cache a large number of objects in memory and
having threestd::string data members can be a significant overhead.

The recommended way to resolve this issue is to place all the deleted data members into a
dynamically allocated composite value type. For example:

#pragma db model version(1, 4)

#pragma db object
class person
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#pragma db id auto
unsigned long id_;

#pragma db added(4)
std::string name_;

gender gender_;

#pragma db value
struct deleted_data

{
#pragma db deleted(4)

std::string first_;

#pragma db deleted(4)
std::string middle_;

#pragma db deleted(4)
std::string last_;

3

#pragma db column("")
std::unique_ptr<deleted_data> dd_;

};...

ODB will then automatically allocate the deleted value type if any of the deleted data
members are being loaded. During the normal operation, however, the pointer Will&tay

and therefore reduce the common case overhead to a single pointer per class. Note that we
make the composite value column prefix empty (thecolumn(™) pragma) in order to

keep the same column names for the deleted data members.

Soft-added and deleted data members can be used in objects, composite values, views, and
container value types. We can also soft-add and delete data members of simple, composite,
pointer to object, and container types. Only special data members, such as the object id and
the optimistic concurrency version, cannot be soft-added or deleted.

It is also possible to soft-delete a persistent class. We can still work with the existing objects

of such a class, however, no table is created in new databases for soft-deleted classes. To put
it another way, a soft-delete class is like an abstract class (no table) but which can still be
loaded, updated, etc. Soft-added persistent classes do not make much sense and are therefore
not supported.

As an example of a soft-deleted class, suppose we want to replgoersam class with the
newemployee object and migrate the data. Here is how we could do this:
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#pragma db model version(1, 5)

#pragma db object deleted(5)
class person

{
=

#pragma db object
class employee

{

#pragma db id auto
unsigned long id_;

std::string name_;
gender gender_;

static void
migrate_person (odb::database&);

k

void employee::
migrate_person (odb::databaseé& db)

{
for (person& p: db.query<person> ())

employee e (p.name (), p.gender ());
db.persist (e);
}
}

static const odb::data_migration_entry<5, MYAPP_BASE_VERSION>
migrate_person_entry (&migrate_person);

As we have seen above, hard member additions and deletions can (and most likely will) break

existing data migration code. Why, then, not treat all the changes, or at least additions, as

soft? ODB requires you to explicitly request this semantics because support for soft-added

and deleted data members incurs runtime overhead. And there can be plenty of cases where
there is no existing data migration and therefore hard additions and deletions are sufficient.

In some cases a hard addition or deletion will result in a compile-time error. For example, one
of the data migration functions may reference the data member we just deleted. In many
cases, however, such errors can only be detected at runtime, and, worse yet, only when the
migration function is executed. For example, we may hard-add a new data member that an
existing migration function will try to indirectly store in the database as part of an object
update. As a result, it is highly recommended that you always test your application with the
database that starts at the base version so that every data migration function is called and
therefore ensured to still work correctly.

212 C++ Object Persistence with ODB Revision 2.4, February 2015



13.4.1 Reuse Inheritance Changes

To help with this problem you can also instruct ODB to warn you about any hard additions or
deletions with the--warn-hard-add , --warn-hard-delete , and --warn-hard

command line options. ODB will only warn you about hard changes in the current version and
only for as long as it is open, which makes this mechanism fairly usable.

You may also be wondering why we have to specify the addition and deletion versions explic-
itly. It may seem like the ODB compiler should be able to figure this out automatically. While

it is theoretically possible, to achieve this, ODB would have to also maintain a separate
changelog of the C++ object model in addition to the database schema changelog it already
maintains. While being a lot more complex, such an additional changelog would also compli-
cate the workflow significantly. In this light, maintaining this change information as part of
the original source files appears to be a cleaner and simpler approach.

As we discussed before, when we move the base model version forward we essentially drop
support for migrations from versions before the new base. As a result, it is no longer neces-
sary to maintain the soft semantics of additions and deletions up to and including the new base
version. ODB will issue diagnostics for all such members and classes. For soft deletions we

can simply remove the data member or class entirely. For soft additions we only need to

remove thelb added pragma.

13.4.1 Reuse Inheritance Changes

Besides adding and deleting data members, another way to alter the object’s table is using
reuse-style inheritance. If we add a new reuse base, then, from the database schema point of
view, this is equivalent to adding all its columns to the derived object’s table. Similarly, delet-
ing reuse inheritance results in all the base’s columns being deleted from the derived’s table.

In the future ODB may provide direct support for soft addition and deletion of inheritance.
Currently, however, this semantics can be emulated with soft-added and deleted data
members. The following table describes the most common scenarios depending on where
columns are added or deleted, that is, base table, derived table, or both.
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DELETE

HARD

SOFT

In both (delete
inheritance and
base)

Delete inheritance
and base. Move
object id to derived.

Soft-delete base. Mark all data members (excep
in base as soft-deleted.

tid)

In base only
(delete base)

Option 1: mark basg
as abstract.

Option 2: move all
the base member tq
derived, delete bast

Soft-delete base.

In derived only
(delete inheri-
tance)

Option

Delete inheritance,
add object id to
derived.

inherit from it instead. Mark all the data member
(expect id) in this new base as soft-deleted. Not
we add the new base as soft-deleted to get notified
when we can remove it.

Option 2: Copy all the data members from base
derived and mark them as soft-deleted in derivefd.

1: copy base to a new soft-deleted base,

[

D

|®N

(refactor exist-
ing data to new|
base)

base. Note: in most cases t
new base will be made
abstract which make this
scenario non-schema chan

ing.

ADD HARD SOFT

In both (add Add new basg and inheri- Add new base and mark all its data
tance. Potentially move . :

new base and o members as soft-added. Add inheritancg.

: . object id member from L .

inheritance) . Move object id from derived to base.
derived to base.
Add new base and move dg
members from derived to

In base only

The same as HARD.

In derived only
(add inheri-
tance to exist-
ing base)

Add inheritance, delete
object id in derived.

Copy existing base to a new abstract ba
and inherit from it. Mark all the database
members in the new base as soft-added
(except object id). When notified by the
ODB compiler that the soft addition of th
data members is no longer necessary,

delete the copy and inherit from the origit

nal base.

U
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13.4.2 Polymorphism Inheritance Changes

Unlike reuse inheritance, adding or deleting a polymorphic base does not result in the base’s
data members being added or deleted from the derived object’s table because each class in a
polymorphic hierarchy is stored in a separate table. There are, however, other complications
due to the presence of special columns (discriminator in the root table and object id links in
derived tables) which makes altering the hierarchy structure difficult to handle automatically.
Adding or deleting (including soft-deleting) of leaf classes (or leaf sub-hierarchies) in a poly-
morphic hierarchy is fully supported. Any more complex changes, such as adding or deleting
the root or an intermediate base or getting an existing class into or out of a polymorphic hier-
archy can be handled by creating a new leaf class (or leaf sub-hierarchy), soft-deleting the old
class, and migrating the data.
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14 ODB Pragma Language

As we have already seen in previous chapters, ODB uses a pragma-based language to capture
database-specific information about C++ types. This chapter describes the ODB pragma
language in more detail. It can be read together with other chapters in the manual to get a
sense of what kind of configurations and mapping fine-tuning are possible. You can also use
this chapter as a reference at a later stage.

An ODB pragma has the following syntax:
#pragmadb qualifier [ specifier specifier ..]

Thequalifier tells the ODB compiler what kind of C++ construct this pragma describes. Valid
qualifiers areobject , view , value , member, namespace , model , index , andmap. A
pragma with theobject qualifier describes a persistent object type. It tells the ODB
compiler that the C++ class it describes is a persistent class. Similarly, pragmas with the
view qualifier describe view types, thealue qualifier describes value types and the
member qualifier is used to describe data members of persistent object, view, and value
types. Thenamespace qualifier is used to describe common properties of objects, views,
and value types that belong to a C++ namespace whilentiiel qualifier describes the
whole C++ object model. Thmdex qualifier defines a database index. And, finally, the
map qualifier describes a mapping between additional database types and types for which
ODB provides built-in support.

The specifier informs the ODB compiler about a particular database-related property of the
C++ declaration. For example, the member specifier tells the ODB compiler that this
member contains this object’s identifier. Below is the declaration opéhgon class that
shows how we can use ODB pragmas:

#pragma db object
class person

{

private:
#pragma db member id
unsigned long id_;

};...

In the above example we don't explicitly specify which C++ class or data member the pragma
belongs to. Rather, the pragma applies to a C++ declaration that immediately follows the
pragma. Such pragmas are calfgitioned pragmas. In positioned pragmas that apply to
data members, thrmember qualifier can be omitted for brevity, for example:

#pragma db id
unsigned long id_;
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Note also that if the C++ declaration immediately following a position pragma is incompatible
with the pragma qualifier, an error will be issued. For example:

#pragma db object // Error: expected class instead of data member.
unsigned long id_;

While keeping the C++ declarations and database declarations close together eases mainte-
nance and increases readability, we can also place them in different parts of the same header
file or even factor them to a separate file. To achieve this we use the so reatied

pragmas. Unlike positioned pragmas, named pragmas explicitly specify the C++ declaration

to which they apply by adding the declaration name after the pragma qualifier. For example:

class person

{

private:
unsigned long id_;

};...

#pragma db object(person)
#pragma db member(person::id_) id

Note that in the named pragmas for data membenmsi¢éneber qualifier is no longer optional.
The C++ declaration name in the named pragmas is resolved using the standard C++ name
resolution rules, for example:

namespace db

{

class person

{

private:
unsigned long id_;

.
}

namespace db

{

#pragma db object(person) // Resolves db::person.

}
#pragma db member(db::person::id_) id

As another example, the following code fragment shows how to use the named value type
pragma to map a C++ type to a native database type:
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#pragma db value(bool) type("INT")

#pragma db object
class person

{

private:
bool married_; // Mapped to INT NOT NULL database type.

};...

If we would like to factor the ODB pragmas into a separate file, we can include this file into
the original header file (the one that defines the persistent types) usitigchele direc-
tive, for example:

Il person.hxx

class person

{
Vo

#ifdef ODB_COMPILER
# include "person-pragmas.hxx"
#endif

Alternatively, instead of using thEnclude directive, we can use theodb-epilogue
option to make the pragmas known to the ODB compiler when compiling the original header
file, for example:

--odb-epilogue '#include "person-pragmas.hxx
The following sections cover the specifiers applicable to all the qualifiers mentioned above.

The C++ header file that defines our persistent classes and normally contains one or more
ODB pragmas is compiled by both the ODB compiler to generate the database support code
and the C++ compiler to build the application. Some C++ compilers issue warnings about
pragmas that they do not recognize. There are several ways to deal with this problem which
are covered at the end of this chapter in Section 14.9, "C++ Compiler Waknings".

14.1 Object Type Pragmas

A pragma with theobject qualifier declares a C++ class as a persistent object type. The
gualifier can be optionally followed, in any order, by one or more specifiers summarized in
the table below:
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Specifier Summary Section
table table name for a persistent class 14.1
pointer pointer type for a persistent class 14.1.2
abstract persistent class is abstract
readonly persistent class is read-only 14.1.4
optimistic persistent class with the optimistic concurrency model |[14.1.5
no_id persistent class has no object id 14.1.6
callback database operations callback 14.1
schema database schema for a persistent class 14.1.9
polymorphic persistent class is polymorphic 14.1.9
session enable/disable session support for a persistent class 14.1.10
definition definition location for a persistent class
transient all non-virtual data members in a persistent class are tra
sectionable support addition of new sections in derived classes 14.1.13
deleted persistent class is soft-deleted 14.1.14
bulk enable bulk operations for a persistent class 14.1.1%
14.1.1table

The table specifier specifies the table name that should be used to store objects of the
persistent class in a relational database. For example:

#pragma db object table("people™)
class person

{
=

If the table name is not specified, the class name is used as the table name. The table name
can be qualified with a database schema, for example:

#pragma db object table("census.people")
class person

{
=
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For more information on database schemas and the format of the qualified names, refer to
[Section 14.1.8,schema"|

14.1.2pointer

The pointer  specifier specifies the object pointer type for the persistent class. The object
pointer type is used to return, pass, and cache dynamically allocated instances of a persistent
class. For example:

#pragma db object pointer(std::trl::shared_ptr<person>)
class person

{
=

There are several ways to specify an object pointer witpdhrger  specifier. We can use a
complete pointer type as shown in the example above. Alternatively, we can specify only the
template name of a smart pointer in which case the ODB compiler will automatically append
the class name as a template argument. The following example is therefore equivalent to the
one above:

#pragma db object pointer(std::trl::shared_ptr)
class person

{
h
If you would like to use the raw pointer as an object pointer, you cah as@ shortcut:

#pragma db object pointer(*) // Same as pointer(person*)
class person

{
=

If a pointer type is not explicitly specified, the default pointer, specified at the namespace
level (Section 14.5.1,pbinter ") or with the --default-pointer ODB compiler

option, is used. If neither of these two mechanisms is used to specify the pointer, then the raw
pointer is used by default.

For a more detailed discussion of object pointers, refér to Section 3.3, "Object ang View

[Pointers}.
14.1.3abstract

The abstract  specifier specifies that the persistent class is abstract. An instance of an
abstract class cannot be stored in the database and is normally used as a base for other persis-
tent classes. For example:
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#pragma db object abstract
class person

{
Vo

#pragma db object
class employee: public person

{
Vo

#pragma db object
class contractor: public person

{
Vo

Persistent classes with pure virtual functions are automatically treated as abstract by the ODB
compiler. For a more detailed discussion of persistent class inheritance, fefer to Chapter 8,
"Inheritance"

14.1.4readonly

Thereadonly specifier specifies that the persistent class is read-only. The database state of
read-only objects cannot be updated. In particular, this means that you cannot call the
database::update() function [Section 3.10, "Updating Persistent Objécts") for such
objects. For example:

#pragma db object readonly
class person

{
Vo

Read-only and read-write objects can derive from each other without any restrictions. When a
read-only object derives from a read-write object, the resulting whole object is read-only,
including the part corresponding to the read-write base. On the other hand, when a read-write
object derives from a read-only object, all the data members that correspond to the read-only
base are treated as read-only while the rest is treated as read-write.

Note that it is also possible to declare individual data mempers (Section 14rédd, |
as well as composite value types (Section 14.8¢@donly ") as read-only.

14.1.50ptimistic

The optimistic specifier specifies that the persistent class has the optimistic concurrency
model. A class with the optimistic concurrency model must also specify the data member that
is used to store the object version using thersion pragma [(Section 14.4.18,
"version "). For example:
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#pragma db object optimistic
class person

{

#pragma db version
unsigned long version_;

%

If a base class has the optimistic concurrency model, then all its derived classes will automati-
cally have the optimistic concurrency model. The current implementation also requires that in
any given inheritance hierarchy the object id and the version data members reside in the same
class.

For a more detailed discussion of optimistic concurrency, refer to Chapter 12, "Optimistic

14.1.6n0 _id

Theno_id specifier specifies that the persistent class has no object id. For example:

#pragma db object no_id
class person

{
=

A persistent class without an object id has limited functionality. Such a class cannot be loaded
with the database::load() or database::find() functions |(Section 3.9, "Loading
[Persistent Objects"), updated with thatabase::update() function [Section 3.10]
['Updating Persistent Objecfs"), or deleted with thatabase::erase() function
(Section 3.11, "Deleting Persistent Objects"). To load and delete objects without ids you can
use the database::query() (Chapter 4, "Querying the Databgse") and
database:.erase_query() (Section 3.11, "Deleting Persistent Objgcts") functions,
respectively. There is no way to update such objects except by using native SQL statements
(Section 3.12, "Executing Native SQL Statemgnts").

Furthermore, persistent classes without object ids cannot have container data members nor
can they be used in object relationships. Such objects are not entered into the session object
cache|(Section 11.1, "Object Cadhe") either.

To declare a persistent class with an object id, use the data mimisgecifier [(Sectidn
14.4.1,d ).

14.1.7callback

The callback  specifier specifies the persist class member function that should be called
before and after a database operation is performed on an object of this class. For example:
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#include <odb/callback.hxx>

#pragma db object callback(init)
class person

{

void
init (odb::callback_event, odb::database&);

}1
The callback function has the following signature and can be overloaded for constant objects:

void
name (odb::callback_event, odb::database&);

void
name (odb::callback_event, odb::database&) const;

The first argument to the callback function is the event that triggered this call. The
odb::callback_event enum-like type is defined in theodb/callback.hxx>
header file and has the following interface:

namespace odb

struct callback_event

{

enum value

{ .
pre_persist,
post_persist,
pre_load,
post_load,
pre_update,
post_update,
pre_erase,
post_erase

k

callback_event (value v);
operator value () const;
2
}

The second argument to the callback function is the database on which the operation is about
to be performed or has just been performed. A callback function can be inline or virtual.

The callback function for th& persist , * update , and*_erase events is always
called on the constant object reference while for‘thead events — always on the unre-
stricted reference.
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If only the noneonst version of the callback function is provided, then only*thead

events will be delivered. If only theonst version is provided, then all the events will be
delivered to this function. Finally, if both versions are provided, then tload events will

be delivered to the notenst version while all others — to theonst version. If you need

to modify the object in one of thecdnst " events, then you can safely cast away
const -ness using theonst_cast  operator if you know that none of the objects will be
created const. Alternatively, if you cannot make this assumption, then you can declare the
data members you wish to modifyasitable .

A database operations callback can be used to implement object-specific pre and post initial-
izations, registrations, and cleanups. As an example, the following code fragment outlines an
implementation of gerson class that maintains the transiege data member in addition

to the persistent date of birth. A callback is used to calculate the value of the former from the
latter every time @erson object is loaded from the database.

#include <odb/core.hxx>
#include <odb/callback.hxx>

#pragma db object callback(init)
class person

{

private:
friend class odb::access;

date born_;

#pragma db transient
unsigned short age_;

void
init (odb::callback_event e, odb::database&)

switch (e)

{

case odb::callback_event::post_load:

{

/I Calculate age from the date of birth.

break;
}

default:
break;

}
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14.1.8schema

The schema specifier specifies a database schema that should be used for the persistent
class.

In relational databases the term schema can refer to two related but ultimately different
concepts. Normally it means a collection of tables, indexes, sequences, etc., that are created in
the database or the actual DDL statements that create these database objects. Some database
implementations support what would be more accurately caltitiabase namespace but is

also called a schema. In this sense, a schema is a separate namespace in which tables, indexes,
sequences, etc., can be created. For example, two tables that have the same name can coexist
in the same database if they belong to different schemas. In this section when we talk about a
schema, we refer to tlatabase namespace meaning of this term.

When schemas are in use, a database object name is qualified with a schema. For example:
CREATE TABLE accounting.employee (...)

SELECT ... FROM accounting.employee WHERE ...

In the above examplaccounting is the schema and tleenployee table belongs to this
schema.

Not all database implementations support schemas. Some implementation that don’t support
schemas (for example, MySQL, SQLite) allow the use of the above syntax to specify the
database name. Yet others may support several levels of qualification. For example, Microsoft
SQL Server has three levels starting with the linked database server, followed by the database,
and then followed by the schemaerverl.companyl.accounting.employee

While the actual meaning of the qualifier in a qualified name vary from one database imple-
mentation to another, here we refer to all of them collectively as a schema.

In ODB, a schema for a table of a persistent class can be specified at the class level, C++
namespace level, or the file level. To assign a schema to a specific persistent class we can use
theschema specifier, for example:

#pragma db object schema("accounting”)
class employee

{
=

If we are also assigning a table name, then we can use a shorter notation by specifying both
the schema and the table name intélde  specifier:

#pragma db object table("accounting.employee")
class employee

{
=
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If we want to assign a schema to all the persistent classes in a C++ namespace, then, instead
of specifying the schema for each class, we can specify it once at the C++ namespace level.
For example:

#pragma db namespace schema("accounting")
namespace accounting

{
#pragma db object

class employee

{
=

#pragma db object
class employer

{

=
}

If we want to assign a schema to all the persistent classes in a file, then we can use the
--schema ODB compiler option. For example:

odb ... --schema accounting ...

An alternative to this approach with the same effect is to assign a schema to the global names-
pace:

#pragma db namespace() schema("accounting”)

By default schema qualifications are accumulated starting from the persistent class, continu-
ing with the namespace hierarchy to which this class belongs, and finishing with the schema
specified with the-schema option. For example:

#pragma db namespace schema("audit_db")
namespace audit
{
#pragma db namespace schema("accounting")
namespace accounting
{
#pragma db object
class employee

}

If we compile the above code fragment with thechema serverl option, then the
employee table will have theserverl.audit_db.accounting.employee quali-
fied name.
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In some situations we may want to prevent such accumulation of the qualifications. To
accomplish this we can use the so-called fully-qualified names, which have the empty leading
name component. This is analogous to the C++ fully-qualified names iratoeunt-
ing::employee form. For example:

#pragma db namespace schema("accounting")
namespace accounting

{
#pragma db object schema(".hr")

class employee

{
=

#pragma db object
class employer

{

2

}

In the above code fragment, teenployee table will have théhr.employee  qualified
name while themployer — accounting.employer . Note also that the empty leading

name component is a special ODB syntax and is not propagated to the actual database names
(using a name likehr.employee  to refer to a table will most likely result in an error).

Auxiliary database objects for a persistent class, such as indexes, sequences, triggers, etc., are
all created in the same schema as the class table. By default, this is also true for the container
tables. However, if you need to store a container table in a different schema, then you can
provide a qualified name using tteble specifier, for example:

#pragma db object table("accounting.employee")
class employee

{

#pragma db object table("operations.projects")
std::vector<std::string> projects_;

g

The standard syntax for qualified names used isthema andtable specifiers as well as

the view column specifier |(Section 14.4.10c8lumn_ (view)") has the' name. name..."

form where, as discussed above, the leading name component can be empty to denote a fully
qualified name. This form, however, doesn’'t work if one of the name components contains
periods. To support such cases the alternative form is availabdene".” name"... For
example:

#pragma db object table("accounting_1.2"."employee")
class employee

{
Vo
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Finally, to specify an unqualified name that contains periods we can use the following special
syntax:

#pragma db object schema(."accounting_1.2") table("employee")
class employee

{
=

Table prefixes| (Section 14.5.2able ") can be used as an alternative to database schemas if
the target database system does not support schemas.

14.1.9polymorphic

The polymorphic  specifier specifies that the persistent class is polymorphic. For more
information on polymorphism support, refef to Chapter 8, "Inheritance".

14.1.10session

The session specifier specifies whether to enable session support for the persistent class.
For example:

#pragma db object session // Enable.
class person

{
=

#pragma db object session(true) // Enable.
class employee

{
=

#pragma db object session(false) // Disable.
class employer

{
=

Session support is disabled by default unless-penerate-session ODB compiler
option is specified or session support is enabled at the namespacq level (Section 14.5.4,
"session "). For more information on sessions, refdr to Chapter 11, "Session".

14.1.11definition

The definition specifier specifies an alternatifinition location for the persistent

class. By default, the ODB compiler generates the database support code for a persistent class
when we compile the header file that defines this class. However,détimition Speci-

fier is used, then the ODB compiler will instead generate the database support code when we
compile the header file containing this pragma.
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For more information on this functionality, refef to Section 14.3i&fifition "l

14.1.12transient

The transient specifier instructs the ODB compiler to treat all non-virtual data members
in the persistent class as transignt (Section 14 #ahslent  "). This specifier is primarily
useful when declaring virtual data members, as discusged in Section 14utdal " "|

14.1.13sectionable

Thesectionable specifier instructs the ODB compiler to generate support for the addition
of new object sections in derived classes in a hierarchy with the optimistic concurrency
model. For more information on this functionality, refef to Section 9.2, "Sections anfl Opti-
[mistic Concurrency".

14.1.14deleted

Thedeleted specifier marks the persistent class as soft-deleted. The single required argu-
ment to this specifier is the deletion version. For more information on this functionality, refer
to|Section 13.4, "Soft Object Model Changes".

14.1.15bulk

The bulk specifier enables bulk operation support for the persistent class. The single
required argument to this specifier is the batch size. For more information on this functional-
ity, refer tg Section 15.3, "Bulk Database Operatipns".

14.2 View Type Pragmas

A pragma with theview qualifier declares a C++ class as a view type. The qualifier can be
optionally followed, in any order, by one or more specifiers summarized in the table below:

Specifier Summary Section
object object associated with a view
table table associated with a view
query view query condition
pointer pointer type for a view
callback database operations callback 14.2 .5
definition definition location for a view 14.2.6
transient all non-virtual data members in a view are trang(14.2
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For more information on view types refeif to Chapter 10, "Vigws".

14.2.10bject

Theobject specifier specifies a persistent class that should be associated with the view. For
more information on object associations refgr to Section 10.1, "Object Yiews".

14.2.2table

Thetable specifier specifies a database table that should be associated with the view. For
more information on table associations refgr to Section 10.3, "Table Yiews".

14.2.3query

The query specifier specifies a query condition and, optionally, result modifiers for an
object or table view or a native SQL query for a native view. An eouptyy specifier indi-

cates that a native SQL query is provided at runtime. For more information on query condi-
tions refer tq Section 10.5, "View Query Conditigns"”. For more information on native SQL
queries, refer tp Section 10.6, "Native Views".

14.2.4pointer

Thepointer  specifier specifies the view pointer type for the view class. Similar to objects,
the view pointer type is used to return dynamically allocated instances of a view class. The
semantics of theointer  specifier for a view are the same as those optieter  speci-

fier for an object{(Section 14.1.Qdinter ").

14.2.5callback

The callback  specifier specifies the view class member function that should be called
before and after an instance of this view class is created as part of the query result iteration.
The semantics of theallback  specifier for a view are similar to those of talback

specifier for an objec{ (Section 14.1.¢allback ") except that the only events that can
trigger a callback call in the case of a viewpare_load andpost_load

14.2.6definition

The definition specifier specifies an alternatidefinition location for the view class. By
default, the ODB compiler generates the database support code for a view class when we
compile the header file that defines this class. However, ifdéimition specifier is

used, then the ODB compiler will instead generate the database support code when we
compile the header file containing this pragma.

For more information on this functionality, refef to Section 14.2i&fifition "l
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14.2.7transient

The transient specifier instructs the ODB compiler to treat all non-virtual data members
in the view class as transienqt (Section 14.4tdgnsient ). This specifier is primarily
useful when declaring virtual data members, as discusged in Section 14utdal " "|

14.3 Value Type Pragmas

A pragma with thevalue qualifier describes a value type. It can be optionally followed, in
any order, by one or more specifiers summarized in the table below:
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Specifier Summary Section
type database type for a value type
. database type for a value type when usec ,
'd_type an object id
null /not_null type can/cannot bFULL 14.3.3
default default value for a value type 14.3.4
options database options for a value type 14.3.5%
readonly composite value type is read-only 14.3.6
definition ?yilanltlon location for a composite value 1437
. all non-virtual data members in a compos "
transient value are transient 14.3.8
ordered container should be stored 3
unordered unordered 14.34
index_type database type for a container’s index type€|14.3.1(
key type database type for a container’s key type ||14.3.1
value_type database type for a container’s value type|14.3.12
value_null  /value_not_null container’s value can/cannot N&JLL 14.3.13
id_options database options for a container’s id colui|14.3.14
index_options database options for a container’s index 123Th
column
key_options database options for a container’s key 17316
column
value_options database options for a container’s value 1231
column
id_column column name for a container’s objectid ||14.3.18
index_column column name for a container’s index 14.3.19
key_column column name for a container’s key 14.3.20
value_column column name for a container’s value 14.3.2

Many of the value type specifiers have corresponding member type specifiers with the same
names|(Section 14.4, "Data Member Praginas"). The behavior of such specifiers for members
is similar to that for value types. The only difference is the scope. A particular value type
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specifier applies to all the members of this value type that don’'t have a pre-member version of
the specifier, while the member specifier always applies only to a single member. Also, with a
few exceptions, member specifiers take precedence over and override parameters specified
with value specifiers.

14.3.1type

Thetype specifier specifies the native database type that should be used for data members of
this type. For example:

#pragma db value(bool) type("INT")

#pragma db object
class person

{

bool married_; // Mapped to INT NOT NULL database type.
3

The ODB compiler provides the default mapping between common C++ types, sodi as

int , andstd::string and the database types for each supported database system. For
more information on the default mapping, refdr to Part I, "Database Systemsiullheand
not_null  (Section 14.3.3,dull /not null ") specifiers can be used to control thegLL
semantics of a type.

In the above example we changed the mapping fdsdbe type which is now mapped to the

INT database type. In this case, tredue pragma is all that is necessary since the ODB
compiler will be able to figure out how to store a boolean value as an integer in the database.
However, there could be situations where the ODB compiler will not know how to handle the
conversion between the C++ and database representations of a value. Consider, as an
example, a situation where the boolean value is stored in the database as a string:

#pragma db value(bool) type("VARCHAR(5)")

The possible database values for the @t value could bétrue" , or "TRUE", or

"True" . Or, maybe, all of the above could be valid. The ODB compiler has no way of
knowing how your application wants to convbdol to a string and back. To support such
custom value type mappings, ODB allows you to provide your own database conversion func-
tions by specializing thealue_traits class template. Theapping example in the
odb-examples package shows how to do this for all the supported database systems.

14.3.2id_type

The id_type  specifier specifies the native database type that should be used for data
members of this type that are designated as object identifiers (Section 1#l4\, I
combination with théype specifier |(Section 14.3.1type ") id_type allows you to map

a C++ type differently depending on whether it is used in an ordinary member or an object id.
For example:
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#pragma db value(std::string) type("TEXT") id_type("VARCHAR(128)")

#pragma db object
class person

{

#pragma db id
std::string email_; // Mapped to VARCHAR(128) NOT NULL.

std::string name_; // Mapped to TEXT NOT NULL.
3

Note that there is no corresponding member type specifiad foype since the desired
result can be achieved with just ttype specifier, for example:

#pragma db object
class person

{

#pragma db id type("VARCHAR(128)")
std::string email_;

3
14.3.3null  /not_null

Thenull andnot_null  specifiers specify that a value type or object pointer can or cannot
be NULL, respectively. By default, value types are assumed not to Bllol values while
object pointers are assumed to allBWJLL values. Data members of types that alldWLL
values are mapped in a relational database to columns that\dllbivwalues. For example:

using std::trl::shared_ptr;

typedef shared_ptr<std::string> string_ptr;
#pragma db value(string_ptr) type("TEXT") null

#pragma db object
class person

{
string_ptr name_; // Mapped to TEXT NULL.
3

typedef shared_ptr<person> person_ptr;
#pragma db value(person_ptr) not_null

The NULL semantics can also be specified on the per-member basis (Section [14.4.6,
['null_/not_null__"). If both a type and a member hawell /not_null  specifiers, then

the member specifier takes precedence. If a member specifier relax@b/ithesemantics

(that is, if a member has tmall  specifier and the type has the explioit_null  speci-

fier), then a warning is issued.
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It is also possible to override a previously specifiedl /not_null  specifier. This is
primarily useful if a third-party type, for example, one provided by a profile libfary (Part IlI,
['Profiles’), allowsNULL values but in your object model data members of this type should
never beNULL In this case you can use thet_null  specifier to disabl&ULL values for

this type for the entire translation unit. For example:

[/l By default, null_string allows NULL values.
1
#include <null-string.hxx>

/I Disable NULL values for all the null_string data members.
1
#pragma db value(null_string) not_null

For a more detailed discussion of thiELL semantics for values, refer|to Section 7.3, "Ppint-
lers andNULL Value Semantic$s". For a more detailed discussion oNtbkeL semantics for
object pointers, refer {o Chapter 6, "Relationships".

14.3.4default

The default  specifier specifies the database default value that should be used for data
members of this type. For example:

#pragma db value(std::string) default("")

#pragma db object
class person

{

std::string name_; // Mapped to TEXT NOT NULL DEFAULT ".
h

The semantics of thelefault  specifier for a value type are similar to those of the
default  specifier for a data membegr (Section 14.4defdult  ").

14.3.50ptions

Theoptions  specifier specifies additional column definition options that should be used for
data members of this type. For example:

#pragma db value(std::string) options("COLLATE binary")
#pragma db object

class person

{

std::string name_; // Mapped to TEXT NOT NULL COLLATE binary.
3

Revision 2.4, February 2015 C++ Object Persistence with ODB 235



14.3.6 readonly

The semantics of theptions  specifier for a value type are similar to those of the
options  specifier for a data membegr (Section 14.4optibns _").

14.3.6readonly

The readonly  specifier specifies that the composite value type is read-only. Changes to
data members of a read-only composite value type are ignored when updating the database
state of an object (Section 3.10, "Updating Persistent Ohjects") containing such a value type.
Note that this specifier is only valid for composite value types. For example:

#pragma db value readonly
class person_name

{
J

Read-only and read-write composite values can derive from each other without any restric-

tions. When a read-only value derives from a read-write value, the resulting whole value is

read-only, including the part corresponding to the read-write base. On the other hand, when a
read-write value derives from a read-only value, all the data members that correspond to the
read-only base are treated as read-only while the rest is treated as read-write.

Note that it is also possible to declare individual data mempers (Section 14rédd., |
as well as whole objects (Section 14.1réationly ") as read-only.

14.3.7definition

The definition specifier specifies an alternativiefinition location for the composite

value type. By default, the ODB compiler generates the database support code for a composite
value type when we compile the header file that defines this value type. However, if the
definition specifier is used, then the ODB compiler will instead generate the database
support code when we compile the header file containing this pragma.

This mechanism is primarily useful for converting third-party types to ODB composite value
types. In such cases we normally cannot modify the header files to add the necessary pragmas.
It is also often inconvenient to compile these header files with the ODB compiler. With the
definition specifier we can createvaapper header that contains the necessary pragmas

and instructs the ODB compiler to generate the database support code for a third-party type
when we compile the wrapper header. As an example, corsdrdet timeval that is

defined in the<sys/time.h> system header. This type has the following (or similar) defi-
nition:

struct timeval

{
long tv_sec;
long tv_usec;

%
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If we would like to make this type an ODB composite value type, then we can create a
wrapper header, for examglene-mapping.hxx , with the following content:

#ifndef TIME_MAPPING_HXX
#define TIME_MAPPING_HXX

#include <sys/time.h>

#pragma db value(timeval) definition
#pragma db member(timeval::tv_sec) column("sec")
#pragma db member(timeval::tv_usec) column("usec")

#endif // TIME_MAPPING_HXX

If we now compile this header with the ODB compiler, the resulting
time-mapping-odb.?xx files will contain the database support code $bruct
timeval . To use timeval in our persistent classes, we simply include the
time-mapping.hxx header:

#include <sys/time.h>
#include "time-mapping.hxx"

#pragma db object
class object

{
timeval timestamp;

h
14.3.8transient

The transient specifier instructs the ODB compiler to treat all non-virtual data members
in the composite value type as transi¢nt (Section 14.¢dnsient ). This specifier is
primarily useful when declaring virtual data members, as discussed in Section 14.4.13,

14.3.9unordered

Theunordered specifier specifies that the ordered container should be stored unordered in
the database. The database table for such a container will not contain the index column and
the order in which elements are retrieved from the database may not be the same as the order
in which they were stored. For example:

typedef std::vector<std::string> names;
#pragma db value(names) unordered

For a more detailed discussion of ordered containers and their storage in the database, refer to
[Section 5.1, "Ordered Containgdrs".
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14.3.10index_type

The index_type  specifier specifies the native database type that should be used for the
ordered container’s index column. The semantiasadéx_type are similar to those of the

type specifier |[(Section 14.3.1type "). The native database type is expected to be an
integer type. For example:

typedef std::vector<std::string> names;
#pragma db value(names) index_type("SMALLINT UNSIGNED")

14.3.11key type

The key_type specifier specifies the native database type that should be used for the map
container’s key column. The semantickey_type are similar to those of thtgpe speci-
fier (Section 14.3.1,type "). For example:

typedef std::map<unsigned short, float> age_weight_map;
#pragma db value(age_weight_map) key_type("INT UNSIGNED")

14.3.12value_type

The value_type  specifier specifies the native database type that should be used for the
container’s value column. The semanticsvalue_type  are similar to those of thgpe
specifier [(Section 14.3.1type "). For example:

typedef std::vector<std::string> names;
#pragma db value(names) value_type("VARCHAR(255)")

Thevalue_null  andvalue_not_null (Section 14.3.13,
['value null  /value not null ") specifiers can be used to control HELL semantics
of a value column.

14.3.13value_null  /value _not_null

The value_null and value_not_null specifiers specify that the container type’s
element value can or cannot BRJLL, respectively. The semantics whlue_null and
value_not_null are similar to those of theull andnot_null  specifiers [(Sectign

[14.3.3, hull_/not_null__"). For example:

using std::trl::shared_ptr;

#pragma db object
class account

{
=

typedef std::vector<shared_ptr<account> > accounts;
#pragma db value(accounts) value_not_null
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For set and multiset containefs (Section 5.2, "Set and Multiset Conthiners") the element value
is automatically treated as not allowing{&/LL value.

14.3.14id_options

The id_options specifier specifies additional column definition options that should be
used for the container’s id column. For example:

typedef std::vector<std::string> nicknames;
#pragma db value(nicknames) id_options("COLLATE binary")

The semantics of thiel_options  specifier for a container type are similar to those of the
id_options specifier for a container data member (Section 14.4i@9%ptions  ").

14.3.15index_options

Theindex_options specifier specifies additional column definition options that should be
used for the container’s index column. For example:

typedef std::vector<std::string> nicknames;
#pragma db value(nicknames) index_options("ZEROFILL")

The semantics of thiedex_options specifier for a container type are similar to those of
the index_options specifier for a container data membgr (Section 14.4]30,
['index options ).

14.3.16key _options

The key_options  specifier specifies additional column definition options that should be
used for the container’s key column. For example:

typedef std::map<std::string, std::string> properties;
#pragma db value(properties) key_options("COLLATE binary")

The semantics of theey _options  specifier for a container type are similar to those of the
key options  specifier for a container data member (Section 14.4K&Y, 'options _").

14.3.17value_options

Thevalue_options specifier specifies additional column definition options that should be
used for the container’s value column. For example:

typedef std::set<std::string> nicknames;
#pragma db value(nicknames) value_options("COLLATE binary")

The semantics of thealue_options specifier for a container type are similar to those of
the value_options specifier for a container data membdr (Section 14.4)32,
['value options ).
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14.3.18id_column

Theid_column specifier specifies the column name that should be used to store the object
id in the container’s table. For example:

typedef std::vector<std::string> names;
#pragma db value(names) id_column("id")

If the column name is not specified, thaject_id  is used by default.

14.3.19index_column

The index_column  specifier specifies the column name that should be used to store the
element index in the ordered container’s table. For example:

typedef std::vector<std::string> names;
#pragma db value(names) index_column("name_number")

If the column name is not specified, thadex is used by default.

14.3.20key_column

Thekey_column specifier specifies the column name that should be used to store the key in
the map container’s table. For example:

typedef std::map<unsigned short, float> age_weight_map;
#pragma db value(age_weight_map) key_column("age")

If the column name is not specified, tHey is used by default.

14.3.21value_column

The value_column  specifier specifies the column name that should be used to store the
element value in the container’s table. For example:

typedef std::map<unsigned short, float> age_weight_map;
#pragma db value(age_weight_map) value_column("weight")

If the column name is not specified, thealue is used by default.

14.4 Data Member Pragmas

A pragma with thanember qualifier or a positioned pragma without a qualifier describes a
data member. It can be optionally followed, in any order, by one or more specifiers summa-
rized in the table below:

Specifier Summary Section
id member is an object id
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auto id is assigned by the database
type database type for a member
id_type gz}:gﬁze type for a member when used a
get /set /access member accessor/modifier expressions |[(14.4.5
null  /not_null member can/cannot IMULL 14.4.6
default default value for a member
options database options for a member 14.4.8
column gg#r;;sﬂzr\r;:"jzr a member of an object @
column column name for a member of a view
transient member is not stored in the database 14.4.1
readonly member is read-only 14.4.12
virtual declare a virtual data member 14.4.13
inverse member i; an inverse side of a bidirection T2 7Tl
relationship
on delete ON DELETECclause for object pointer T2 7 Th
- member
version member stores object version 14.4.16
index define database index for a member
unique define unique database index for a memb|[14.4.18%
unordered ordered container should be stored T2 TY
unordered
table table name for a container 14.4.20
load /update loading/updating behavior for a section
section member belongs to a section
added member is soft-added 14.4.23
deleted member is soft-deleted 14.4.24
index_type database type for a container’s index type
key type database type for a container’s key type
value_type database type for a container’s value type|14.4.2
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value_null  /value_not_null container’s value can/cannot N&JLL 14.4.28

id_options database options for a container’s id colut|14.4.29

index_options database options for a container’s index 12730
column

key_options database options for a container’s key 1473
column

value_options database options for a container’s value 127730
column

id_column column name for a container’s object id ||14.4.33

index_column column name for a container’s index 14.4.34

key column column name for a container’s key 14.4.3%

value_column column name for a container’s value 14.4.36

Many of the member specifiers have corresponding value type specifiers with the same names
(Section 14.3, "Value Type Pragmias"). The behavior of such specifiers for members is similar
to that for value types. The only difference is the scope. A particular value type specifier
applies to all the members of this value type that don’t have a pre-member version of the
specifier, while the member specifier always applies only to a single member. Also, with a
few exceptions, member specifiers take precedence over and override parameters specified
with value specifiers.

14.4.1id

The id specifier specifies that the data member contains the object id. In a relational
database, an identifier member is mapped to a primary key. For example:

#pragma db object
class person

{

#pragma db id
std::string email_;

%

Normally, every persistent class has a data member designated as an object’'s identifier.
However, it is possible to declare a persistent class without an id using the rubjett
specifier (Section 14.1.6n6 id ").

Note also that thal specifier cannot be used for data members of composite value types or
views.
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14.4.2auto

The auto specifier specifies that the object’s identifier is automatically assigned by the
database. Only a member that was designated as an object id can have this specifier. For
example:

#pragma db object
class person

{

#pragma db id auto
unsigned long id_;

%

Note that automatically-assigned object ids are not reused. If you have a high object turnover
(that is, objects are routinely made persistent and then erased), then care must be taken not to
run out of object ids. In such situations, usimgigned long long as the identifier type

is a safe choice.

For additional information on the automatic identifier assignment, ref¢r to Section 3.8,
['Making Objects Persistent".

Note also that thauto specifier cannot be specified for data members of composite value
types or views.

14.4.3type

The type specifier specifies the native database type that should be used for the data
member. For example:

#pragma db object
class person

{

#pragma db type("INT")
bool married_;

g

Thenull andnot null  (Section 14.4.6,dull /not null ") specifiers can be used to
control theNULL semantics of a data member. It is also possible to specify the database type
on the per-type instead of the per-member basis using the tyglee specifier [[Sectidn
[14.3.1, type ").
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14.4.4id_type

Theid_type specifier specifies the native database type that should be used for the data
member when it is part of an object identifier. This specifier only makes sense when applied
to a member of a composite value type that is used for both id and non-id members. For
example:

#pragma db value
class name

{

#pragma db type("VARCHAR(256)") id_type("VARCHAR(64)")
std::string first_;

#pragma db type("VARCHAR(256)") id_type("VARCHAR(64)")
std::string last_;

%

#pragma db object
class person

{

#pragma db id
name name_; // name__first_, name_.last_ mapped to VARCHAR(64)

name alias_; // alias__.first_, alias_.last_ mapped to VARCHAR(256)
3

14.4.5¢get /set /access

The get andset specifiers specify the data member accessor and modifier expressions,
respectively. If provided, the generated database support code will use these expressions to
access and modify the data member when performing database operatiorEc@se

specifier can be used as a shortcut to specify both the accessor and modifier if they happen to
be the same.

In its simplest form the accessor or modifier expression can be just a name. Such a name
should resolve either to another data member of the same type or to a suitable accessor or
modifier member function. For example:

#pragma db object
class person

{

public:
const std::string& name () const;
void name (const std::string&);
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private:
#pragma db access(name)
std::string name_;

%

A suitable accessor function ianst member function that takes no arguments and whose
return value can be implicitly converted to tkenst reference to the member type
(const std::string& in the example above). An accessor function that returns a
const reference to the data member is calbgeeference accessor. Otherwise, it is called
by-value accessor.

A suitable modifier function can be of two forms. It can be the so dayledference modifier

which is a member function that takes no arguments and returns @msmn- reference to

the data membersi(d::string& in the example above). Alternatively, it can be the so
called by-value modifier which is a member function taking a single argument — the new
value — that can be implicitly initialized from a variable of the member type
(std::string in the example above). The return value of a by-value modifier, if any, is
ignored. If both by-reference and by-value modifiers are available, then ODB prefers the
by-reference version since it is more efficient. For example:

#pragma db object
class person

{

public:
std::string get_name () const;  // By-value accessor.
std::string& set_name (); /I By-reference modifier.
void set_name (std::string const&); // By-value modifier.
private:
#pragma db get(get_name) \ // Uses by-value accessor.
set(set_name) // Uses by-reference modifier.
std::string name_;

g

Note that in many cases it is not necessary to specify accessor and modifier functions explic-
itly since the ODB compiler will try to discover them automatically in case the data member
will be inaccessible to the generated code. In particular, in both of the above examples the
ODB compiler would have successfully discovered the necessary functions. For more infor-
mation on this functionality, refer ko Section 3.2, "Declaring Persistent Objects and Yalues".

Note also that by-value accessors and by-value modifiers cannot be used for certain data
members in certain situations. These limitations are discussed in more detail later in this
section.

Accessor and modifier expressions can be more elaborate than simple names. An accessor
expression is any C++ expression that can be used to initiaibmst reference to the
member type. Similar to accessor functions, which are just a special case of accessor expres-
sions, an accessor expression that evaluatesdosa reference to the data member is called
by-reference accessor expression. Otherwise, it is calleby-value accessor expression.
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Modifier expressions can also be of two forimgreference modifier expression andby-value
modifier expression (again, modifier functions are just a special case of modifier expressions).
A by-reference modifier expression is any C++ expression that evaluates to tbenson-
reference to the member type. A by-value modifier expression can be a single or multiple
(separated by semicolon) C++ statements with the effect of setting the new member value.

There are two special placeholders that are recognized by the ODB compiler in accessor and
modifier expressions. The first is thi@s keyword which denotes a reference (note: not a
pointer) to the persistent object. In accessor expressions this refereestis while in
modifier expressions it is narenst . If an expression does not contain thes place-

holder, then the ODB compiler automatically prefixes it Whtls.  sequence.

The second placeholder, t(® sequence, is used to denote the new value in by-value modi-
fier expressions. The ODB compiler replaces the question mark with the variable name,
keeping the surrounding parenthesis. The following example shows a few more interesting
accessor and modifier expressions:

#pragma db value
struct point

{
point (int, int);

int X;
inty;
b

#pragma db object
class person

{

public:
const char* name () const;
void name (const char?*);
private:
#pragma db get(std::string (this.name ())) \
set(name ((?).c_str ())) // The same as this.name (...).
std::string name_;

public:
const std::unique_ptr<account>& acc () const;
void acc (std::unique_ptr<account>);

private:
#pragma db set(acc (std::move (?)))
std::unique_ptr<account> acc_;

public:
int loc_x () const
int loc_y () const
void loc_x (int);
void loc_y (int);
private:
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#pragma db get(point (this.loc_x (), this.loc_y ())) \
set(this.loc_x ((?).x); this.loc_y ((?).y))
point loc_;

%

When the data member is of an array type, then the terms "reference" and "member type" in
the above discussion should be replaced with "pointer" and "array element type", respectively.
That is, the accessor expression for an array member is any C++ expression that can be used
to initialize aconst pointer to the array element type, and so on. The following example
shows common accessor and modifier signatures for array members:

#pragma db object
class person

{

public:
const char* id () const; // By-reference accessor.
void id (const char*); // By-value modifier.
private:
char id_[16];

public:
const char* pub_key () const; // By-reference accessor.
char* pub_key (); /I By-reference modifier.
private:
char pub_key [2048];

k

Accessor and modifier expressions can be used with data members of simple value, composite
value, container, and object pointer types. They can be used for data members in persistent
classes, composite value types, and views. There is also a mechanism related to accessors and
modifiers called virtual data members and which is discussed in Section 14{4.13,

"virtual "

There are, however, certain limitations when it comes to using by-value accessor and modifier
expressions. First of all, if a by-value modifier is used, then the data member type should be
default-constructible. Furthermore, a composite value type that has a container member
cannot be modified with a by-value modifier. Only a by-reference modifier expression can be
used. The ODB compiler will detect such cases and issue diagnostics. For example:

#pragma db value

struct name

{

std::string first_;

std::string last_;
std::vector<std::string> aliases_;

g

#pragma db object
class person

{
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public:
const name& name () const;
void name (const nameg&);
private:
#pragma db access(name) // Error: by-value modifier.
name name_;

%

In certain database systems it is also not possible to use by-value accessor and modifier
expression with certain database types. The ODB compiler is only able to detect such cases
and issue diagnostics if you specified accessor/modifier function names as opposed to custom
expressions. For more information on these database and type-specific limitations, refer to the
"Limitations" sections in Part Il, "Database Systgms".

14.4.6null  /not_null

Thenull andnot_null  specifiers specify that the data member can or cannbiiUhd,
respectively. By default, data members of basic value types for which database mapping is
provided by the ODB compiler do not alloWULL values while data members of object
pointers allomNULL values. Other value types, such as those provided by the profile libraries
(Part IlI, "Profiles|), may or may not alloNULL values, depending on the semantics of each
value type. Consult the relevant documentation to find out more abdwtiihesemantics for

such value types. A data member containing the objett id (Section 14d4'Ljs' automati-

cally treated as not allowing BULL value. Data members that alloMULL values are
mapped in a relational database to columns that alowi values. For example:

using std::trl::shared_ptr;

#pragma db object
class person

{

#pragma db null
std::string name_;

I3

#pragma db object
class account

{

#pragma db not_null
shared_ptr<person> holder_;

I3

The NULL semantics can also be specified on the per-type bpsis (Section 14.3.3,
['null_/not_null__"). If both a type and a member hawell /not_null  specifiers, then
the member specifier takes precedence. If a member specifier relax@b/ithesemantics
(that is, if a member has tmall  specifier and the type has the explioit_null  speci-
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fier), then a warning is issued.

For a more detailed discussion of tiELL semantics for values, refer|to Section 7.3, "Ppint-
lers andNULL Value Semantic$s". For a more detailed discussion oNtbhkeL semantics for
object pointers, refer {o Chapter 6, "Relationships".

14.4.7default

Thedefault  specifier specifies the database default value that should be used for the data
member. For example:

#pragma db object
class person

{

#pragma db default(-1)
int age_; / Mapped to INT NOT NULL DEFAULT -1.

g

A default value can be the specralll keyword, abool literal {rue or false ), an
integer literal, a floating point literal, a string literal, or an enumerator name. If you need to
specify a default value that is an expression, for example an SQL function call, then you can
use theoptions  specifier|(Section 14.4.8pptions ") instead. For example:

enum gender {male, female, undisclosed};

#pragma db object
class person

{

#pragma db default(null)
odb::nullable<std::string> middle_; // DEFAULT NULL

#pragma db default(false)
bool married_; /I DEFAULT O/FALSE

#pragma db default(0.0)
float weight_; /[ DEFAULT 0.0

#pragma db default("Mr")
string title_; /l DEFAULT 'Mr’

#pragma db default(undisclosed)
gender gender_; /I DEFAULT 2/'undisclosed’

#pragma db options("DEFAULT CURRENT_TIMESTAMP()")
date timestamp_; /I DEFAULT CURRENT_TIMESTAMP()
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Default values specified as enumerators are only supported for members that are mapped to an
ENUMor an integer type in the database, which is the case for the automatic mapping of C++
enums and enum classes to suitable database types as performed by the ODB compiler. If you
have mapped a C++ enum or enum class to another database type, then you should use a
literal corresponding to that type to specify the default value. For example:

enum gender {male, female, undisclosed};
#pragma db value(gender) type("VARCHAR(11)")

#pragma db object
class person

{

#pragma db default("undisclosed")
gender gender_; /l DEFAULT 'undisclosed’

%

A default value can also be specified on the per-type hasis (Section 1de3aqlt’ "). An
emptydefault  specifier can be used to reset a default value that was previously specified
on the per-type basis. For example:

#pragma db value(std::string) default("")

#pragma db object
class person

{

#pragma db default()
std::string name_; // No default value.

%

A data member containing the object|id (Section 14.4d1']) is automatically treated as not
having a default value even if its type specifies a default value.

Note also that default values do not affect the generated C++ code in any way. In particular,
no automatic initialization of data members with their default values is performed at any
point. If you need such an initialization, you will need to implement it yourself, for example,

in your persistent class constructors. The default values only affect the generated database
schemas and, in the context of ODB, are primarily useful for schema evolution.

Additionally, thedefault  specifier cannot be specified for view data members.

14.4.80options

Theoptions specifier specifies additional column definition options that should be used for
the data member. For example:
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#pragma db object
class person

{

#pragma db options("CHECK(email !=")")
std::string email_; // Mapped to TEXT NOT NULL CHECK(email !=").

%

Options can also be specified on the per-type Hasis (Section 14&ibns "). By default,
options are accumulating. That is, the ODB compiler first adds all the options specified for a
value type followed by all the options specified for a data member. To clear the accumulated
options at any point in this sequence you can use an @pptys specifier. For example:

#pragma db value(std::string) options("COLLATE binary")

#pragma db object
class person

{

std::string first_; // TEXT NOT NULL COLLATE binary

#pragma db options("CHECK(email !=")")
std::string last_; // TEXT NOT NULL COLLATE binary CHECK(email != ")

#pragma db options()
std::string title_; // TEXT NOT NULL

#pragma db options() options("CHECK (email !=")")
std::string email_; // TEXT NOT NULL CHECK(email != ")
3

ODB provides dedicated specifiers for specifying column types (Section 14yb8, "),

NULL constraints|(Section 14.4.6qd1l /not null "), and default valuesg (Section 14.4.7,
['default ™). For ODB to function correctly these specifiers should always be used instead of
the opaqueptions  specifier for these components of a column definition.

Note also that theptions  specifier cannot be specified for view data members.

14.4.9column (object, composite value)

The column specifier specifies the column name that should be used to store the data
member of a persistent class or composite value type in a relational database. For example:

#pragma db object
class person

{

#pragma db id column("person_id")
unsigned long id_;

g

Revision 2.4, February 2015 C++ Object Persistence with ODB 251
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For a member of a composite value type, ¢cbkimn specifier specifies the column name
prefix. Refer tg Section 7.2.2, "Composite Value Column and Table Names" for details.

If the column name is not specified, it is derived from the member’s so-called public name. A
public member name is obtained by removing the common data member name decorations,
such as leading and trailing underscoresnth@refix, etc.

14.4.10column (view)

The column specifier can be used to specify the associated object data member, the poten-
tially qualified column name, or the column expression for the data member of a view class.
For more information, refer fo Section 10.1, "Object Vigws"|and Section 10.3, "Table Views".

14.4.11transient

The transient specifier instructs the ODB compiler not to store the data member in the
database. For example:

#pragma db object
class person

{

date born_;

#pragma db transient
unsigned short age_; // Computed from born_.

%

This pragma is usually used on computed members, pointers and references that are only
meaningful in the application’s memory, as well as utility members such as mutexes, etc.

14.4.12readonly

Thereadonly specifier specifies that the data member of an object or composite value type

is read-only. Changes to a read-only data member are ignored when updating the database
state of an objeci (Section 3.10, "Updating Persistent Ohjects") containing such a member.
Since views are read-only, it is not necessary to use this specifier for view data members.
Object id (Section 14.4.1id' ") and inverse| (Section 14.4.14nverse ") data members are
automatically treated as read-only and must not be explicitly declared as such. For example:

#pragma db object
class person

{

#pragma db readonly
date born_;

%
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Besides simple value members, object pointer, container, and composite value members can
also be declared read-only. A change of a pointed-to object is ignored when updating the state
of a read-only object pointer. Similarly, any changes to the number or order of elements or to
the element values themselves are ignored when updating the state of a read-only container.
Finally, any changes to the members of a read-only composite value type are also ignored
when updating the state of such a composite value.

ODB automatically treatsonst data members as read-only. For example, the following
person object is equivalent to the above declaration for the database persistence purposes:

#pragma db object
class person

{

const date born_; // Automatically read-only.

%

When declaring an object pointeonst , make sure to declare the pointercasst rather
than (or in addition to) the object itself. For example:

#pragma db object
class person

{

const person* father_; // Read-write pointer to a read-only object.
person* const mother_; // Read-only pointer to a read-write object.

%

Note that in case of a wrapper type (Section 7.3, "Pointerdlaihdl Value Semantic$"), both
the wrapper and the wrapped type mustdrest in order for the ODB compiler to automati-
cally treat the data member as read-only. For example:

#pragma db object
class person

{

const std::auto_ptr<const date> born_;

%

Read-only members are useful when dealing with asynchronous changes to the state of a data
member in the database which should not be overwritten. In other cases, where the state of a
data member never changes, declaring such a member read-only allows ODB to perform more
efficient object updates. In such cases, however, it is conceptually more correct to declare
such a data member esnst rather than as read-only.

Note that it is also possible to declare composite value types (Section 1veddarly ")
as well as whole objects (Section 14.1réadonly ") as read-only.
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14.4.13virtual

The virtual specifier is used to declare a virtual data member in an object, view, or
composite value type. A virtual data member israaginary data member that is only used

for the purpose of database persistence. A virtual data member does not actually exist (that is,
occupy space) in the C++ class. Note also that virtual data members have nothing to do with
C++ virtual functions or virtual inheritance. Specifically, no virtual function call overhead is
incurred when using virtual data members.

To declare a virtual data member we must specify the data member name usiegniber
specifier. We must also specify the data member type withitheal specifier. Finally,

the virtual data member declaration must also specify the accessor and modifier expressions,
unless suitable accessor and modifier functions can automatically be found by the ODB
compiler (Section 14.4.5gét /set /access "). For example:

#pragma db object
class person

{

/I Transient real data member that actually stores the data.
I

#pragma db transient

std::string name_;

/I Virtual data member.
I
#pragma db member(name) virtual(std::string) access(name_)

k

From the pragma language point of view, a virtual data member behaves exactly like a normal
data member. Specifically, we can reference the virtual data member after it has been declared
and use positioned pragmas before its declaration. For example:

#pragma db object
class person

{

#pragma db transient
std::string name_;

#pragma db access(name_)
#pragma db member(name) virtual(std::string)

k

#pragma db member(person::name) column("person_name")
#pragma db index member(person::name)
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We can also declare a virtual data member outside the class scope:

#pragma db object
class person

{

std::string name_;

%

#pragma db member(person::name_) transient
#pragma db member(person::name) virtual(std::string) access(name_)

While in the above examples using virtual data members doesn’t seem to yield any benefits,
this mechanism can be useful in a number of situations. As one example, consider the need to
aggregate or dis-aggregate a data member:

#pragma db object
class person

{

#pragma db transient
std::pair<std::string, std::string> name_;

#pragma db member(first) virtual(std::string) access(hame__.first)
#pragma db member(last) virtual(std::string) access(name_.second)

%

We can also use virtual data members to implement composite object ids that are spread over
multiple data members:

#pragma db value
struct name

{

name () {}
name (std::string const& f, std::string const& I)

: first (f), last(l) {}

std::string first;
std::string last;

%

#pragma db object
class person

{

#pragma db transient
std::string first_;

#pragma db transient
std::string last_;
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#pragma db member(name) virtual(name) id \
get(::name (this.first_, this.last_)) \
set(this.first_ = (?).first; this.last_ = (?).last)

k

Another common situation that calls for virtual data members is a class that uses the pimpl
idiom. While the following code fragment outlines the idea, for details refer tpitmgl
example in th@db-examples package.

#pragma db object
class person

{

public:
std::string const& name () const;
void name (std::string const&);

unsigned short age () const;
void age (unsigned short);

private:
class impl;

#pragma db transient
impl* pimpl_;

#pragma db member(name) virtual(std::string) // Uses name().
#pragma db member(age) virtual(unsigned short) // Uses age().

h

The above example also shows that names used for virtual data menalneesaGdage in
our case) can be the same as the names of accessor/modifier functions. The only names that
virtual data members cannot clash with are those of other data members, virtual or real.

A common pattern in the above examples is the need to declare the real data member that
actually stores the data as transient. If all the real data members in a class are treated as tran-
sient, then we can use the class-lgrahsient specifier |(Section 14.1.12transient |
[(object)],| Section 14.3.8 transient (composite value)'|, Section 14.2.#radhsient |

instead of doing it for each individual member. For example:

#pragma db object transient
class person

{

std::string first_; // Transient.
std::string last_; // Transient.

#pragma db member(name) virtual(name) ...

%
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The ability to treat all the real data members as transient becomes more important if we don’t
know the names of these data members. This is often the case when we are working with
third-party types that document the accessor and modifier functions but not the names of their
private data members. As an example, considemptiet class defined in a third-party
<point> header file:

class point

{
public:
point ();
point (int x, int y);

int x () const;
inty () const;

void x (int);
void y (int);

private:
h

To convert this class to an ODB composite value type we could create the
point-mapping.hxx file with the following content:

#include <point>
#pragma db value(point) transient definition

#pragma db member(point::x) virtual(int)
#pragma db member(point::y) virtual(int)

Virtual data members can be of simple value, composite value, container, or object pointer
types. They can be used in persistent classes, composite value types, and views.

14.4.14inverse

Theinverse specifier specifies that the data member of an object pointer or a container of
object pointers type is an inverse side of a bidirectional object relationship. The single
required argument to this specifier is the corresponding data member name in the referenced
object. For example:

using std::trl::shared_ptr;
using std::trl::weak_ptr;

class person;
#pragma db object pointer(shared_ptr)

class employer

{

std::vector<shared_ptr<person> > employees_;
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k

#pragma db object pointer(shared_ptr)
class person

{

#pragma db inverse(employee )
weak_ptr<employer> employer_;

%

An inverse member does not have a corresponding column or, in case of a container, table in
the resulting database schema. Instead, the column or table from the referenced object is used
to retrieve the relationship information. Only ordered and set containers can be used for
inverse members. If an inverse member is of an ordered container type, it is automatically
marked as unordereld (Section 14.4.1@drdered ").

For a more detailed discussion of inverse members, refer to Section 6.2, "Bidirectiorjal Rela-

[ionships]
14.4.150n_delete

Theon_delete specifier specifies the on-delete semantics for a data member of an object
pointer or a container of object pointers type. The single required argument to this specifier
must be eithecascade orset_null

The on_delete  specifier is translated directly to the correspondidly DELETE SQL

clause. That is, itascade is specified, then when a pointed-to object is erased from the
database, the database state of the pointing object is automatically erased as well. If
set_null is specified, then when a pointed-to object is erased from the database, the
database state of the pointing object is automatically updated to set the pointer column to
NULL For example:

#pragma db object
class employer

{

#pragma db id auto
unsigned long id_;

%

#pragma db object
class person

{

#pragma db on_delete(cascade)
employer* employer_;

%

unsigned long id;
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employer e;
person p;
p.employer_ = &e;

transaction t (db.begin ());

id = db.persist (e);
db.persist (p);

t.commit ();

transaction t (db.begin ());

/I Database state of the person object is erased as well.
1
db.erase<employer> (id);

t.commit ();

}

Note that this is a database-level functionality and care must be taken in order not to end up
with inconsistent object states in the application’s memory and database. The following
example illustrates the kind of problems one may encounter:

#pragma db object
class employer

{
=

#pragma db object
class person

{

#pragma db on_delete(set_null)
employer* employer_;

%

employer e;
person p;
p.employer_ = &e;

{
transaction t (db.begin ());

db.persist (e);
db.persist (p);
t.commit ();

}
{
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transaction t (db.begin ());

/I The employer column is set to NULL in the database but
/I not the p.employer_ data member in the application.

1

db.erase (e);

t.commit ();

}

{
transaction t (db.begin ());

/I Override the employer column with an invalid pointer.
1
db.update (p);

t.commit ();

}

Note that even optimistic concurrency will not resolve such issues unless you are using
database-level support for optimistic concurrency as well (for exaR@&V/VERSION
SQL Server).

The on_delete  specifier is only valid for non-inverse object pointer data members. If the
set_null  semantics is used, then the pointer must allovNtheL value.

14.4.16version

The version  specifier specifies that the data member stores the object version used to
support optimistic concurrency. If a class has a version data member, then it must also be
declared as having the optimistic concurrency model usingoftenistic pragma
(Section 14.1.5,0ptimistic "). For example:

#pragma db object optimistic
class person

{

#pragma db version
unsigned long version_;

g

A version member must be of an integral C++ type and must map to an integer or similar

database type. Note also that object versions are not reused. If you have a high update
frequency, then care must be taken not to run out of versions. In such situations, using
unsigned long long as the version type is a safe choice.

For a more detailed discussion of optimistic concurrency, refer to Chapter 12, "Optimistic

Concurrency”.
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14.4.17index

The index specifier instructs the ODB compiler to define a database index for the data
member. For example:

#pragma db object
class person

{

#pragma db index
std::string name_;

%

For more information on defining database indexes, refer to Section 14.7, "Index Definition

14.4.18unique

The index specifier instructs the ODB compiler to define a unique database index for the
data member. For example:

#pragma db object
class person

{

#pragma db unique
std::string name_;

%

For more information on defining database indexes, refer to Section 14.7, "Index Definition

14.4.1%unordered

Theunordered specifier specifies that the member of an ordered container type should be
stored unordered in the database. The database table for such a member will not contain the
index column and the order in which elements are retrieved from the database may not be the
same as the order in which they were stored. For example:

#pragma db object
class person

{

#pragma db unordered
std::vector<std::string> nicknames_;

%
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For a more detailed discussion of ordered containers and their storage in the database, refer to
[Section 5.1, "Ordered Containgrs".

14.4.20table

Thetable specifier specifies the table name that should be used to store the contents of the
container member. For example:

#pragma db object
class person

{

#pragma db table("nicknames")
std::vector<std::string> nicknames_;

%

If the table name is not specified, then the container table name is constructed by concatenat-
ing the object’s table name, underscore, and the public member name. The public member
name is obtained by removing the common member name decorations, such as leading and
trailing underscores, the_ prefix, etc. In the example above, without thble specifier,

the container’s table name would have beerson_nicknames

Thetable specifier can also be used for members of composite value types. In this case it
specifies the table name prefix for container members inside the composite value type. Refer
to|Section 7.2.2, "Composite Value Column and Table Ngmes" for details.

The container table name can be qualified with a database schema, for example:

#pragma db object
class person

{

#pragma db table("extras.nicknames")
std::vector<std::string> nicknames_;

¥

For more information on database schemas and the format of the qualified names, refer to
[Section 14.1.8,schema"|

14.4.21load /update

Theload andupdate specifiers specify the loading and updating behavior for an object
section, respectively. Valid values for tlemd specifier areeager (default) andiazy .
Valid values for theupdate specifier arealways (default),change , andmanual . For
more information on object sections, refef to Chapter 9, "Sedtions".
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14.4.22section

Thesection specifier indicates that a data member of a persistent class belongs to an object
section. The single required argument to this specifier is the name of the section data member.
This specifier can only be used on direct data members of a persistent class. For more infor-
mation on object sections, refef to Chapter 9, "Secfions".

14.4.23added

Theadded specifier marks the data member as soft-added. The single required argument to
this specifier is the addition version. For more information on this functionality, refer to
[Section 13.4, "Soft Object Model Chandes".

14.4.24deleted

Thedeleted specifier marks the data member as soft-deleted. The single required argument
to this specifier is the deletion version. For more information on this functionality, refer to
[Section 13.4, "Soft Object Model Chandes".

14.4.25index_type

The index_type  specifier specifies the native database type that should be used for an
ordered container’s index column of the data member. The semantiudesf type are
similar to those of théype specifier [(Section 14.4.3type "). The native database type is
expected to be an integer type. For example:

#pragma db object
class person

{

#pragma db index_type("SMALLINT UNSIGNED")
std::vector<std::string> nicknames_;

13
14.4.26key type

The key_type specifier specifies the native database type that should be used for a map
container’s key column of the data member. The semantiesyotype are similar to those
of thetype specifier|(Section 14.4.3type "). For example:

#pragma db object
class person

{

#pragma db key_type("INT UNSIGNED")
std::map<unsigned short, float> age_weight_map_;

%
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14.4.27value_type

The value_type  specifier specifies the native database type that should be used for a
container’s value column of the data member. The semanticiwd _type  are similar to
those of thaype specifier|(Section 14.4.3type "). For example:

#pragma db object
class person

{

#pragma db value_type("VARCHAR(255)")
std::vector<std::string> nicknames_;

g

Thevalue_null  andvalue_not_null (Section 14.4.28,
['value null  /value not null ") specifiers can be used to control HELL semantics
of a value column.

14.4.28value_null  /value _not_null

The value_null and value_not_null specifiers specify that a container’s element
value for the data member can or cannot MELL, respectively. The semantics of
value_null andvalue_not_null are similar to those of theull andnot_null

specifiers|(Section 14.4.6qull _/not null ). For example:

using std::trl::shared_ptr;

#pragma db object
class person

{
=

#pragma db object
class account

{

#pragma db value_not_null
std::vector<shared_ptr<person> > holders_;

%

For set and multiset containefs (Section 5.2, "Set and Multiset Conthiners") the element value
is automatically treated as not allowingl&/LL value.
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14.4.29id_options

The id_options specifier specifies additional column definition options that should be
used for a container’s id column of the data member. For example:

#pragma db object
class person

{

#pragma db id options("COLLATE binary")
std::string name_;

#pragma db id_options("COLLATE binary")
std::vector<std::string> nicknames_;

5

The semantics ofd_options  are similar to those of theptions  specifier [(Sectidn
[14.4.8, bptions ).

14.4.30index_options

Theindex_options specifier specifies additional column definition options that should be
used for a container’s index column of the data member. For example:

#pragma db object
class person

{

#pragma db index_options("ZEROFILL")
std::vector<std::string> nicknames_;

%

The semantics dhdex_options  are similar to those of thaptions  specifier [(Sectidn
[14.4.8, 'bptions ").

14.4.31key options

The key_options  specifier specifies additional column definition options that should be
used for a container’s key column of the data member. For example:

#pragma db object
class person

{

#pragma db key_options("COLLATE binary")
std::map<std::string, std::string> properties_;

%
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The semantics okey_options  are similar to those of theptions  specifier [(Sectidn
[14.4.8, 'bptions ").

14.4.32value_options

Thevalue_options specifier specifies additional column definition options that should be
used for a container’s value column of the data member. For example:

#pragma db object
class person

{

#pragma db value_options("COLLATE binary")
std::set<std::string> nicknames_;

%

The semantics ofalue_options  are similar to those of thaptions  specifier [(Sectidn
[14.4.8, bptions ).

14.4.33id_column

Theid_column specifier specifies the column name that should be used to store the object
id in a container’s table for the data member. The semantics oblumn are similar to
those of theolumn specifier|(Section 14.4.9¢6lumn "). For example:

#pragma db object
class person

{

#pragma db id_column("person_id")
std::vector<std::string> nicknames_;

%

If the column name is not specified, thaject_id  is used by default.

14.4.34index_column

The index_column  specifier specifies the column name that should be used to store the
element index in an ordered container's table for the data member. The semantics of
index_column  are similar to those of theolumn specifier |(Section 14.4.9¢8lumn ).

For example:
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#pragma db object
class person

{

#pragma db index_column("nickname_number")
std::vector<std::string> nicknames_;

b
If the column name is not specified, thadex is used by default.
14.4.35key column

Thekey_column specifier specifies the column name that should be used to store the key in
a map container’s table for the data member. The semantiey ofolumn are similar to
those of theolumn specifier|(Section 14.4.9¢6lumn "). For example:

#pragma db object
class person

{

#pragma db key_column("age")
std::map<unsigned short, float> age_weight_map_;

b
If the column name is not specified, tHay is used by default.
14.4.36value_column

The value_column  specifier specifies the column name that should be used to store the
element value in a container’s table for the data member. The semant&dseofcolumn
are similar to those of thmlumn specifier|(Section 14.4.9¢6lumn "). For example:

#pragma db object
class person

{

#pragma db value_column("weight")
std::map<unsigned short, float> age_weight_map_;

%

If the column name is not specified, thealue is used by default.

14.5 Namespace Pragmas

A pragma with themamespace qualifier describes a C++ namespace. Similar to other quali-
fiers,namespace can also refer to a named C++ namespace, for example:
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namespace test

{
=

#pragma db namespace(test) ...

To refer to the global namespace in tizenespace qualifier the following special syntax is
used:

#pragma db namespace() ....

Thenamespace qualifier can be optionally followed, in any order, by one or more specifiers
summarized in the table below:

Specifier Summary Section
pointer | pointer type for persistent classes and views inside a hamespace
table table name prefix for persistent classes inside a namespace 14.5.2
schema | database schema for persistent classes inside a namespace 14.5.3
session enable/disable session support for persistent classes inside a nar

pace

14.5.1pointer

The pointer  specifier specifies the default pointer type for persistent classes and views
inside the namespace. For example:

#pragma db namespace pointer(std::trl::shared_ptr)
namespace accounting

{
#pragma db object

class employee

{
=

#pragma db object
class employer

{

=
}

There are only two valid ways to specify a pointer withgbimter  specifier at the names-

pace level. We can specify the template name of a smart pointer in which case the ODB
compiler will automatically append the class name as a template argument. Or we tan use
to denote a raw pointer.
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Note also that we can always override the default pointer specified at the namespace level for
any persistent class or view inside this namespace. For example:

#pragma db namespace pointer(std::unique_ptr)
namespace accounting

{
#pragma db object pointer(std::shared_ptr)

class employee

{
=

#pragma db object
class employer

{

=
}

For a more detailed discussion of object and view pointers, refer to Section 3.3, "Object and
[View Pointers]'".

14.5.2table

Thetable specifier specifies a table prefix that should be added to table names of persistent
classes inside the namespace. For example:

#pragma db namespace table("acc_")
namespace accounting

{

#pragma db object table("employees")
class employee

{
=

#pragma db object table("employers")
class employer

{

=
}

In the above example the resulting table names will doe_employees and
acc_employers

The table name prefix can also be specified with-thehle-prefix ODB compiler
option. Note that table prefixes specified at the namespace level as well as with the command
line option are accumulated. For example:
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#pragma db namespace() table("audit_")

#pragma db namespace table("hr_")
namespace hr
{
#pragma db object table("employees")
class employee

{

=
}

#pragma db object table("employers")
class employer

{

h

If we compile the above example with theable-prefix test option, then the
employee class table will be calletest_audit_hr_employees andemployer —

test_audit_employers

Table prefixes can be used as an alternative to database sghemas (Sectiorsddetn@,")
if the target database system does not support schemas.

14.5.3schema

The schema specifier specifies a database schema that should be used for persistent classes
inside the namespace. For more information on specifying a database schem4 refer fo Section
[14.1.8, schema|

14.5.4session

The session  specifier specifies whether to enable session support for persistent classes
inside the namespace. For example:

#pragma db namespace session
namespace hr

{
#pragma db object // Enabled.

class employee

{
=

#pragma db object session(false) // Disabled.
class employer

{
=
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Session support is disabled by default unless-penerate-session ODB compiler

option is specified. Session support specified at the namespace level can be overridden on the
per object basiq (Section 14.1.18g8sion "). For more information on sessions, refer to
[Chapter 11, "Sessidgn".

14.6 Object Model Pragmas

A pragma with thenodel qualifier describes the whole C++ object model. For example:

#pragma db model ...

Themodel qualifier can be followed, in any order, by one or more specifiers summarized in
the table below:

Specifier Summary Section

version | object model versio

14.6.1version

Theversion specifier specifies the object model version when schema evolution support is

used. The first two required arguments to this specifier are the base and current model
versions, respectively. The third optional argument specifies whether the current version is
open for changes. Valid values for this argumentogren (the default) andlosed . For

more information on this functionality, refer[to Chapter 13, "Database Schema Evelution”.

14.7 Index Definition Pragmas

While it is possible to manually add indexes to the generated database schema, it is more
convenient to do this as part of the persistent class definitions. A pragma witidéxe
qualifier describes a database index. It has the following general format:

#pragma db index[("<name>")] \
[unique|type("<type>")] \
[method("<method>")] \
[options("<index-options>")] \
member(<name>[, "<column-options>"])... \
members(<name>[,<name>...])...

Theindex qualifier can optionally specify the index name. If the index name is not speci-
fied, then one is automatically derived by appending thesuffix to the column name of the
index member. If the name is not specified and the index contains multiple members, then the
index definition is invalid.

The optionaltype , method , andoptions clauses specify the index type, for example
UNIQUE index method, for exampRBTREE and index options, respectively. Taeique

clause is a shortcut feype("UNIQUE") . Note that not all database systems support speci-
fying an index method or options. For more information on the database system-specific index
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types, methods, and options, refer to Part I, "Database Sygtems".

To specify index members we can userttember or members clauses, or a mix of the two.

The member clause allows us to specify a single index member with optional column
options, for example) ASC" . If we need to create a composite index that contains multiple
members, then we can repeat thember clause several times or, if the members don't have
any column options, we can use a singlembers clause instead. Similar to the index type,
method, and options, the format of column options is database system-specific. For more
details, refer tp Part Il, "Database Systgms".

The following code fragment shows some typical examples of index definitions:

#pragma db object
class object

{

int X;
inty;
int z1;
int z2;

/I An index for member x with automatically-assigned name x_i.
1
#pragma db index member(x)

/I A unique index named y_index for member y which is sorted in

/I the descending order. The index is using the BTREE method.

1

#pragma db index("y_index") unique method("BTREE") member(y, "DESC")

/I A composite BITMAP index named z_i for members z1 and z2.
1
#pragma db index("z_i") type("BITMAP") members(z1, z2)

h

ODB also offers a shortcut for defining an index with the default method and options for a
single data member. Such an index can be defined usinindles (Section 14.4.17]
"index ") orunique (Section 14.4.18,Uhique ") member specifier. For example:

#pragma db object
class object

{

#pragma db index
int X;

#pragma db type("INT") unique
inty;
h
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The above example is semantically equivalent to the following more verbose version:

#pragma db object
class object

{

int X;

#pragma db type("INT")
inty;

#pragma db index member(x)
#pragma db index uniqgue member(y)

5

While it is convenient to define an index inside a persistent class, it is also possible to do that
out of the class body. In this case, the index name, if specified, must be prefixed with the
potentially-qualified class name. For example:

namespace n

{
#pragma db object

class object

{

int X;
inty;
3

/I An index for member x in persistent class object with automatically-
/l assigned name x_i.

1

#pragma db index(object) member(x)

}

/I An index named y_index for member y in persistent class n::object.
1
#pragma db index(n::object::"y_index") member(y)

It is possible to define an index on a member that is of a composite value type or on some of
its nested members. For example:

#pragma db value
struct point

{.

int x;

inty;

int z;

%

#pragma db object
class object
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/I An index that includes all of the p1’s nested members.
1

#pragma db index

point p1;

point p2;

/I An index that includes only p2.x and p2.y.

1

#pragma db index("p2_xy_i") members(p2.x, p2.y)
h

When generating a schema for a container member (Chapter 5, "Containers"), ODB automati-
cally defines two indexes on the container table. One is for the object id that references the
object table and the other is for the index column in case the container is drdered (Sektion 5.1,
['Ordered Containers"). By default these indexes use the default index name, type, method,
and options. Thendex pragma allows us to customize these two indexes by recognizing the
specialid andindex nested member names when specified after a container member. For
example:

#pragma db object
class object

{

std::vector<int> v;

/I Change the container id index name.
1
#pragma db index("id_index") member(v.id)

/I Change the container index index method.
1
#pragma db index method("BTREE") member(v.index)

h

14.8 Database Type Mapping Pragmas

A pragma with thenap qualifier describes a mapping between two database types. For each
database system ODB provides built-in support for a core set of database types, such as inte-
gers, strings, binary, etc. However, many database systems provide extended types such as
geospatial types, user-defined types, and collections (arrays, table types, key-value stores,
etc). In order to support such extended types, ODB allows us to map them to one of the
built-in types, normally a string or a binary. Given the text or binary representation of the data
we can then extract it into our chosen C++ data type and thus establish a mapping between an
extended database type and its C++ equivalent.

Themap pragma has the following format:
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#pragma db map type("regex") as("subst") [to("subst")] [from("subst™)]

Thetype clause specifies the name of the database type that we are mapping. We will refer
to it as themapped type from now on. The name of the mapped type is a Perl-like regular
expression pattern that is matched in the case-insensitive mode.

Theas clause specifies the name of the database type that we are mapping the mapped type
to. We will refer to it as thenterface type from now on. The name of the interface type is a
regular expression substitution and should expand to a name of a database type for which
ODB provides built-in support.

The optionalto andfrom clauses specify the database conversion expressions between the
mapped type and the interface type. Theexpression converts from the interface type to the
mapped type anttom converts in the other direction. If no explicit conversion is required

for either direction, then the corresponding clause can be omitted. The conversion expressions
are regular expression substitutions. They must contain the sff&cigblaceholder which

will be replaced with the actual value to be converted. Turning on SQL statement tracing
(Section 3.13, "Tracing SQL Statement Execution") can be useful for debugging conversion
expressions. This allows you to see the substituted expressions as used in the actual state-
ments.

As an example, the followinghap pragma maps the PostgreSQL arrayildMTEGERS to
TEXT:

#pragma db map type("INTEGER *\[(\d*)\\]") \
as("TEXT") \
to("(?)::INTEGER[$1]") \
from("(?)::TEXT")

With the above mapping we can now have a persistent class that has a member of the Post-
greSQL array type:

#pragma db object
class object

{

#pragma db type("INTEGER([")
std::string array_;

%

In PostgreSQL the array literal has §md,n2,...} form. As a result, we need to make
sure that we pass the correct text representation mrthg member, for example:

object o;

o.array_ ="{1,2,3}";
db.persist (0);
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Of course,std::string IS not the most natural representation of an array of integers in

C++. Instead,std::vector<int>
support for mappingtd::vector<int>

would have been much more appropriate. To add

to PostgreSQINTEGER[] we need to provide

a value_traits specialization that implements conversion between the PostgreSQL text

representation of an array asid::vector<int> . Below is a sample implementation:

namespace odb
{
namespace pgsql
{
template <>
class value_traits<std::vector<int>, id_string>
{
public:
typedef std::vector<int> value_type;
typedef value_type query_type;
typedef details::buffer image_type;

static void

set_value (value_type& v,
const details::buffer& b,
std::size_tn,
bool is_null)

{

v.clear ();

if (Nis_null)
{
char c;
std::istringstream is (std::string (b.data (), n));

is>>c; II'{
for (c = static_cast<char> (is.peek ()); ¢ !="}; is >> ¢)

v.push_back (int ());
is >> v.back ();
}
}
}

static void

set_image (details::buffer& b,
std::size_t& n,
bool& is_null,
const value_type& v)

is_null = false;
std::ostringstream os;

0s << 1{);

for (value_type::const_iterator i (v.begin ()), e (v.end ());
il=e;)

{
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0s << *j;
if (++i!=¢)

0s <<';

}
0s <<'};

const std::string& s (os.str ());
n = s.size ();

if (n > b.capacity ())

b.capacity (n);
std::memcpy (b.data (), s.c_str (), n);
}
h
}

}
Once this specialization is included in the generated code (sesapigng example in the
odb-examples  package for details), we can us#d::vector<int> instead of
std::string in our persistent class:
#pragma db object
class object

{

#pragma db type("INTEGER[]")
std::vector<int> array_;

%

If we wanted to always mastd::vector<int> to PostgreSQUNTEGER]] , then we
could instead write:

typedef std::vector<int> int_vector;
#pragma db value(int_vector) type("INTEGER(]")

#pragma db object
class object

{

std::vector<int> array_; // Mapped to INTEGER][].
h

While the above example only shows how to handle PostgreSQL arrays, other types in Post-
greSQL and in other databases can be supported in a similar waydiitests  package
contains a set of tests in th&latabase>/custom directories that, for each database,
shows how to provide custom mapping for some of the extended types.
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14.9 C++ Compiler Warnings

When a C++ header file defining persistent classes and containing ODB pragmas is used to
build the application, the C++ compiler may issue warnings about pragmas that it doesn’t
recognize. There are several ways to deal with this problem. The easiest is to disable such
warnings using one of the compiler-specific command line options or warning control
pragmas. This method is described in the following sub-section for popular C++ compilers.

There are also several C++ compiler-independent methods that we can employ. The first is to
use thePRAGMA_DmBiacro, defined ircodb/core.hxx> , instead of usingpragma db

directly. This macro expands to the ODB pragma when compiled with the ODB compiler and
to an empty declaration when compiled with other compilers. The following example shows
how we can use this macro:

#include <odb/core.hxx>

PRAGMA_DB(object)
class person

{

PRAGMA_DB(id)
unsigned long id_;

%

An alternative to using thERAGMA_DBnacro is to group th#pragma db directives in
blocks that are conditionally included into compilation only when compiled with the ODB
compiler. For example:

class person

{

unsigned long id_;

%

#ifdef ODB_COMPILER

# pragma db object(person)

# pragma db member(person::id_) id
#endif

The disadvantage of this approach is that it can quickly become overly verbose when posi-
tioned pragmas are used.

14.9.1 GNU C++

GNU g++ does not issue warnings about unknown pragmas unless requested Withltthe
command line option. To disable only the unknown pragma warning, we can add the
-Wno-unknown-pragmas  option afterWall , for example:
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g++ -Wall -Wno-unknown-pragmas ...

14.9.2 Visual C++

Microsoft Visual C++ issues an unknown pragma warning (C4068) at warning level 1 or
higher. This means that unless we have disabled the warnings altogether (level 0), we will see
this warning.

To disable this warning via the compiler command line, we can addvi068 C++
compiler option in Visual Studio 2008 and earlier. In Visual Studio 2010 and later there is
now a special GUI field where we can enter warning numbers that should be disabled. Simply
enter 4068 into this field.

We can also disable this warning for only a specific header or a fragment of a header using the
warning control pragma. For example:

#include <odb/core.hxx>

#pragma warning (push)
#pragma warning (disable:4068)

#pragma db object
class person

{

#pragma db id
unsigned long id_;

%

#pragma warning (pop)

14.9.3 Sun C++

The Sun C++ compiler does not issue warnings about unknown pragmas unlessadhe
+w2 option is specified. To disable only the unknown pragma warning we can add the
-erroff=unknownpragma option anywhere on the command line, for example:

CC +w -erroff=unknownpragma ...

14.9.4 IBM XL C++

IBM XL C++ issues an unknown pragma warning (1540-1401) by default. To disable this
warning we can add thgsuppress=1540-1401 command line option, for example:

XIC -gqsuppress=1540-1401 ...
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14.9.5 HP aC++

HP aC++ (aCC) issues an unknown pragma warning (2161) by default. To disable this
warning we can add théN2161 command line option, for example:

aCC +wz1e1 ...

14.9.6 Clang

Clang does not issue warnings about unknown pragmas unless requested wittalthe
command line option. To disable only the unknown pragma warning, we can add the
-Wno-unknown-pragmas  option afterWall , for example:

clang++ -Wall -Wno-unknown-pragmas ...

We can also disable this warning for only a specific header or a fragment of a header using the
warning control pragma. For example:

#include <odb/core.hxx>

#pragma clang diagnostic push
#pragma clang diagnostic ignored "-Wunknown-pragmas"

#pragma db object
class person

{

#pragma db id
unsigned long id_;

g

#pragma clang diagnostic pop
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15 Advanced Techniqgues and Mechanisms

This chapter covers more advanced techniques and mechanisms provided by ODB that may
be useful in certain situations.

15.1 Transaction Callbacks

The ODB transaction clasedb::transaction ) allows an application to register a call-

back that will be called after the transaction is finalized, that is, committed or rolled back.
This mechanism can be used, for example, to restore values that were updated during the
transaction execution to their original states if the transaction is rolled back.

The callback management interface of tilamsaction class is shown below.

namespace odb

{

class transaction

{

public:
static const unsigned short event_commit = 0x01;
static const unsigned short event_rollback = 0x02;
static const unsigned short event_all = event_commit | event_rollback;

typedef void (*callback_type) (
unsigned short event, void* key, unsigned long long data);

void

callback_register (callback_type callback,
void* key,
unsigned short event = event_all,
unsigned long long data = 0,
transaction** state = 0);

void

callback_unregister (void* key);

void

callback_update (void* key,
unsigned short event,
unsigned long long data = 0,
transaction** state = 0);

}
}

The callback_register() function registers a post-commit/rollback callback. The
callback argument is the function that should be called. Réne argument is used by the
transaction to identify this callback. It is also normally used to pass an address of the data
object on which the callback function will work. Teeent argument is the bitwise-or of the
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events that should trigger the callback.

The optional data argument can be used to store any POD user data that doesn’t exceed 8
bytes in size and doesn’'t require alignment greater theaigned long long . For
example, we could store an old value of a flag or a counter that needs to be restored in case of
a roll back.

The optionaktate argument can be used to indicate that the callback has been unregistered
because the transaction was finalized. In this case the transaction automatically resets the
passed pointer to 0. This is primarily useful if we are interested in only one of the events
(commit or rollback).

The callback_unregister() function unregisters a previously registered callback. If

the number of registered callbacks is large, then this can be a slow operation. Generally, the
callback mechanism is optimized for cases where the callbacks stay registered until the trans-
action is finalized.

Note also that you don’t need to unregister a callback that has been called or auto-reset using
thestate argument passed tallback_register() . This function does nothing if the
key is not found.

The callback_update() function can be used to update #went , data , andstate
values of a previously registered callback. Similacatback unregister() , thisis a
potentially slow operation.

When the callback is called, it is passed the event that triggered it, as wellkey tlaad

data values that were passed to talback_register() function. Note also that the
order in which the callbacks are called is unspecified. The rollback event can be triggered by
an exception. In this case, if the callback throws, the program will be terminated.

The following example shows how we can use transaction callbacks together with database
operation callbacks (Section 14.1.@allback ") to manage the object’s "dirty" flag.

#include <odb/callback.hxx>
#include <odb/transaction.hxx>

#pragma db object callback(update)
class object

{

#pragma db transient
mutable bool dirty_;

/I Non-NULL value indicates that we are registered
[/l with this transaction.

I

#pragma db transient

mutable odb::transaction* tran_;

void
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update (odb::callback_event e, odb::database&) const

{

using namespace odb::core;

if (e == callback_event::post_update)
return;

/I Mark the object as clean again but register a

/l transaction callback in case the update is rolled

Il back.

1

tran_ = &transaction::current ();

tran_->callback_register (&rollback,
const_cast<object*> (this),
transaction::event_rollback,

0,
&tran_);
dirty =false;
}
static void
rollback (unsigned short, void* key, unsigned long long)
{

/I Restore the dirty flag since the changes have been
/I rolled back.

i
object& o (*static_cast<object*> (key));
o.dirty_ =true;

}

~object ()

{

/I Unregister the callback if we are going away before
/l the transaction.
i
if (tran_ = 0)
tran_->callback_unregister (this);
}
3

15.2 Persistent Class Template Instantiations

Similar to composite value typds (Section 7.2, "Composite Value Types"), a persistent object
can be defined as an instantiation of a C++ class template, for example:

template <typename T>
class person

{

T first_;
T last_;
3
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typedef person<std::string> std_person;

#pragma db object(std_person)
#pragma db member(std_person::last_) id

Note that the database support code for such a persistent object is generated when compiling
the header containing thab object  pragma and not the header containing the template
definition or thetypedef name. This allows us to use templates defined in other files, for
example:

#include <utility> // std::pair

typedef std::pair<unsigned int, std::string> person;
#pragma db object(person)

#pragma db member(person::first) id auto column("id")
#pragma db member(person::second) column("hame")

You may also have to explicitly specify the object type in calls to cedtatmbase class
functions due to the inability do distinguish, at the API level, between smart pointers and
persistent objects defined as class template instantiations. For example:

person p;

db.update (p); // Error.
db.reload (p); // Error.
db.erase (p); // Error.

db.update<person> (p); // Ok.
db.reload<person> (p); // Ok.
db.erase<person> (p); // Ok.

It also makes sense to factor persistent data members that do not depend on template argu-
ments into a common, non-template base class. The following more realistic example illus-
trates this approach:

#pragma db object abstract
class base_common

{

#pragma db id auto
unsigned long id;

g

template <typename T>
class base: public base_common

{

T value;

g

typedef base<std::string> string_base;
#pragma db object(string_base) abstract
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#pragma db object
class derived: public string_base

{
=

15.3 Bulk Database Operations

Some database systems supported by ODB provide a mechanism, often called bulk or batch
statement execution, that allows us to execute the same SQL statement on multiple sets of
data at once and with a single database API call. This often results in significantly better
performance if we need to execute the same statement for a large number of data sets (thou-
sands to millions).

ODB translates this mechanism to bulk operations which allow us to persist, update, or erase a
range of objects in the database. Currently, from all the database systems supported by ODB,
only Oracle and Microsoft SQL Server are capable of bulk operations. There is also currently
no emulation of the bulk API for other databases nor dynamic multi-database support. As a
result, if you are using dynamic multi-database support, you will need to "drop down" to static
support in order to access the bulk API. Refdr to Chapter 16, "Multi-Database Support" for
details.

As we will discuss later in this section, bulk operations have complex failure semantics that is
dictated by the underlying database API. As a result, support for bulk persist, update, and
erase is limited to persistent classes for which these operations can be performed with a single
database statement execution. In particular, bulk operations are not available for polymorphic
objects [(Section 8.2, "Polymorphism Inheritance") or objects that have containers (inverse
containers of object pointers are an exception). Furthermore, for objects that have sections
(Chapter 9, "Sections") the bulk update operation will only be available if all the sections are
manually-updated. On the other hand, bulk operations are supported for objects that use opti-
mistic concurrency[ (Chapter 12, "Optimistic Concurrehcy”) or have no objeft id ($ection
[14.1.6, ho _id ").

To enable the generation of bulk operation support for a persistent class we baé the
pragma. For example:

#pragma db object bulk(5000)
class person

{

#pragma db id auto
unsigned long id;

h

The single argument to theulk pragma is the batch size. The batch size specifies the
maximum number of data sets that should be handled with a single underlying statement
execution. If the range that we want to perform the bulk operation on contains more objects
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than the batch size, then ODB will split this operation into multiple underlying statement
executions (batches). To illustrate this point with an example, suppose we want to persist
53,000 objects and the batch size is 5,000. ODB will then execute the statement 11 times, the
first 10 times with 5,000 data sets each, and the last time with the remaining 3,000 data sets.

The commonly used batch sizes are in the 2,000-5,000 range, though smaller or larger batches
could provide better performance, depending on the situation. As a result, it is recommended
to experiment with different batch sizes to determine the optimum number for a particular
object and its use-cases. Note also that you may achieve better performance by also splitting a
large bulk operation into multiple transactions (Section 3.5, "Transagtions").

For database systems that do not support bulk operatiofmilthe pragma is ignored. It is
also possible to specify different batch sizes for different database systems by using the
database prefix, for example:

#pragma db object mssql:bulk(3000) oracle:bulk(4000)
class person

{
J

Note that while specifying the batch size at compile time might seem inflexible, this approach
allows ODB to place internal arrays of the fixed batch size on the stack rather than allocating
them in the dynamic memory. However, specifying the batch size at runtime may be
supported in the future.

Once the bulk support is enabled for a particular object, we can use the foltatathgse
functions to perform bulk operations:

template <typename 1>
void
persist (I begin, | end, bool continue_failed = true);

template <typename 1>
void
update (I begin, | end, bool continue_failed = true);

template <typename 1>
void
erase (I obj_begin, | obj_end, bool continue_failed = true);

template <typename T, typename I>
void
erase (l id_begin, | id_end, bool continue_failed = true);

Every bulk API function expects a range of elements, passed in the canonical C++ form as a
pair of input iterators. In case pérsist() , update() , and the firserase() overload,

we pass a range of objects, either as references or as pointers, raw or smart. The following
example illustrates the most common scenarios usingettssst() call:
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/I C array of objects.
1
person a[2] {{"John", "Doe"}, {"Jane", "Doe"}};

db.persist (a, a + sizeof(a) / sizeof(a[0]));

/I Vector of objects.
I
std::vector<person> v {{"John", "Doe"}, {"Jane", "Doe"}};

db.persist (v.begin (), v.end ());

/I C array of raw pointers to objects.
1

person p1 ("John", "Doe");

person p2 ("Jane", "Doe");

person* pal2] {&p1l, &p2};

db.persist (pa, pa + sizeof(pa) / sizeof(pa[0]));

/I Vector of raw pointers to objects.
1
std::vector<person*> pv {&p1, &p2};

db.persist (pv.begin (), pv.end ());

/[ Vector of smart (shared) pointers to objects.

1

std::vector<std::shared_ptr<person>> sv {
std::make_shared<person> ("John", "Doe"),
std::make_shared<person> ("Jane", "Doe")};

db.persist (sv.begin (), sv.end ());

The ability to perform a bulk operation on a range of raw pointers to objects can be especially
useful when the application stores objects in a way that does not easily conform to the pair of
iterators interface. In such cases we can create a temporary container of shallow pointers to
objects and use that to perform the bulk operation, for example:

struct person_entry
{ person obj;

/I Some additional data.
};...

typedef std::vector<person_entry> people;

void
persist (odb::database& db, people& p)
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{

std::vector<person*> tmp;
tmp.reserve (p.size ());
std::for_each (p.begin (),

p.end (),

[&tmp] (person_entry& pe)

{
tmp.push_back (&pe.obj);

h;

db.persist (tmp.begin (), tmp.end ());
}

The second overload of the budkase() function allows us to pass a range of object ids
rather than objects themselves. As with the corresponding non-bulk version, we have to
specify the object type explicitly, for example:

std::vector<unsigned long> ids {1, 2};

db.erase<person> (ids.begin (), ids.end ());

Conceptually, a bulk operation is equivalent to performing the corresponding non-bulk
version in a loop, except when it comes to the failure semantics. Both databases that currently
are capable of bulk operations (Oracle and SQL Server) do not stop when a data set in a batch
fails (for example, because of a unique constraint violation). Instead, they continue executing
subsequent data sets until every element in the batch has been attempted. The
continue_failed argument in the bulk functions listed above specifies whether ODB
should extend this behavior and continue with subsequent batches if the one it has tried to
execute has failed elements. The default behavior is to continue.

The consequence of this failure semantics is that we may have multiple elements in the range
failed for different reasons. For example, if we tried to persist a number of objects, some of
them might have failed because they are already persistent while others — because of a
unique constraint violation. As a result, ODB uses the spediatmultiple_excep-

tions class to report failures in the bulk API functions. This exception is thrown if one or
more elements in the range have failed and it contains the error information in the form of
other ODB exception for each failed position. Thaltiple_exceptions class has the
following interface:

struct multiple_exceptions: odb::exception

{
/I Element type.

1
struct value_type

{
std::size_t
position () const;

const odb::exception&
exception () const;
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bool
maybe () const;

J§

/I Iteration.
1
typedef std::set<value_type> set_type;

typedef set_type::const_iterator iterator;
typedef set_type::const_iterator const_iterator;

iterator
begin () const;

iterator
end () const;

/I Lookup.

1

const value_type*

operatorf] (std::size_t) const;

/I Severity, failed and attempted counts.
1

std::size_t

attempted () const;

std::size_t
failed () const;

bool
fatal () const;

void
fatal (bool);

/I Direct data access.
1

const set_type&

set () const;

/I odb::exception interface.
1

virtual const char*

what () const throw ();

k

The multiple_exceptions class has a map-like interface with the key being the posi-
tion in the range and the value being the exception plusdlybe flag (discussed below). As

a result, we can either iterate over the failed positions or we can check whether a specific
position in the range has failed. The following example shows wtatich -handler for this
exception might look like:

Revision 2.4, February 2015 C++ Object Persistence with ODB 289



15.3 Bulk Database Operations

std::vector<person> objs {{"John", "Doe"}, {"Jane", "Doe"}};

try
{
db.persist (objs.begin (), objs.end ());
}
catch (const odb::multiple_exceptions& me)
{
for (const auto& v: me)
{
size_t p (v.position ());
try
{
throw v.exception ();
}
catch (const odb::object_already persistent&)
{
cerr << p << ": duplicate id: " << objs[p].id () << endl;
}
catch (const odb::exception& e)
{
cerr << p << ™" << e.what () << endl;
}
}

}

If, however, all we want is to show the diagnostics to the user, then the string returned by the
what() function will contain the error information for each failed position. Here is what it
might look like (using Oracle as an example):

multiple exceptions, 4 elements attempted, 2 failed:
[0] object already persistent
[3] 1: ORA-00001: unique constraint (ODB_TEST.person_last_i) violated

Both databases that currently are capable of bulk operations return a total count of affected
rows rather than individual counts for each data set. This limitation prevents ODB from being

able to always determine which elements in the batch haven't affected any rows and, for the
update and erase operations, translate this tolfeet_not_persistent exceptions.

As a result, if some elements in the batch haven't affected any rows and ODB is unable to
determine exactly which ones, it will mark all the elements in this batch as "maybe not persis-
tent". That is, it will insert th@bject_not_persistent exception and set theaybe

flag for every position in the batch. The diagnostics string returnedhag() will also

reflect this situation, for example (assuming batch size of 3):

multiple exceptions, 4 elements attempted, 4 failed:
[0-2] (some) object not persistent
[3] object not persistent

The way to handle and recover from such "maybe failures" will have to be applica-
tion-specific. For example, for some applications the fact that some objects no longer exist in
the database when performing bulk erase might be an ignorable error. If, however, the appli-
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cation needs to determine exactly which elements in the batch have failed,|tizeif) a

call will be required for each element in the batch (or a query using a view to avoid loading all

the data members; Chapter 10, "Vigws"). This is also something to keep in mind when select-
ing the batch size since for larger sizes it will be more expensive (more loads to perform) to
handle such "maybe failures". If the failures are not uncommon, as is the case, for example,
when using optimistic concurrency, then it may make sense to use a smaller batch.

The lookup operatoroperator[] ) returnsNULL if the element at this position has no
exception. Note also that the returned valuelse _type*  and notodb::exception*
in order to provide access to taybe flag discussed above.

The multiple_exceptions class also provides access to the number of positions
attempted (thattempted() accessor) and failed (thailed() accessor). Note that the
failed count includes the "maybe failed" positions.

Themultiple_exceptions exception can also be fatal. If tfeal() accessor returns
true , then (some of) the exceptions were fatal. In this case, even for positions that did not
fail, no attempts were made to complete the operation and the transaction must be aborted.

If fatal() returns false, then the operation on the elements that don’t have an exception has
succeeded. The application can ignore the errors or try to correct the errors and re-attempt the
operation on the elements that did fail. In either case, the transaction can be committed.

An example of a fatal exception would be the situation where the execution of the underlying
statement failed summarily, without attempting any data sets, for instance, because of an error
in the statement itself.

The fatal() modifier allows you to "upgrade" an exception to fatal, for example, for
specific database error codes.
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PART Il DATABASE SYSTEMS

Part Il covers topics specific to the database system implementations and their support in
ODB. The first chapter in Part Il discusses how to use multiple database systems in the same
application. The subsequent chapters describe the system-sgatafiase classes as well

as the default mapping between basic C++ value types and native database types. Part Il
consists of the following chapters.

16 [Multii-Database Suppdrt

17 [MySOL Databade

18 [SQLite Databage

19 |PostgreSQL Databdse

20 [Oracle Database

21 [Microsoft SQL Server Databdse
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Some applications may need to access multiple database systems, either simultaneously or
one at a time. For example, an application may utilize an embedded database such as SQLite
as a local cache and use a client-server database such as PostgreSQL for more permanent but
slower to access remote storage. Or an application may need to be able to store its data in any
database selected at runtime by the user. Yet another scenario is the data migration from one
database system to another. In this case, multi-database support is only required for a short
period. It is also plausible that an application implements all three of these scenarios, that is, it
uses SQLite as a local cache, allows the user to select the remote database system, and
supports data migration from one remote database system to another.

ODB provides two types of multi-database suppsigtic anddynamic. With static support
we use the database system-specific interfaces to perform database operations. That is, instead

of usingodb::database , odb::transaction , or odb::query , we would use, for
exampleodb::sglite::database , odb::sqlite::transaction , or
odb::sqlite::query to access an SQLite database.

In contrast, withdynamic multi-database support we can use the common interface to access
any database without having to know which one it is. At runtime, ODB will automatically
dispatch a call on the common interface to the specific database implementation based on the
actualdatabase instance being used. In fact, this mechanism is very similar to C++ virtual
functions.

Both static and dynamic multi-database support have a different set of advantages and disad-
vantages which makes them more or less suitable for different use cases. Static support has
zero overhead compared to single-database support and allows us to use database
system-specific features, extensions, etc. At the same time, the code that we write will be tied
to the specific database system. As a result, this type of multi-database support is more suit-
able for situations where different parts of an application access different but specific database
systems. For example, using SQLite as a local cache most likely falls into this category since
we are using a specific database system (SQLite) and the code that will check the cache will
most likely (but not necessarily) be separate from the code that interact with the remote
database. Another example where static multi-database support might be more suitable is a
once-off data migration from one database system to another. In this case both the source and
target are specific database systems. In contrast, if data migration from one database system to
another is a general feature in an application, then dynamic multi-database support might be
more suitable.

The main advantage of dynamic multi-database support is the database system-independence
of the code that we write. The same application code will work with any database system
supported by ODB and the generated database support code can be packaged into separate
libraries and loaded dynamically by the application. The disadvantages of dynamic support
are slight overhead and certain limitations in functionality compared to static support (see
[Section 16.2, "Dynamic Multi-Database Suppgort" for details). As a result, dynamic
multi-database support is most suitable to situations where we need the same code to work
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with a range of database systems. For example, if your application must be able to store its
data in any database selected by the user, then dynamic support is probably the best option.

Note also that it is possible to mix and match static and dynamic support in the same applica-
tion. In fact, dynamic support is built on top of static support so it is possible to use the same
database system both "statically” and "dynamically". In particular, the ability to "drop down"
from dynamic to static support can be used to overcome the functionality limitations
mentioned above. Finally, single-database support is just a special case of static
multi-database support with a single database system.

By default ODB assumes single-database support. To enable multi-database support we use
the --multi-database (or-m) ODB compiler option. This option is also used to specify
the support typestatic ~ ordynamic . For example:

odb -m static ... person.hxx

With multi-database support enabled, we can now generate the database support code for
several database systems. This can be accomplished either with a single ODB compiler invo-
cation by specifying multiple-database  (or -d ) options or with multiple ODB compiler
invocations. Both approaches produce the same result, for example:

odb -m static -d common -d sqlite -d pgsql person.hxx

Is equivalent to:

odb -m static -d common person.hxx
odb -m static -d sglite person.hxx
odb -m static -d pgsql person.hxx

Notice that the firstd option hascommonas its value. This is not a real database system.
Rather, it instructs the ODB compiler to generate code that is common to all the database
systems and, in case of dynamic support, is also the common interfaces.

If you look at the result of the above commands, you will also notice changes in the output
file names. In the single-database mode the ODB compiler produces a single set of the
person-odb.?xx files which contain both the common as well as the database specific
generated code (since there is only one database system in use, there is no reason to split the
two). In contrast, in the multi-database mode plieson-odb.?xx  set of files contains the
common code while the database system-specific code is written to files in the form
person-odb-<db>.?xx . That is, person-odb-sqlite.?xx for SQLite,
person-odb-pgsql.?xx for PostgreSQL, etc.

If we need dynamic support for some databases and static for others, teemthencode

must be generated in the dynamic mode. For example, if we need static support for SQLite
and dynamic support for PostgreSQL and Oracle, then the ODB compiler invocations could
look like this:
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odb -m dynamic -d common person.hxx
odb -m static -d sglite person.hxx

odb -m dynamic -d pgsql person.hxx
odb -m dynamic -d oracle person.hxx

With multi-database support enabled, it is possible to restrict ODB pragmas to apply only to a
specific database system (unrestricted pragmas apply to all the databases). For example:

#pragma db object
class person

{

#pragma db pgsql:type("VARCHAR(128)") sqlite:type("TEXT")
std::string name_;

unsigned short age_;

#pragma db pgsgl index member(age_)
h

Above, the pragma for theame_ data member shows the use of a database prefix (for
examplepgsql: ) that only applies to the specifier that follows. The pragma that defines an
index on theage_ data member shows the use of a database prefix that applies to the whole
pragma. In this case the database name must immediately folloly #eyword.

Similar to pragmas, ODB compiler options that determine the kind (for example,
--schema-format ), names (for example;-odb-file-suffix ), or content (for
example, prologue and epilogue options) of the output files can be prefixed with the database
name. For example:

odb --odb-file-suffix common:-odb-common ...

Dynamic multi-database support requires consistent mapping across all the databases. That is,
the same classes and data members should be mapped to objects, simple/composite values,
etc., for all the databases. In contrast, static multi-database support does not have this restric-
tion. Specifically, with static support, some data members can be transient for some database
systems. Similarly, the same class (for exampdént ) can be mapped to a simple value in

one database (for example, to tA®OINT PostgreSQL type) and to a composite value in
another (for example, in SQLite, which does not have a built-in point type).

The following sections discuss static and dynamic multi-database support in more detail.

16.1 Static Multi-Database Support

With static multi-database support, instead of includmegson-odb.hxx , application
source code has to inclugeerson-odb-<db>.hxx header files corresponding to the
database systems that will be used.
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The application code has to also use database system-specific interfaces when performing
database operations. As an example, consider the following transaction in a single-database
application. It uses the common interfaces, that is, classes fraydltheamespace.

#include "person-odb.hxx"
odb::database& db = ...

typedef odb::query<person> query;
typedef odb::result<person> result;

odb::transaction t (db.begin ());
result r (db.query<person> (query::age < 30));

'azommit 0;

In an application that employs static multi-database support the same transaction for SQLite
would be rewritten like this:

#include "person-odb-sqlite.hxx"

odb::sqlite::database& db = ...

typedef odb::sqlite::query<person> query;
typedef odb::result<person> result;  // odb:: not odb::sqlite::

odb::sqlite::transaction t (db.begin ());
result r (db.query<person> (query::age < 30));

'azommit();
That is, the database , transaction , and query classes now come from the
odb::sqlite namespace instead ofib . Other classes that have database system-specific

interfaces areonnection , statement , andtracer . Note that all of them derive from
the corresponding common versions. It is also possible to use cotnamsaction
connection , andstatement classes with static support, if desired.

Notice that we didn't use thedb::sqlite namespace for theesult  class template.

This is becauseesult  is database system-independent. All other classes defined in names-
paceodb, except those specifically mentioned above, are database system-independent. In
particular, result , prepared_query , session , schema_catalog , and all the
exceptions are database system-independent.

Writing odb::sqlite:: before every name can quickly become burdensome. As we have
seen before, in single-database applications that use the common interface we can add the
using namespace  directive to avoid qualifying each name. For example:

#include "person-odb.hxx"

odb::database& db = ...

{
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using namespace odb::core;

typedef query<person> person_query;
typedef result<person> person_result;

transaction t (db.begin ());
person_result r (db.query<person> (person_query::age < 30));

t.commit ();

}

A similar mechanism is available in multi-database support. Each database runtime defines
the odb::<db>::core namespace that contains all the database system-independent
names as well as the database system-specific ones for this database. Here is how we can
rewire the above transaction using this approach:

#include "person-odb-sqlite.hxx"

odb::sqlite::database& db = ...

{

using namespace odb::sqlite::core;

typedef query<person> person_query;
typedef result<person> person_result;

transaction t (db.begin ());
person_result r (db.query<person> (person_query::age < 30));

t.commit ();

}

If the using namespace  directive cannot be used, for example, because the same code
fragment accesses several databases, then we can still make the namespace qualifications
more concise by assigning shorter aliases to database namespaces. For example:

#include "person-odb-pgsql.hxx"
#include "person-odb-sqlite.hxx"

namespace pg = odb::pgsql;
namespace sl = odb::sqlite;

pg::database& pg_db = ...
sl::database& sl_db = ...

typedef pg::query<person> pg_query;
typedef sl::query<person> sl_query;
typedef odb::result<person> result;

[l First check the local cache.

1

odb::transaction t (sl_db.begin ()); // Note: using common transaction.
result r (sl_db.query<person> (sl_query::age < 30));
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/l'If no hits, try the remote database.
1

i{f (r.empty ())

t.commit (); // End the SQLite transaction.
t.reset (pg_db.begin ()); // Start the PostgreSQL transaction.

r = pg_db.query<person> (pg_query::age < 30);
}

/I Handle the result.
1

t.commit ();

With static multi-database support we can make one of the databases the default database with
the --default-database option. The default database can be accessed via the common
interface, just like with single-database support. For example:

odb -m static -d common -d pgsql -d sqlite --default-database pgsql ...

The default database mechanism can be useful when one of the databases is primary or when
retrofitting multi-database support into an existing single-database application. For example,

if we are adding SQLite as a local cache into an existing application that uses PostgreSQL as
its only database, then by making PostgreSQL the default database we avoid having to change
all the existing code. Note that if dynamic multi-database support is enabled, then the
common (dynamic) interface is always made the default database.

16.2 Dynamic Multi-Database Support

With dynamic multi-database support, application source code only needs to include the
person-odb.hxx header file, just like with single-database support. In particular, we don’t
need to include any of theerson-odb-<db>.hxx files unless we would also like to use
certain database systems in the static multi-database mode.

When performing database operations, the application code uses the common interfaces from
the odb namespace, just like with single-database support. As an example, consider a func-
tion that can be used to load an object either from a local SQLite cache or a remote Post-
greSQL database (in reality, this function can be used with any database system support by
ODB provided we generated the database support code for this database and linked it into our
application):

#include "person-odb.hxx"

std::unique_ptr<person>

load (odb::database& db, const std::string& name)

{
odb::transaction t (db.begin ());
std::unique_ptr<person> p (db.find (name));
t.commit ();
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return p;

}

odb::pgsql::database& pg_db = ...
odb::sqlite::database& sl_db = ...

/I First try the local cache.
1
std::unique_ptr<person> p (load (sl_db, "John Doe"));

I/l If not found, try the remote database.
1

if (b0 == 0)
p = load (pg_db, "John Doe");

As you can see, we can use dynamic multi-database support just like single-database support
except that now our code can work with different database systems. Note, however, one
difference: with single-database support we could perform database operations using either
the common odb::database or a database system-specific (for example,
odb::sqglite::database ) interface with the same effect. In contrast, with dynamic
multi-database support, the use of the database system-specific interface results in the switch
to the static mode (for which, as was mentioned earlier, we would need to include the corre-
spondingperson-odb-<db>.hxx header file). As we will discuss shortly, switching from
dynamic to static mode can be used to overcome limitations imposed by dynamic
multi-database support.

Dynamic multi-database support has certain overheads and limitations compared to static
support. For database operations, the generated code maintains function tables that are used to
dispatch calls to the database system-specific implementations. In single-database and static
multi-database support, tlgpiery type implements a thin wrapper around the underlying
database system'SELECT statement. With dynamic multi-database support, because the
underlying database system is only known at query execution (or preparation) time, the
query type stores a database system-independent representation of the query that is then
translated to the database system-specific form. Because of this database system-independent
representation, dynamic support queries have a number of limitations. Specifically, dynamic
gueries do not support parameter binding in native query fragments. They also make copies of
by-value parameterd (by-reference parameters can be used to remove this overhead). Finally,
parameters of array types (for examplear[256] ) can only be bound by-reference.

As we mentioned earlier, switching from dynamic to static mode can be an effective way to
overcome these limitations. As an example, consider a function that prints the list of people of
a certain age. The caller also specified the limit on the number of entries to print. Some
database systems, for example, PostgreSQL, allow us to propagate this limit to the database
server with theLIMIT clause. To add this clause we would need to construct a native query
fragment and, as we discussed above, we won’'t be able to bind a parameter (the limit) while
in the dynamic mode. The following implementation shows how we can overcome this by
switching to the static mode and using the PostgreSQL-specific interface:
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#include "person-odb.hxx"
#include "person-odb-pgsql.hxx" // Needed for static mode.

void
print (odb::database& db, unsigned short age, unsigned long limit)

typedef odb::query<person> query;
typedef odb::result<person> result;

odb::transaction t (db.begin ());

query g (query::age == age);
result r;

if (db.id () == odb::id_pgsq]l)
{

/[ We are using PostgreSQL. Drop down to the static mode and
/[ add the LIMIT clause to the query.

i

namespace pg = odb::pgsql;

typedef pg::query<person> pg_query;

pg::database& pg_db (static_cast<pg::database&> (db));
pg_query pg_g (pg_query (q) + "LIMIT" + pg_query::_val (limit));
r = pg_db.query<person> (pg_q);

}

else
r = db.query<person> (q);

/I Handle the result up to the limit elements.
1

t.commit ();

}

odb::pgsql::database& pg_db = ...
odb::sqlite::database& sl_db = ...

print (sl_db, 30, 100);
print (sl_db, 30, 100);

A few things to note about this example. First, we used#tabase::id() function to
determine the actual database system we use. This function has the following signature:

namespace odb

{

enum database_id

{
id_mysql,
id_sqlite,
id_pgsaql,
id_oracle,
id_mssql,
id_common
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3

class database

{
public:

database_id
id () const;
}
}

Note thatdatabase::id() can never return thd_common value.

The other thing to note is how we translate the dynamic query to the database system-specific
one (thepg_query (q) expression). Evergdb::<db>::query class provides such a
translation constructor.

16.2.2 Dynamic Loading of Database Support Code

With dynamic multi-database support, the generated database support code automatically
registers itself with the function tables that we mentioned earlier. This makes it possible to
package the generated code for each database into a separate dynamic-link library (Windows
DLL) or dynamic shared object (Unix DSO; collectively referred to as DLLs from now on)
and load/unload them from the application dynamically using APIs such as \AWoa82i-

brary() or POSIXdlopen() . This allows the application address space to contain code
only for database systems that are actually needed in any particular moment. Another advan-
tage of this approach is the ability to distribute individual database system support separately.

This section provides an overview of how to package the generated database support code into
DLLs for both Windows and Unix using GNU/Linux as an example. Note also that if static
multi-database support is used for a particular database system, then the dynamic loading
cannot be used for this database. It is, however, still possible to package the generated code
into a DLL but this DLL will have to be linked to the executable at link-time rather than at
runtime. If dynamic loading is desirable in this situation, then another alternative would be to
package the functionality that requires static support together with the database support code
into the DLL and import this functionality dynamically using tGetProcAddress()

(Win32) ordlsym()  (Unix) function.

The first step in packaging the generated code into DLLs is to set up the symbol exporting.
This step is required for Windows DLLs but is optional for Unix DSOs. Most modern Unix
systems (such as GNU/Linux) provide control over symbol visibility, which is a mechanism
similar to Windows symbol exporting. Notable advantages of using this mechanism to explic-
itly specify which symbols are visible include smaller Unix DSOs and faster load times. If,
however, you are not planning to control symbol visibility on Unix, then you can skip directly
to the second step below.
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An important point to understand is that we only need to export the common interface, that is,
the classes defined in tiperson-odb.hxx header. In particular, we don’t need to export

the database system-specific classes defined petts®n-odb-<db>.hxx , unless we are

also using this database in the static mode (in which case, the procedure described below will
need to be repeated for that database as well).

The ODB compiler provides two command line optionsgxport-symbol and
--extern-symbol , which can be used to insert the export and extern macros in all the
necessary places in the generated header file. You are probably familiar with the concept of
export macro which expands to an export directive if we are building the DLL and to an
import directive if we are building client code. The extern macro is a supplementary mecha-
nism which is necessary to export explicit template instantiations used by the generated code
when query support is enabled. As we will see shortly, the extern macro must expand into the
extern C++ keyword in certain situations and must be left undefined in others. To manage
all these macro definitions, it is customary to create the so called export header. Based on a
single macro that is normally defined in the project file or on the command line and which
indicates whether we are building the DLL or client code, the export header file sets the
export and extern macros to their appropriate values. Continuing with our person example, on
Windows the export header, which we will gadirson-export.hxx , could look like this:

/I person-export.hxx

1

/I Define PERSON_BUILD_DLL if we are building the DLL. Leave it
// undefined in client code.

1

#ifndef PERSON_EXPORT_HXX

#define PERSON_EXPORT_HXX

#ifdef PERSON_BUILD_DLL

# define PERSON_EXPORT __declspec(dllexport)
#else

# define PERSON_EXPORT __declspec(dllimport)
# define PERSON_EXTERN extern

#endif

#endif // PERSON_EXPORT_HXX

The equivalent export header for GCC on GNU/Linux is shown below. Note also that on
GNU/Linux, by default, all symbols are visible and we need to add the -Bbil-

ity=hidden  option to make them hidden by default.

Il person-export.hxx

I

#ifndef PERSON_EXPORT_HXX

#define PERSON_EXPORT_HXX

#define PERSON_EXPORT __ attribute__ ((visibility ("default")))
#define PERSON_EXTERN extern

#endif // PERSON_EXPORT_HXX
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Next we need to export thgerson persistent class using the export macro and re-compile

our person.hxx  file with the --export-symbol and --extern-symbol options.
We will also need to include person-export.hxx into the generated
person-odb.hxx file. For that we use thehxx-prologue option. Here is how we

can do this with multiple invocations of the ODB compiler:

odb -m dynamic -d common --hxx-prologue "#include \"person-export.hxx\"" \
--export-symbol PERSON_EXPORT --extern-symbol PERSON_EXTERN person.hxx

odb -m dynamic -d sqlite person.hxx
odb -m dynamic -d pgsql person.hxx

It is also possible to achieve the same with a single invocation. Here we need to restrict some
option values to apply only to ttemmondatabase:

odb -m dynamic -d common -d sqlite -d pgsql \

--hxx-prologue "common:#include \"person-export.hxx\"" \

--export-symbol common:PERSON_EXPORT --extern-symbol common:PERSON_EXTERN \
person.hxx

The second step in packaging the generated code into DLLs is to decide where to place the
generated common interface code. One option is to place it into a DLL of its own so that we

will end up with (replace*.dll with lib*.so for Unix): person.dll plus
person-sqlite.dll andperson-pgsql.dll , which both link toperson.dll , as
well as person.exe , which links to person.dll and dynamically loads
person-sqlite.dll and/orperson-pgsql.dll . If this is the organization that you

prefer, then the next step is to build all the DLLs as you normally would any other DLL,
placingperson-odb.cxx andperson.cxx intoperson.dll

person-odb-sglite.cxx into person-sqlite.dll , etc. Note that in the pure
dynamic multi-database suppogerson-sqlite.dll and person-pgsql.dil do

not export any symbols.

We can improve on the above organization by getting riges$on.dll  , which is not

really necessary unless we have multiple executables sharing the same database support. To
achieve this, we will placperson-odb.cxx into person.exe  and export its symbols

from the executable instead of a DLL. Exporting symbols from an executable is a seldom used
functionality, especially on Windows, however, it is well supported on both Windows and
most Unix platforms. Note also that this approach won't work if we also use one of the
databases in the static mode.

On Windows all we have to do is plagerson-odb.cxx into the executable and compile

it as we would in a DLL (that is, with thEERSON_BUILD_DLLmacro defined). If
Windows linker detects that an executable exports any symbols, then it will automatically
create the corresponding import librapefson.lib in our case). We then use this import
library to buildperson-sqlite.dll andperson-pgsql.dli as before.

To export symbols from an executable on GNU/Linux all we need to do is add the
-rdynamic  option when linking our executable.
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To generate support code for the MySQL database you will need to pass the
"--database mysql " (or "-d mysql ") option to the ODB compiler. Your application

will also need to link to the MySQL ODB runtime libraryibpdb-mysqgl ). All
MySQL-specific ODB classes are defined in titb::mysgl  namespace.

17.1 MySQL Type Mapping

The following table summarizes the default mapping between basic C++ value types and
MySQL database types. This mapping can be customized on the per-type and per-member
basis using the ODB Pragma Language (Chapter 14, "ODB Pragma Lafpguage").

C++ Type MySQL Type Default NULL Semantics
bool TINYINT(1) NOT NULL
char CHAR(1) NOT NULL
signed char TINYINT NOT NULL
unsigned char TINYINT UNSIGNED | NOT NULL
short SMALLINT NOT NULL
unsigned short SMALLINT UNSIGNED| NOT NULL
int INT NOT NULL
unsigned int INT UNSIGNED NOT NULL
long BIGINT NOT NULL
unsigned long BIGINT UNSIGNED NOT NULL
long long BIGINT NOT NULL
unsigned long long BIGINT UNSIGNED NOT NULL
float FLOAT NOT NULL
double DOUBLE NOT NULL
std::string TEXT/VARCHAR(255) | NOT NULL
char[N] VARCHAR(N-1) NOT NULL

It is possible to map thehar C++ type to an integer database type (for exanTpYINT )
using thedb type pragmal(Section 14.4.3ype ).
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Note that thestd::string type is mapped differently depending on whether a member of
this type is an object id or not. If the member is an object id, then for this member
std::string is mapped to th# ARCHAR(255) MySQL type. Otherwise, it is mapped to
TEXT.

Additionally, by default, C++ enums and C++11 enum classes are automatically mapped to
suitable MySQL types. Contiguous enumerations with the zero first enumerator are mapped to
the MySQLENUMype. All other enumerations are mapped to the MySQL types correspond-
ing to their underlying integral types (see table above). In both cases the Néfhlkeman-

tics iSNOT NULL For example:

enum color {red, green, blue};

enum class taste: unsigned char

{

bitter = 1, // Non-zero first enumerator.
sweet,

sour =4, /I Non-contiguous.

salty

%

#pragma db object
class object

{

color color_; // Mapped to ENUM ('red’, 'green’, 'blue’) NOT NULL.
taste taste_; // Mapped to TINYNT UNSIGNED NOT NULL.

%

It is also possible to add support for additional MySQL types, such as geospatial types. For
more information, refer §o Section 14.8, "Database Type Mapping Prggmas".

17.1.1 String Type Mapping

The MySQL ODB runtime library provides support for mapping #td::string :
char[N] , andstd::array<char, N> types to the MySQICHAR VARCHARTEXT,
NCHAR and NVARCHARypes. However, these mappings are not enabled by default (in
particular, by defaultstd::array will be treated as a container). To enable the alternative
mappings for these types we need to specify the database type explicitly usibgype
pragma((Section 14.4.3ype "), for example:

#pragma db object
class object

{

#pragma db type("CHAR(2)")
char state_[2];

#pragma db type("VARCHAR(128)")
std::string name_;
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Alternatively, this can be done on the per-type basis, for example:
#pragma db value(std::string) type("VARCHAR(128)")

#pragma db object
class object

{

std::string name_; // Mapped to VARCHAR(128).
h

Thechar[N] andstd::array<char, N> values may or may not be zero-terminated.
When extracting such values from the database, ODB will append the zero terminator if there
is enough space.

17.1.2 Binary Type Mapping

The MySQL ODB runtime library provides support for mapping the

std::vector<char> , Std::vector<unsigned char> , char[N] ,

unsigned char[N] , Std::array<char, N> , and std::array<unsigned

char, N> types to the MySQIBINARY, VARBINARY andBLOBtypes. However, these
mappings are not enabled by default (in particular, by defatdt,:vector and

std::array will be treated as containers). To enable the alternative mappings for these
types we need to specify the database type explicitly usindltiigpe pragma[(Sectidn
[14.4.3, type "), for example:

#pragma db object
class object

{
#pragma db type("BLOB")
std::vector<char> buf_;

#pragma db type("BINARY(16)")
unsigned char uuid_[16];

I3
Alternatively, this can be done on the per-type basis, for example:

typedef std::vector<char> buffer;
#pragma db value(buffer) type("BLOB")

#pragma db object

class object

{

buffer buf_; // Mapped to BLOB.
3
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Note also that in native queries (Chapter 4, "Querying the DatabebeljN] and
std::array<char, N> parameters are by default passed as a string rather than a binary.
To pass such parameters as a binary, we need to specify the database type explicitly in the
_val() /_ref() -calls. Note also that we don’'t need to do this for the integrated queries, for
example:

char u[16] ={...};

db.query<object> ("uuid =" + query::_val<odb::mysql::id_blob> (u));
db.query<object> (query::uuid == query::_ref (u));

17.2 MySQL Database Class

The MySQLdatabase class has the following interface:

namespace odb

{

namespace mysq|

{

class database: public odb::database
{
public:
database (const char* user,
const char* passwd,
const char* db,
const char* host = 0,
unsigned int port = 0,
const char* socket = 0,
const char* charset = 0,
unsigned long client_flags = 0,
std::[auto|unique]_ptr<connection_factory> = 0);

database (const std::string& user,
const std::string& passwd,
const std::string& db,

unsigned int port = 0,

const std::string* socket = 0,

const std::string& charset =",

unsigned long client_flags = 0,
std::[auto|unique]_ptr<connection_factory> = 0);

database (const std::string& user,
const std::string* passwd,
const std::string& db,
const std::string& host =™,
unsigned int port = 0,
const std::string* socket = 0,
const std::string& charset =",
unsigned long client_flags = 0,
std::[auto|unique]_ptr<connection_factory> = 0);

database (const std::string& user,
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const std::string& passwd,
const std::string& db,

const std::string& host,
unsigned int port,

const std::string& socket,
const std::string& charset =",
unsigned long client_flags = 0,

std::[auto|unique]_ptr<connection_factory> = 0);

database (const std::string& user,
const std::string* passwd,
const std::string& db,
const std::string& host,
unsigned int port,
const std::string& socket,
const std::string& charset =",
unsigned long client_flags = 0,

std::[auto|unique]_ptr<connection_factory> = 0);

database (int& argc,
char* argv(],
bool erase = false,
const std::string& charset =",
unsigned long client_flags = 0,

std::[auto|unique]_ptr<connection_factory> = 0);

static void
print_usage (std::ostream&);

public:
const char*
user () const;

const char*
password () const;

const char*
db () const;

const char*
host () const;

unsigned int
port () const;

const char*
socket () const;

const char*
charset () const;

unsigned long
client_flags () const;

public:
connection_ptr
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connection ();

h
}

}

You will need to include thecodb/mysql/database.hxx> header file to make this
class available in your application.

The overloadedatabase constructors allow us to specify MySQL database parameters that
should be used when connecting to the database. In MyBQIL and an empty string are
treated as the same values for all the string parameters passptord andsocket .

Thecharset argument allows us to specify the client character set, that is, the character set
in which the application will encode its text data. Note that this can be different from the
MySQL server character set. If this argument is not specified or is empty, then the default
MySQL client character set is used, normédignl . Commonly used values for this argu-
ment ardatinl  (equivalent to Windows cp1252 and similar to ISO-8859-1)uf&d . For

other possible values as well as more information on character set support in MySQL, refer to
the MySQL documentation.

Theclient_flags argument allows us to specify various MySQL client library flags. For
more information on the possible values, refer to the MySQL C API documentation. The
CLIENT_FOUND_ROWS8ag is always set by the MySQL ODB runtime regardless of
whether it was passed in thigent_flags argument.

The last constructor extracts the database parameters from the command line. The following
options are recognized:

--user <login>
--password <password>
--database <name>
--host <host>

--port <integer>
--socket <socket>
--options-file <file>

The --options-file option allows us to specify some or all of the database options in a
file with each option appearing on a separate line followed by a space and an option value.

If the erase argument to this constructor is true, then the above options are removed from
theargv array and thergc count is updated accordingly. This is primarily useful if your
application accepts other options or arguments and you would like to get the MySQL options
out of theargv array.

This constructor throws thedb::mysql::cli_exception exception if the MySQL
option values are missing or invalid. See segtion Section 17.4, "MySOL Excefptions" for more
information on this exception.
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The staticprint_usage() function prints the list of options with short descriptions that
are recognized by this constructor.

The last argument to all of the constructors is a pointer to the connection factory. In
C++98/03, it isstd::auto_ptr while in C++11std::unique_ptr Is used instead. If

we pass a nohULL value, the database instance assumes ownership of the factory instance.
The connection factory interface as well as the available implementations are described in the
next section.

The set of accessor functions following the constructors allows us to query the parameters of
thedatabase instance.

The connection() function returns a pointer to the MySQL database connection encapsu-

lated by the odb::mysqgl::connection class. For more information on
mysql::connection , refer to|Section 17.3, "MySQL Connection and Connection
[Factoryt.

17.3 MySQL Connection and Connection Factory

Themysql::connection class has the following interface:

namespace odb

{

namespace mysq|

{

class connection: public odb::connection
{
public:

connection (databaseg&);

connection (database&, MYSQL¥);

MYSQL*
handle ();
¥

typedef details::shared_ptr<connection> connection_ptr;

}
}

For more information on thedb::connection interface, refer tp Section 3.6, "Connec-
ftions]. The first overloadedhysgl::connection constructor establishes a new MySQL
connection. The second constructor allows us to creatareection  instance by providing

an already connected native MySQL handle. Note thatdhaection instance assumes
ownership of this handle. Thendle() accessor returns the MySQL handle corresponding
to the connection.

Themysql::connection_factory abstract class has the following interface:
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namespace odb

{

namespace mysq|l

{

class connection_factory

{
public:
virtual void
database (database&) = 0;

virtual connection_ptr

connect () = 0;

h
}

}

Thedatabase() function is called when a connection factory is associated with a database
instance. This happens in thedb::mysql::database class constructors. The
connect()  function is called whenever a database connection is requested.

The two implementations of tlennection_factory interface provided by the MySQL
ODB runtime arenew_connection_factory and connection_pool_factory

You will need to include theodb/mysql/connection-factory.hxx> header file to
make theconnection_factory interface and these implementation classes available in
your application.

The new_connection_factory class creates a new connection whenever one is
requested. When a connection is no longer needed, it is released and closed. The
new_connection_factory class has the following interface:
namespace odb
{
namespace mysq|
{
class new_connection_factory: public connection_factory
{
public:
new_connection_factory ();
3
b
The connection_pool_factory class implements a connection pool. It has the follow-

ing interface:

namespace odb

{

namespace mysq|l

{

class connection_pool_factory: public connection_factory

{
public:
connection_pool_factory (std::size_t max_connections = 0,
std::size_t min_connections = 0,
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bool ping = true);

protected:
class pooled_connection: public connection

{

public:

pooled_connection (database_type&);
pooled_connection (database_type&, MYSQL*);

g

typedef details::shared_ptr<pooled_connection> pooled_connection_ptr;

virtual pooled_connection_ptr
create ();

b
k

The max_connections  argument in theconnection_pool_factory constructor
specifies the maximum number of concurrent connections that this pool factory will maintain.
Similarly, the min_connections argument specifies the minimum number of available
connections that should be kept open. Py argument specifies whether the factory
should validate the connection before returning it to the caller.

Whenever a connection is requested, the pool factory first checks if there is an unused connec-
tion that can be returned. If there is none, the pool factory checksatheconnections

value to see if a new connection can be created. If the total number of connections maintained
by the pool is less than this value, then a new connection is created and returned. Otherwise,
the caller is blocked until a connection becomes available.

When a connection is released, the pool factory first checks if there are blocked callers
waiting for a connection. If so, then one of them is unblocked and is given the connection.
Otherwise, the pool factory checks whether the total number of connections maintained by the
pool is greater than thmin_connections value. If that's the case, the connection is
closed. Otherwise, the connection is added to the pool of available connections to be returned
on the next request. In other words, if the number of connections maintained by the pool
exceedsnin_connections  and there are no callers waiting for a new connection, then the
pool will close the excess connections.

If the max_connections  value is 0, then the pool will create a new connection whenever
all of the existing connections are in use. Ifthie_connections  value is 0, then the pool
will never close a connection and instead maintain all the connections that were ever created.

Connection validation (thping argument) is useful if your application may experience long
periods of inactivity. In such cases the MySQL server may close network connections that
have been inactive for too long. If during connection validation the pool factory detects that
the connection has been terminated, it silently closes it and tries to find or create another
connection instead.
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The create()  virtual function is called whenever the pool needs to create a new connec-
tion. By deriving from theconnection_pool_factory class and overriding this func-
tion we can implement custom connection establishment and configuration.

If you passNULL as the connection factory to one of thegabase constructors, then the
connection_pool_factory instance will be created by default with the min and max
connections values set @and connection validation enabled. The following code fragment
shows how we can pass our own connection factory instance:

#include <odb/database.hxx>

#include <odb/mysql/database.hxx>
#include <odb/mysql/connection-factory.hxx>

int
main (int argc, char* argv[])

{
auto_ptr<odb::mysql::connection_factory> f (
new odb::mysql::connection_pool_factory (20));

auto_ptr<odb::database> db (
new mysql::database (argc, argv, false, 0, f));

}

17.4 MySQL Exceptions

The MySQL ODB runtime library defines the following MySQL-specific exceptions:

namespace odb

{

namespace mysq|

class database_exception: odb::database_exception

{

public:
unsigned int
error () const;

const std::string&
sqlstate () const;

const std::string&
message () const;

virtual const char*
what () const throw ();

h

class cli_exception: odb::exception

{
public:
virtual const char*
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what () const throw ();

h
}

}

You will need to include theodb/mysqgl/exceptions.hxx> header file to make these
exceptions available in your application.

The odb::mysql::database_exception Is thrown if a MySQL database operation
fails. The MySQL-specific error information is accessible viaetver() , sqlstate() :

and message() functions. All this information is also combined and returned in a
human-readable form by théhat() function.

The odb::mysql::cli_exception is thrown by the command line parsing constructor
of theodb::mysql::database class if the MySQL option values are missing or invalid.
Thewhat() function returns a human-readable description of an error.

17.5 MySQL Limitations

The following sections describe MySQL-specific limitations imposed by the current MySQL
and ODB runtime versions.

17.5.1 Foreign Key Constraints

ODB relies on standard SQL behavior which requires that foreign key constraints checking is
deferred until the transaction is committed. The only behaviors supported by MySQL are to
either check such constraints immediately (InnoDB engine) or to ignore foreign key
constraints altogether (all other engines). As a result, by default, schemas generated by the
ODB compiler for MySQL have foreign key definitions commented out. They are retained
only for documentation.

You can override the default behavior and instruct the ODB compiler to generate
non-deferrable foreign keys by specifying thefkeys-deferrable-mode
not_deferrable ODB compiler option. Note, however, that in this case the order in
which you persist, update, and erase objects within a transaction becomes important.

17.6 MySQL Index Definitions

When theindex pragma [(Section 14.7, "Index Definition Pragmas") is used to define a
MySQL index, theype clause specifies the index type (for examplRJQUE FULLTEXT,
SPATIAL), the method clause specifies the index method (for examBlEREE HASH,

and theoptions clause is not used. The column options can be used to specify column
length limits and the sort order. For example:

314 C++ Object Persistence with ODB Revision 2.4, February 2015



17.7 MySQL Stored Procedures

#pragma db object
class object

{

std::string name_;

#pragma db index method("HASH") member(name_, "(100) DESC")
3

17.7 MySQL Stored Procedures

ODB native views|(Section 10.6, "Native Vieys") can be used to call MySQL stored proce-
dures. For example, assuming we are usingénson class from Chapter 2, "Hello World
[Example] (and the correspondipgrson table), we can create a stored procedure that given
the min and max ages returns some information about all the people in that range:

CREATE PROCEDURE person_range (
IN min_age SMALLINT,
IN max_age SMALLINT)
BEGIN
SELECT age, first, last FROM person
WHERE age >= min_age AND age <= max_age;
END

Given the above stored procedure we can then define an ODB view that can be used to call it
and retrieve its result:

#pragma db view query("CALL person_range((?))")
struct person_range

{

unsigned short age;
std::string first;
std::string last;

h

The following example shows how we can use the above view to print the list of people in a
specific age range:

typedef odb::query<person_range> query;
typedef odb::result<person_range> result;

transaction t (db.begin ());
result r (
db.query<person_range> (

query::_val (1) +"," + query::_val (18)));

for (result::iterator i (r.begin ()); i = r.end (); ++i)
cerr << i->first << " " << i->last << " " << i->age << end|;

t.commit ();
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Note that as with all native views, the order and types of data members must match those of
columns in theSELECTIist inside the stored procedure.

There are also a number of limitations when it comes to support for MySQL stored proce-
dures in ODB views. First of all, you have to use MySQL server and client libraries version
5.5.3 or later since this is the version in which support for calling stored procedures with
prepared statements was first added iftlysqgl_stmt_next_result() function).

In MySQL, a stored procedure can produce multiple results. For example, if a stored proce-
dure executes sevel@ELECTstatements, then the result of calling such a procedure consists
of two row sets, one for ea@ELECTstatement. Additionally, if the procedure has @yT

or INOUT parameters, then their values are returned as an additional special row set contain-
ing only a single row. Because such multiple row sets can contain varying number and type of
columns, they cannot be all extracted into a single view. As a result, an ODB view will only
extract the data from the first row set and ignore all the subsequent ones.

In particular, this means that we can use an ODB view to extract the valuesQif Tteand
INOUT parameters provided that the stored procedure does not generate any other row sets.
For example:

CREATE PROCEDURE person_min_max_age (

OUT min_age SMALLINT,

OUT max_age SMALLINT)
BEGIN

SELECT MIN(age), MAX(age) INTO min_age, max_age FROM person;
END

#pragma db view query("CALL person_min_max_age((?))")
struct person_min_max_age

{

unsigned short min_age;

unsigned short max_age;

}1
typedef odb::query<person_min_max_age> query;
transaction t (db.begin ());

/l We know this query always returns a single row, so use query_value().
/[ We have to pass dummy values for OUT parameters.
1
person_min_max_age mma (
db.query_value<person_min_max_age> (

query::_val (0) + "," + query::_val (0)));

cerr << mma.min_age << "" << mma.max_age << endl;

t.commit ();
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Another limitation that stems from having multiple results is the inability to cache the result
of a stored procedure call. In other words, a MySQL stored procedure call always produces an
uncached query result (Section 4.4, "Query Rgsult").
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To generate support code for the SQLite database you will need to pass the
"--database sqlite " (or "-d sqlite ") option to the ODB compiler. Your applica-

tion will also need to link to the SQLite ODB runtime librafibddb-sqlite ). All
SQLite-specific ODB classes are defined indlde::sqlite namespace.

18.1 SQLite Type Mapping

The following table summarizes the default mapping between basic C++ value types and
SQLite database types. This mapping can be customized on the per-type and per-member
basis using the ODB Pragma Language (Chapter 14, "ODB Pragma Lafpguage").

C++ Type SQLite Type | Default NULL Semantics
bool INTEGER NOT NULL
char TEXT NOT NULL
signed char INTEGER | NOT NULL
unsigned char INTEGER | NOT NULL
short INTEGER NOT NULL
unsigned short INTEGER | NOT NULL
int INTEGER NOT NULL
unsigned int INTEGER |NOT NULL
long INTEGER NOT NULL
unsigned long INTEGER | NOT NULL
long long INTEGER | NOT NULL
unsigned long long INTEGER | NOT NULL
float REAL NULL
double REAL NULL
std::string TEXT NOT NULL
char[N] TEXT NOT NULL
std::wstring (Windows only) TEXT NOT NULL
wchar_t[N] (Windows only) TEXT NOT NULL
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It is possible to map thehar C++ type to thdNTEGER SQLite type using thdb type
pragma((Section 14.4.3ype ").

SQLite represents tiéaNFLOATvalue as &ULL value. As a result, columns of tfeat

and double types are by default declared H&/LL However, you can override this by
explicitly declaring them adlOT NULL with the db not_null pragma|(Section 14.4.5,
['null/not_null ").

Additionally, by default, C++ enums and C++11 enum classes are automatically mapped to
the SQLiteNTEGERtype with the defaulNULL semantics beinOT NULL For example:

enum color {red, green, blue};
enum class taste: unsigned char

{
bitter = 1,
sweet,
sour = 4,
salty

3

#pragma db object
class object

{

color color_; // Automatically mapped to INTEGER.
taste taste_; // Automatically mapped to INTEGER.

g

Note also that SQLite only operates with signed integers and the largest value that an SQLite
database can store is a signed 64-bit integer. As a result, gueatgned long and
unsigned long long values will be represented in the database as negative values.

It is also possible to add support for additional SQLite types, subltUMERIC For more
information, refer tp Section 14.8, "Database Type Mapping Pragmas".

18.1.1 String Type Mapping

The SQLite ODB runtime library provides support for mappingsige:array<char,

N> and, on Windowsstd::array<wchar_t, N> types to the SQLIteTEXT type.
However, this mapping is not enabled by default (in particular, by dedtditiarray will

be treated as a container). To enable the alternative mapping for this type we need to specify
the database type explicitly using tlb type pragma [(Section 14.4.3type "), for
example:
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#pragma db object
class object

{

#pragma db type("TEXT")
std::array<char, 128> name_;

}1
Alternatively, this can be done on the per-type basis, for example:

typedef std::array<char, 128> name_type;
#pragma db value(name_type) type("TEXT")

#pragma db object

class object

{

name_type name_; // Mapped to TEXT.

}1
Thechar[N] , std::array<char, N> ,wchar_t[N] ,and
std::array<wchar_t, N> values may or may not be zero-terminated. When extracting

such values from the database, ODB will append the zero terminator if there is enough space.

18.1.2 Binary Type Mapping

The SQLite ODB runtime library provides support for mappingstievector<char> :
std::vector<unsigned char> , char[N] ,unsigned char[N] ,

std::array<char, N> , and std::array<unsigned char, N> types to the
SQLite BLOBtype. However, these mappings are not enabled by default (in particular, by
default, std::vector and std::array will be treated as containers). To enable the
alternative mappings for these types we need to specify the database type explicitly using the
db type pragmal(Section 14.4.3ybe "), for example:

#pragma db object
class object

{

#pragma db type("BLOB")
std::vector<char> buf_;
#pragma db type("BLOB")
unsigned char uuid_[16];

5

Alternatively, this can be done on the per-type basis, for example:

320 C++ Object Persistence with ODB Revision 2.4, February 2015



typedef std::vector<char> buffer;
#pragma db value(buffer) type("BLOB")

#pragma db object
class object

{

%

buffer buf_; // Mapped to BLOB.

18.2 SQLite Database Class

Note also that in native queries (Chapter 4, "Querying the DatabebeljN] and

std::array<char, N>

parameters are by default passed as a string rather than a binary.

To pass such parameters as a binary, we need to specify the database type explicitly in the

_val()

/_ref()

example:

char u[l6] ={...};

db.query<object> ("uuid =" + query::_val<odb::sqlite::id_blob> (u));

db.query<object> (query::uuid == query::_ref (u));

18.2 SQLite Database Class

The SQLitedatabase class has the following interface:

namespace odb

{

namespace sqglite

class database: public odb::database

{

public:

database (const std::string& name,

int flags = SQLITE_OPEN_READWRITE,

bool foreign_keys = true,

const std::string& vfs =",
std::[auto|unique]_ptr<connection_factory> = 0);

#ifdef _WIN32
database (const std::wstring& name,

#endif

int flags = SQLITE_OPEN_READWRITE,
bool foreign_keys = true,

std::[auto|unique]_ptr<connection_factory> = 0);

database (int& argc,

char* argv[],

bool erase = false,

int flags = SQLITE_OPEN_READWRITE,
bool foreign_keys = true,
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std::[auto|unique]_ptr<connection_factory> = 0);

static void
print_usage (std::ostream&);

public:
const std::string&
name () const;

int
flags () const;

public:
transaction
begin_immediate ();

transaction
begin_exclusive ();

public:

connection_ptr

connection ();

h
}

}

You will need to include th&odb/sqlite/database.hxx> header file to make this
class available in your application.

The first constructor opens the specified SQLite databasendrne argument is the database

file name to open in the UTF-8 encoding. If this argument is empty, then a temporary, on-disk
database is created. If this argument is inemory: special value, then a temporary,
in-memory database is created. Tlags argument allows us to specify SQLite opening
flags. For more information on the possible values, refer tosfiee3_open_v2()

function description in the SQLite C APl documentation. Ttreign_keys argument
specifies whether foreign key constraints checking should be enablegd. See Section 18.5.3,
['Foreign Key Constraints" for more information on foreign keys. Wke argument specifies

the SQLite virtual file system module that should be used to access the database. If this argu-
ment is empty, then the default vfs module is used. Again, refer to the
sqlite3_open_v2() function documentation for detail.

The following example shows how we can opentdst.db  database in the read-write
mode and create it if it does not exist:

auto_ptr<odb::database> db (
new odb::sqlite::database (
"test.db",
SQLITE_OPEN_READWRITE | SQLITE_OPEN_CREATE));

The second constructor is the same as the first except that the database name is passes as
std::wstring in the UTF-16 encoding. This constructor is only available when compiling
for Windows.
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The third constructor extracts the database parameters from the command line. The following
options are recognized:

--database <name>
--create

--read-only
--options-file <file>

By default, this constructor opens the database in the read-write mode
(SQLITE_OPEN_READWRITHag). If the--create  flag is specified, then the database
file is created if it does not already exisBQLITE_OPEN_CREATEflag). If the

--read-only flag is specified, then the database is opened in the read-only mode
(SQLITE_OPEN_READONLY flag instead of SQLITE_OPEN_READWRITE The
--options-file option allows us to specify some or all of the database options in a file

with each option appearing on a separate line followed by a space and an option value.

If the erase argument to this constructor is true, then the above options are removed from
theargv array and thergc count is updated accordingly. This is primarily useful if your
application accepts other options or arguments and you would like to get the SQLite options
out of theargv array.

The flags argument has the same semantics as in the first constructor. Flags from the
command line always override the corresponding values specified with this argument.

The third constructor throws thedb::sqglite::cli_exception exception if the
SQLite option values are missing or invalid. ee Section 18.4, "SQLite Exceptions" for more
information on this exception.

The staticprint_usage() function prints the list of options with short descriptions that
are recognized by the third constructor.

The last argument to all of the constructors is a pointer to the connection factory. In
C++98/03, it isstd::auto_ptr while in C++11std::unique_ptr Is used instead. If

we pass a nohULL value, the database instance assumes ownership of the factory instance.
The connection factory interface as well as the available implementations are described in the
next section.

The set of accessor functions following the constructors allows us to query the parameters of
thedatabase instance.

Thebegin_immediate() andbegin_exclusive() functions are the SQLite-specific
extensions to the standawdb::database::begin() function (se¢ Section 3.5, "Trahs-
[actions]). They allow us to start an immediaBEGIN IMMEDIATE) and an exclusive
(BEGIN EXCLUSIVE) SQLite transaction, respectively. For more information on the seman-
tics of the immediate and exclusive transactions, refer tBE@IN statement description in
the SQLite documentation.
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The connection() function returns a pointer to the SQLite database connection encapsu-

lated by the odb::sqglite::connection class. For more information on
sqglite::connection , refer to[Section 18.3, "SOQLite Connection and Connection
[Factoryt.

18.3 SQLite Connection and Connection Factory

Thesqlite::connection class has the following interface:
namespace odb
{
namespace sqglite
{
class connection: public odb::connection
{
public:
connection (databaseg&, int extra_flags = 0);
connection (database&, sqlite3*);
transaction
begin_immediate ();
transaction
begin_exclusive ();
sqlite3*
handle ();
%
typedef details::shared_ptr<connection> connection_ptr;
}
}
For more information on thedb::connection interface, refer tp Section 3.6, "Connec-
ftions]. The first overloadedqlite::connection constructor opens a new SQLite
connection. The extra_flags argument can be used to specify extra
sqlite3_open_v2() flags that are combined with the flags specified in the
sglite::database constructor. The second constructor allows us to creatarec-

tion instance by providing an already open native SQLite handle. Note thadrthec-
tion instance assumes ownership of this handle.

The begin_immediate() and begin_exclusive() functions allow us to start an
immediate and an exclusive SQLite transaction on the connection, respectively. Their seman-
tics are equivalent to the corresponding functions defined iadlite::database class
(Section 18.2, "SOLite Database Class"). Tihadle() accessor returns the SQLite handle
corresponding to the connection.

Thesqlite::connection_factory abstract class has the following interface:
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namespace odb

{

namespace sqlite

{

class connection_factory

{
public:
virtual void
database (database&) = 0;

virtual connection_ptr

connect () = 0;

h
}

}

Thedatabase() function is called when a connection factory is associated with a database
instance. This happens in thedb::sqlite::database class constructors. The
connect()  function is called whenever a database connection is requested.

The three implementations of thennection_factory interface provided by the SQLite
ODB runtime library are single_connection_factory , hew_connec-
tion_factory , and connection_pool_factory . You will need to include the
<odb/sqglite/connection-factory.hxx> header file to make theonnec-
tion_factory interface and these implementation classes available in your application.

The single_connection_factory class creates a single connection that is shared
between all the threads in an application. If the connection is currently not in use, then it is
returned to the caller. Otherwise, the caller is blocked until the connection becomes available.
Thesingle_connection_factory class has the following interface:

namespace odb

{

namespace sqlite

{

class single_connection_factory: public connection_factory

{
public:
single_connection_factory ();

protected:
class single_connection: public connection

{
public:

single_connection (database_type&);
single_connection (database_type&, MYSQL?*);
h

typedef details::shared_ptr<single_connection> single_connection_ptr;
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virtual single_connection_ptr
create ();

b
k

Thecreate()  virtual function is called when the factory needs to create the connection. By
deriving from thesingle_connection_factory class and overriding this function we
can implement custom connection establishment and configuration.

The new_connection_factory class creates a new connection whenever one is
requested. When a connection is no longer needed, it is released and closed. The
new_connection_factory class has the following interface:
namespace odb
{
namespace sqglite
{
class new_connection_factory: public connection_factory
{
public:
new_connection_factory ();
3
b
The connection_pool_factory class implements a connection pool. It has the follow-

ing interface:

namespace odb

{

namespace sqlite

{

class connection_pool_factory: public connection_factory
{
public:
connection_pool_factory (std::size_t max_connections = 0,
std::size_t min_connections = 0);

protected:

class pooled_connection: public connection

{

public:

pooled_connection (database_type&, int extra_flags = 0);
pooled_connection (database_type&, sqlite3*);

}7
typedef details::shared_ptr<pooled_connection> pooled_connection_ptr;

virtual pooled_connection_ptr
create ();

h
3
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The max_connections  argument in theconnection_pool_factory constructor
specifies the maximum number of concurrent connections that this pool factory will maintain.
Similarly, the min_connections argument specifies the minimum number of available
connections that should be kept open.

Whenever a connection is requested, the pool factory first checks if there is an unused connec-
tion that can be returned. If there is none, the pool factory checksatheconnections

value to see if a new connection can be created. If the total number of connections maintained
by the pool is less than this value, then a new connection is created and returned. Otherwise,
the caller is blocked until a connection becomes available.

When a connection is released, the pool factory first checks if there are blocked callers
waiting for a connection. If so, then one of them is unblocked and is given the connection.
Otherwise, the pool factory checks whether the total number of connections maintained by the
pool is greater than thmin_connections value. If that's the case, the connection is
closed. Otherwise, the connection is added to the pool of available connections to be returned
on the next request. In other words, if the number of connections maintained by the pool
exceedsnin_connections  and there are no callers waiting for a new connection, then the
pool will close the excess connections.

If the max_connections  value is 0, then the pool will create a new connection whenever
all of the existing connections are in use. Ifthie_connections  value is 0, then the pool
will never close a connection and instead maintain all the connections that were ever created.

Thecreate()  virtual function is called whenever the pool needs to create a new connec-
tion. By deriving from theconnection_pool_factory class and overriding this func-
tion we can implement custom connection establishment and configuration.

By default, connections created bgew_connection_factory and connec-
tion_pool_factory enable the SQLite shared cache mode and use the unlock notify
functionality to aid concurrency. To disable the shared cache mode you can pass the
SQLITE_OPEN_PRIVATECACHHag when creating the database instance. For more infor-
mation on the shared cache mode refer to the SQLite documentation.

If you passNULL as the connection factory to one of thegabase constructors, then the
connection_pool_factory instance will be created by default with the min and max
connections values set @ The following code fragment shows how we can pass our own
connection factory instance:

#include <odb/database.hxx>

#include <odb/sqlite/database.hxx>
#include <odb/sglite/connection-factory.hxx>

int
main (int argc, char* argv[])
{
auto_ptr<odb::sqlite::connection_factory> f (
new odb::sqlite::connection_pool_factory (20));
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auto_ptr<odb::database> db (
new sqlite::database (argc, argv, false, SQLITE_OPEN_READWRITE, f));

}

18.4 SQLite Exceptions

The SQLite ODB runtime library defines the following SQLite-specific exceptions:

namespace odb

{

namespace sqglite

class forced_rollback: odb::recoverable
{

public:

virtual const char*

what () const throw ();

g

class database _exception: odb::database_exception

{
public:
int
error () const

int
extended_error () const;

const std::string&
message () const;

virtual const char*
what () const throw ();

h

class cli_exception: odb::exception

{
public:
virtual const char*
what () const throw ();
3
}
}

You will need to include thecodb/sglite/exceptions.hxx> header file to make
these exceptions available in your application.

The odb::sqlite::forced_rollback exception is thrown if SQLite is forcing the
current transaction to roll back. For more information on this behavior réfer to Section 18.5.6,
['Forced Rollback".
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The odb::sqlite::database_exception Is thrown if an SQLite database operation
fails. The SQLite-specific error information is accessible via teeor()
extended_error() , andmessage() functions. All this information is also combined

and returned in a human-readable form bywhat() function.

The odb::sqlite::cli_exception is thrown by the command line parsing construc-
tor of the odb::sqlite::database class if the SQLite option values are missing or
invalid. Thewhat() function returns a human-readable description of an error.

18.5 SQLite Limitations

The following sections describe SQLite-specific limitations imposed by the current SQLite
and ODB runtime versions.

18.5.1 Query Result Caching

SQLite ODB runtime implementation does not perform query result cadhing (Section 4.4,
['Query Resulf") even when explicitly requested. The SQLite API supports interleaving execu-
tion of multiple prepared statements on a single connection. As a result, with SQLite, it is
possible to have multiple uncached results and calls to other database functions do not invali-
date them. The only limitation of the uncached SQLite results is the unavailability of the
result::size() function. If you call this function on an SQLite query result, then the
odb::result_not_cached exception [(Section 3.14, "ODB Exceptigns") is always
thrown. Future versions of the SQLite ODB runtime library may add support for result
caching.

18.5.2 Automatic Assignment of Object Ids

Due to SQLite API limitations, every automatically assigned object id (Section 1#.4.2,
should have théNTEGER SQLite type. While SQLite will treat other integer type
names (such ddlT, BIGINT , etc.) adNTEGER automatic id assignment will not work. By
default, ODB maps all C++ integral typesINTEGER This means that the only situation
that requires consideration is the assignment of a custom database type udintypee
pragma|(Section 14.4.3ype "). For example:

#pragma db object
class person

{

[l#pragma db id auto type("INT")  // Will not work.
[l#pragma db id auto type("INTEGER") // Ok.

#pragma db id auto /I Ok, Mapped to INTEGER.
unsigned intid_;

h
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18.5.3 Foreign Key Constraints

By default the SQLite ODB runtime enables foreign key constraints checRiREGMA
foreign_keys=ON ). You can disable foreign keys by passiriglse as the
foreign_keys argument to one of thedb::sqlite::database constructors.
Foreign keys will also be disabled if the SQLite library is built without support for foreign
keys SQLITE_OMIT_FOREIGN_KEYand SQLITE_OMIT_TRIGGER macros) or if you

are using an SQLite version prior to 3.6.19, which does not support foreign key constraints
checking.

If foreign key constraints checking is disabled or not available, then inconsistencies in object
relationships will not be detected. Furthermore, using drese_query() function
(Section 3.11, "Deleting Persistent Objgcts") to delete persistent objects that contain contain-
ers will not work correctly. Container data for such objects will not be deleted.

When foreign key constraints checking is enabled, then you may get the "foreign key
constraint failed" error while re-creating the database schema. This error is due to bugs in the
SQLite DDL foreign keys support. The recommended work-around for this problem is to
temporarily disable foreign key constraints checking while re-creating the schema. The
following code fragment shows how this can be done:

#include <odb/connection.hxx>
#include <odb/transaction.hxx>
#include <odb/schema-catalog.hxx>

odb::database& db = ...

{

odb::connection_ptr ¢ (db.connection ());
c->execute ("PRAGMA foreign_keys=0OFF");

odb::transaction t (c->begin ());
odb::schema_catalog::create_schema (db);
t.commit ();

c->execute ("PRAGMA foreign_keys=ON");
}

Finally, ODB assumes the standard SQL behavior which requires that foreign key constraints
checking is deferred until the transaction is committed. Default SQLite behavior is to check
such constraints immediately. As a result, when used with ODB, a custom database schema
that defines foreign key constraints may need to declare such constradE&-BRRABLE
INITIALLY DEFERRED , as shown in the following example. By default, schemas gener-
ated by the ODB compiler meet this requirement automatically.

CREATE TABLE Employee (

employer INTEGER REFERENCES Employer(id)
DEFERRABLE INITIALLY DEFERRED);
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You can override the default behavior and instruct the ODB compiler to generate
non-deferrable foreign keys by specifying thefkeys-deferrable-mode
not_deferrable ODB compiler option. Note, however, that in this case the order in
which you persist, update, and erase objects within a transaction becomes important.

18.5.4 Constraint Violations

Due to the granularity of the SQLite error codes, it is impossible to distinguish between the
duplicate primary key and other constraint violations. As a result, when making an object
persistent, the SQLite ODB runtime will translate all constraint violation errors to the
object_already_persistent exception|(Section 3.14, "ODB Exceptigns").

18.5.5 Sharing of Queries

As discussed ip Section 4.3, "Executing a Query", a query instance that does not have any
by-reference parameters is immutable and can be shared between multiple threads without
synchronization. Currently, the SQLite ODB runtime does not support this functionality.
Future versions of the library will remove this limitation.

18.5.6 Forced Rollback

In SQLite 3.7.11 or later, if one of the connections participating in the shared cache rolls back

a transaction, then ongoing transactions on other connections in the shared cache may also be
forced to roll back. An example of such behavior would be a read-only transaction that is
forced to roll back while iterating over the query result because another transaction on another
connection was rolled back.

If a transaction is being forced to roll back by SQLite, then ODB throws
odb::sqlite::forced_rollback (Section 18.4, "SQLite Exceptiops") which is a
recoverable exceptiop (3.7 Error Handling and Recgvery). As a result, the recommended way
to handle this exception is to re-execute the affected transaction.

18.5.7 Database Schema Evolution

From the list of schema migration changes supported by QDB (Section 13.2, "Schempa Migra-
ftion), the following are not supported by SQLite:

drop column

alter column, selULL/NOT NULL
add foreign key

drop foreign key

The biggest problem is the lack of support for dropping columns. This means that it would be
impossible to delete a data member in a persistent class. To work around this limitation ODB
implementdogical delete for columns that alloNULL values. In this case, instead of drop-
ping the column (in the post-migration stage), the schema migration statements will automati-
cally reset this column in all the existing rowsNOILL. Any new rows that are inserted later
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will also automatically have this column setNMWLL (unless the column specifies a default
value).

Since it is also impossible to change the colunitd_ L/NOT NULL attribute after it has

been added, to make schema evolution support usable in SQLite, all the columns should be
added asNULL even if semantically they should not alldWJLL values. We should also
normally refrain from assigning default values to columns (Section 1digfaylt ), unless

the space overhead of a default value is not a concern. Explicitly making all the data members
NULL would be burdensome and ODB provides theqglite-override-null

command line option that forces all the columns, even those that were explicitly miRed
NULL to beNULLin SQLite.

SQLite only supports adding foreign keys as part of the column addition. As a result, we can
only add a new data member of an object pointer type if it points to an object with a simple
(single-column) object id.

SQLite also doesn’t support dropping foreign keys. Leaving a foreign key around works well

with logical delete unless we also want to delete the pointed-to object. In this case we will
have to leave an empty table corresponding to the pointed-to object around. An alternative
would be to make a copy of the pointing object without the object pointer, migrate the data,
and then delete both the old pointing and the pointed-to objects. Since this will result in drop-
ping the pointing table, the foreign key will be dropped as well. Yet another, more radical,

solution to this problem is to disable foreign keys checking altogether (see the

foreign_keys  SQLite pragma).

To summarize, to make schema evolution support usable in SQLite we should pass the
--sqlite-override-null option when compiling our persistent classes and also
refrain from assigning default values to data members. Note also that this has to be done from
the start so that every column is adde®lbit L and therefore can be logically deleted later. In
particular, you cannot add thesglite-override-null option when you realize you

need to delete a data member. At this point it is too late since the column has already been
added aNOT NULL in existing databases. We should also avoid composite object ids if we
are planning to use object relationships.

18.6 SQLite Index Definitions

When theindex pragma|(Section 14.7, "Index Definition Pragmas") is used to define an
SQLite index, thaype clause specifies the index type (for examp&lIQUE while the
method andoptions clauses are not used. The column options can be used to specify
collations and the sort order. For example:
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#pragma db object
class object

{

std::string name_;

#pragma db index member(name_, "COLLATE binary DESC")
h

Index names in SQLite are database-global. To avoid name clashes, ODB automatically
prefixes each index name with the table name on which it is defined.
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19 PostgreSQL Database

To generate support code for the PostgreSQL database you will need to pass the
"--database pgsql " (or "-d pgsgl ") option to the ODB compiler. Your application

will also need to link to the PostgreSQL ODB runtime librdityob-pgsgl ). All Post-
greSQL-specific ODB classes are defined indtk::pgsql  namespace.

ODB utilizes prepared statements extensively. Support for prepared statements was added in
PostgreSQL version 7.4 with the introduction of the messaging protocol version 3.0. For this
reason, ODB supports only PostgreSQL version 7.4 and later.

19.1 PostgreSQL Type Mapping

The following table summarizes the default mapping between basic C++ value types and
PostgreSQL database types. This mapping can be customized on the per-type and per-member

basis using the ODB Pragma Language (Chapter 14, "ODB Pragma Lafpguage").

C++ Type PostgreSQL Type | Default NULL Semanticg
bool BOOLEAN NOT NULL
char CHAR(1) NOT NULL
signed char SMALLINT NOT NULL
unsigned char SMALLINT NOT NULL
short SMALLINT NULL NOT NULL
unsigned short SMALLINT NOT NULL
int INTEGER NOT NULL
unsigned int INTEGER NOT NULL
long BIGINT NOT NULL
unsigned long BIGINT NOT NULL
long long BIGINT NOT NULL
unsigned long long BIGINT NOT NULL
float REAL NOT NULL
double DOUBLE PRECISION| NOT NULL
std::string TEXT NOT NULL
char[N] VARCHAR(N-1) NOT NULL
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It is possible to map thehar C++ type to an integer database type (for exan§i@ALL-
INT) using thedb type pragma|(Section 14.4.3ybe ").

Additionally, by default, C++ enums and C++11 enum classes are automatically mapped to
the PostgreSQL types corresponding to their underlying integral types (see table above). The
defaultNULL semantics iNOT NULL For example:

enum color {red, green, blue};
enum class taste: unsigned char

{
bitter = 1,
sweet,
sour = 4,
salty

b

#pragma db object
class object

{

color color_; // Automatically mapped to INTEGER.
taste taste_; // Automatically mapped to SMALLINT.

g

Note also that because PostgreSQL does not support unsigned integers, the
unsigned short  , unsigned int , andunsigned long  /unsigned long long

C++ types are by default mapped to 8 IALLINT, INTEGER andBIGINT PostgreSQL

types, respectively. The sign bit of the value stored by the database for these types will
contain the most significant bit of the actual unsigned value being persisted.

It is also possible to add support for additional PostgreSQL types, stthMERIC geome-

try types, XML, JSON enumeration types, composite types, arrays, geospatial types, and the
key-value store HSTORIE For more information, refer fo Section 14.8, "Database |Type
[Mapping Pragmas".

19.1.1 String Type Mapping

The PostgreSQL ODB runtime library provides support for mappingstiitestring :
char[N] , andstd::array<char, N> types to the PostgreSQCHAR VARCHARand

TEXT types. However, these mappings are not enabled by default (in particular, by default,
std::array will be treated as a container). To enable the alternative mappings for these
types we need to specify the database type explicitly usingltiigpe pragma[(Sectidn
[14.4.3, type "), for example:
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#pragma db object
class object

{

#pragma db type("CHAR(2)")
char state_[2];

#pragma db type("VARCHAR(128)")
std::string name_;

3
Alternatively, this can be done on the per-type basis, for example:
#pragma db value(std::string) type("VARCHAR(128)")

#pragma db object
class object

{

std::string name_; // Mapped to VARCHAR(128).
h

Thechar[N] andstd::array<char, N> values may or may not be zero-terminated.
When extracting such values from the database, ODB will append the zero terminator if there
is enough space.

19.1.2 Binary Type andUUID Mapping

The PostgreSQL ODB runtime library provides support for mapping the
std::vector<char> , Std::vector<unsigned char> ,char[N] ,

unsigned char[N] , Std::array<char, N> , and std::array<unsigned

char, N> types to the PostgreSQRYTEAtype. There is also support for mapping the
char[16] array to the PostgreSQIUID type. However, these mappings are not enabled by
default (in particular, by defaulstd::vector and std::array will be treated as
containers). To enable the alternative mappings for these types we need to specify the
database type explicitly using tbb type pragmal(Section 14.4.3ype "), for example:

#pragma db object
class object

{
#pragma db type("UUID")
char uuid_[16];

#pragma db type("BYTEA")
std::vector<char> buf_;

#pragma db type("BYTEA")
unsigned char data_[256];
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Alternatively, this can be done on the per-type basis, for example:

typedef std::vector<char> buffer;
#pragma db value(buffer) type("BYTEA")

#pragma db object
class object

{

buffer buf_; // Mapped to BYTEA.
3

Note also that in native queries (Chapter 4, "Querying the DatabebeljN] and
std::array<char, N> parameters are by default passed as a string rather than a binary.
To pass such parameters as a binary, we need to specify the database type explicitly in the
_val() /_ref() -calls. Note also that we don’'t need to do this for the integrated queries, for
example:

char u[16] ={...};

db.query<object> ("uuid =" + query::_val<odb::pgsql::id_uuid> (u));
db.query<object> ("buf =" + query::_val<odb::pgsql::id_bytea> (u));
db.query<object> (query::uuid == query::_ref (u));

19.2 PostgreSQL Database Class

The PostgreSQUOatabase class has the following interface:

namespace odb

{

namespace pgsq|

{

class database: public odb::database

{

public:

database (const std::string& user,

const std::string& password,
const std::string& db,
unsigned int port = 0,
const std::string& extra_conninfo =",
std::[auto|unique]_ptr<connection_factory> = 0);

database (const std::string& user,
const std::string& password,
const std::string& db,
const std::string& host,
const std::string& socket_ext,
const std::string& extra_conninfo =",
std::[auto|unique]_ptr<connection_factory> = 0);

database (const std::string& conninfo,
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std::[auto|unique]_ptr<connection_factory> = 0);

database (int& argc,
char* argv(],
bool erase = false,
const std::string& extra_conninfo =",
std::[auto|unique]_ptr<connection_factory> = 0);

static void
print_usage (std::ostream&);

public:
const std::string&
user () const;

const std::string&
password () const;

const std::string&
db () const;

const std::string&
host () const;

unsigned int
port () const;

const std::string&
socket_ext () const;

const std::string&
extra_conninfo () const;

const std::string&
conninfo () const;

public:

connection_ptr

connection ();

h
}

}

You will need to include thecodb/pgsgl/database.hxx> header file to make this
class available in your application.

The overloadedatabase constructors allow us to specify the PostgreSQL database param-
eters that should be used when connecting to the databaspoifheargument in the first
constructor is an integer value specifying the TCP/IP port number to connect to. A zero port
number indicates that the default port should be used.sdbtieet_ext argument in the
second constructor is a string value specifying the UNIX-domain socket file name extension.
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The third constructor allows us to specify all the database parameters as amingiéo

string. All other constructors accept additional database connection parameters as the
extra_conninfo argument. For more information about the format of abeninfo

string, refer to th&@Qconnectdb()  function description in the PostgreSQL documentation.

In the case oéxtra_conninfo , all the database parameters provided in this string will
take precedence over those explicitly specified with other constructor arguments.

The last constructor extracts the database parameters from the command line. The following
options are recognized:

--user <login> | --username <login>
--password <password>

--database <name> | --dbname <name>
--host <host>

--port <integer>

--options-file <file>

The --options-file option allows us to specify some or all of the database options in a
file with each option appearing on a separate line followed by a space and an option value.

If the erase argument to this constructor is true, then the above options are removed from
theargv array and thergc count is updated accordingly. This is primarily useful if your
application accepts other options or arguments and you would like to get the PostgreSQL
options out of thargv array.

This constructor throws thedb::pgsql::cli_exception exception if the PostgreSQL
option values are missing or invalid. See seqtion Section 19.4, "PostgreSQL Excgeptions” for
more information on this exception.

The staticprint_usage() function prints the list of options with short descriptions that
are recognized by this constructor.

The last argument to all of the constructors is a pointer to the connection factory. In
C++98/03, it isstd::auto_ptr while in C++11std::unique_ptr Is used instead. If

we pass a nohULL value, the database instance assumes ownership of the factory instance.
The connection factory interface as well as the available implementations are described in the
next section.

The set of accessor functions following the constructors allows us to query the parameters of
the database instance. Note that theonninfo() accessor returns a complete
conninfo  string which includes parameters that were explicitly specified with the various
constructor arguments, as well as the extra parameters passedeixtréheonninfo

argument. Thextra_conninfo() accessor will return theonninfo  string as passed

in theextra_conninfo argument.

The connection() function returns a pointer to the PostgreSQL database connection

encapsulated by thedb::pgsql::connection class. For more information on
pgsql::connection , refer to[ Section 19.3, "PostgreSQL Connection and Connection
[Factoryt.
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19.3 PostgreSQL Connection and Connection Factory

Thepgsqgl::connection class has the following interface:

namespace odb
{
namespace pgsql
{
class connection: public odb::connection
{
public:
connection (database&);
connection (database&, PGconn*);

PGconn*
handle ();
3
typedef details::shared_ptr<connection> connection_ptr;
}
}
For more information on thedb::connection interface, refer tp Section 3.6, "Connec-
fions]. The first overloadeggsgl::connection constructor establishes a new Post-

greSQL connection. The second constructor allows us to creaenaction instance by
providing an already connected native PostgreSQL handle. Note thabrinection
instance assumes ownership of this handle.hEmelle() accessor returns the PostgreSQL
handle corresponding to the connection.

Thepgsql::connection_factory abstract class has the following interface:

namespace odb

{

namespace pgsql

{

class connection_factory

{
public:
virtual void
database (database&) = 0;

virtual connection_ptr

connect () = 0;

b
}

}

Thedatabase() function is called when a connection factory is associated with a database
instance. This happens in thedb::pgsql::database class constructors. The
connect()  function is called whenever a database connection is requested.
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The two implementations of theonnection_factory interface provided by the Post-
greSQL ODB runtime areew_connection_factory andconnec-

tion_pool_factory . You will need to include the<odb/pgsgl/connec-
tion-factory.hxx> header file to make theonnection_factory interface and
these implementation classes available in your application.

The new_connection_factory class creates a new connection whenever one is
requested. When a connection is no longer needed, it is released and closed. The
new_connection_factory class has the following interface:
namespace odb
{
namespace pgsql
{
class new_connection_factory: public connection_factory
{
public:
new_connection_factory ();
3
3
The connection_pool_factory class implements a connection pool. It has the follow-

ing interface:

namespace odb

{

namespace pgsql

{

class connection_pool_factory: public connection_factory

{
public:
connection_pool_factory (std::size_t max_connections = 0,
std::size_t min_connections = 0);

protected:
class pooled_connection: public connection

{

public:

pooled_connection (database_type&);
pooled_connection (database_type&, PGconn®);

}7
typedef details::shared_ptr<pooled_connection> pooled_connection_ptr;

virtual pooled_connection_ptr
create ();

h
3

The max_connections  argument in theconnection_pool_factory constructor
specifies the maximum number of concurrent connections that this pool factory will maintain.
Similarly, the min_connections argument specifies the minimum number of available
connections that should be kept open.
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Whenever a connection is requested, the pool factory first checks if there is an unused connec-
tion that can be returned. If there is none, the pool factory checksatheconnections

value to see if a new connection can be created. If the total number of connections maintained
by the pool is less than this value, then a new connection is created and returned. Otherwise,
the caller is blocked until a connection becomes available.

When a connection is released, the pool factory first checks if there are blocked callers
waiting for a connection. If so, then one of them is unblocked and is given the connection.
Otherwise, the pool factory checks whether the total number of connections maintained by the
pool is greater than thmin_connections value. If that's the case, the connection is
closed. Otherwise, the connection is added to the pool of available connections to be returned
on the next request. In other words, if the number of connections maintained by the pool
exceedsnin_connections  and there are no callers waiting for a new connection, the pool
will close the excess connections.

If the max_connections  value is 0, then the pool will create a new connection whenever
all of the existing connections are in use. Ifthie_connections  value is 0, then the pool
will never close a connection and instead maintain all the connections that were ever created.

The create()  virtual function is called whenever the pool needs to create a new connec-
tion. By deriving from theconnection_pool_factory class and overriding this func-
tion we can implement custom connection establishment and configuration.

If you passNULL as the connection factory to one of thegabase constructors, then the
connection_pool_factory instance will be created by default with the min and max
connections values set @ The following code fragment shows how we can pass our own
connection factory instance:

#include <odb/database.hxx>

#include <odb/pgsgl/database.hxx>
#include <odb/pgsgl/connection-factory.hxx>

int
main (int argc, char* argv[])

{

auto_ptr<odb::pgsql::connection_factory> f (
new odb::pgsqgl::connection_pool_factory (20));

auto_ptr<odb::database> db (
new pgsql::database (argc, argv, false, ", f));

}

19.4 PostgreSQL Exceptions

The PostgreSQL ODB runtime library defines the following PostgreSQL-specific exceptions:
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namespace odb

{

namespace pgsql

{

class database_exception: odb::database_exception

{

public:
const std::string&
message () const;

const std::string&
sqlstate () const;

virtual const char*
what () const throw ();

k

class cli_exception: odb::exception

{

public:

virtual const char*

what () const throw ();

h
}

}

You will need to include theodb/pgsgl/exceptions.hxx> header file to make these
exceptions available in your application.

The odb::pgsqgl::database_exception is thrown if a PostgreSQL database opera-
tion fails. The PostgreSQL-specific error information is accessible viméssage() and
sqlstate() functions. All this information is also combined and returned in a human-read-
able form by thevhat() function.

The odb::pgsql::cli_exception is thrown by the command line parsing constructor
of the odb::pgsql::database class if the PostgreSQL option values are missing or
invalid. Thewhat() function returns a human-readable description of an error.

19.5 PostgreSQL Limitations

The following sections describe PostgreSQL-specific limitations imposed by the current Post-
greSQL and ODB runtime versions.

19.5.1 Query Result Caching

The PostgreSQL ODB runtime implementation will always return a cached query result
(Section 4.4, "Query ResUlt") even when explicitly requested not to. This is a limitation of the
PostgreSQL client librarylibpg ) which does not support uncached (streaming) query
results.
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19.5.2 Foreign Key Constraints

ODB assumes the standard SQL behavior which requires that foreign key constraints check-
ing is deferred until the transaction is committed. Default PostgreSQL behavior is to check
such constraints immediately. As a result, when used with ODB, a custom database schema
that defines foreign key constraints may need to declare such constraiNig lad LY
DEFERREDPas shown in the following example. By default, schemas generated by the ODB
compiler meet this requirement automatically.

CREATE TABLE Employee (

employer BIGINT REFERENCES Employer(id) INITIALLY DEFERRED);

You can override the default behavior and instruct the ODB compiler to generate
non-deferrable foreign keys by specifying thefkeys-deferrable-mode
not_deferrable ODB compiler option. Note, however, that in this case the order in
which you persist, update, and erase objects within a transaction becomes important.

19.5.3 Unique Constraint Violations

Due to the granularity of the PostgreSQL error codes, it is impossible to distinguish between
the duplicate primary key and other unique constraint violations. As a result, when making an
object persistent, the PostgreSQL ODB runtime will translate all unique constraint violation
errors to theobject_already_persistent exception [(Section 3.14, "ODB _EXxcgp-

ftions).
19.5.4 Date-Time Format

ODB expects the PostgreSQL server to use integers as a binary format for the date-time types,
which is the default for most PostgreSQL configurations. When creating a connection, ODB
examines thdanteger_datetimes PostgreSQL server parameter and if itfatse
odb::pgsql::database_exception is thrown. You may check the value of this
parameter for your server by executing the following SQL query:

SHOW integer_datetimes

19.5.5 Timezones

ODB does not currently natively support the PostgreSQL date-time types with timezone infor-
mation. However, these types can be accessed by mapping them to one of the natively
supported types, as discussef in Section 14.8, "Database Type Mapping Rragmas".

19.5.6NUMERICType Support

Support for the PostgreSQUUMERICype is limited to providing a binary buffer containing

the binary representation of the value. For more information on the binary format used to store
NUMERICvalues refer to the PostgreSQL documentation. An alternative approach to access-
ing NUMERICvalues is to map this type to one of the natively supported ones, as discussed in
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[Section 14.8, "Database Type Mapping Pragmas".

19.6 PostgreSQL Index Definitions

When thendex pragma|(Section 14.7, "Index Definition Pragmas") is used to define a Post-
greSQL index, théype clause specifies the index type (for examplJQUE, themethod

clause specifies the index method (for examBEREE HASH GIN, etc.), and theptions

clause specifies additional index options, such as storage parameters, table spaces, and the
WHERIpredicate. To support the definition of concurrent indexestyfpe clause can end

with the wordCONCURRENTL(dpper and lower cases are recognized). The column options
can be used to specify collations, operator classes, and the sort order. For example:

#pragma db object
class object

{

std::string name_;

#pragma db index \
type("UNIQUE CONCURRENTLY") \
method("HASH") \
member(name_, "DESC") \

options("WITH(FILLFACTOR = 80)")
k

Index names in PostgreSQL are schema-global. To avoid name clashes, ODB automatically
prefixes each index name with the table name on which it is defined.
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To generate support code for the Oracle database you will
") option to the ODB compiler. Your applica-

"--database oracle

" (or "-d oracle

tion will also need to link to the Oracle ODB runtime libratjoddb-oracle ). All
Oracle-specific ODB classes are defined indtib::oracle

20.1 Oracle Type Mapping

The following table summarizes the default mapping between basic C++ value types and
Oracle database types. This mapping can be customized on the per-type and per-member basis

namespace.

using the ODB Pragma Language (Chapter 14, "ODB Pragma Language").

need to pass the

C++ Type Oracle Type Default NULL Semantics
bool NUMBER(1) NOT NULL
char CHAR(1) NOT NULL
signed char NUMBER(3) NOT NULL
unsigned char NUMBER(3) NOT NULL
short NUMBER(5) NOT NULL
unsigned short NUMBER(5) NOT NULL
int NUMBER(10) NOT NULL
unsigned int NUMBER(10) NOT NULL
long NUMBER(19) NOT NULL
unsigned long NUMBER(20) NOT NULL
long long NUMBER(19) NOT NULL
unsigned long long NUMBER(20) NOT NULL
float BINARY_FLOAT |NOT NULL
double BINARY_DOUBLE NOT NULL
std::string VARCHAR2(512) | NULL
char[N] VARCHAR2(N-1) | NULL

It is possible to map thehar C++ type to an integer database type (for example,
NUMBER(3)) using thedb type pragma|(Section 14.4.3ype ").
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In Oracle empty ARCHARZNdNVARCHARZ2Lrings are represented aBlidLL value. As a
result, columns of thetd::string andchar[N] types are by default declaredMSLL
except for primary key columns. However, you can override this by explicitly declaring such
columns as NOT NULL with the db not null pragma |[(Section 14.4.6,
["'null/not_null "). This also means that for object ids that are mapped to these Oracle
types, an empty string is an invalid value.

Additionally, by default, C++ enums and C++11 enum classes are automatically mapped to
the Oracle types corresponding to their underlying integral types (see table above). The
defaultNULL semantics iSNOT NULL For example:

enum color {red, green, blue};
enum class taste: unsigned char

{
bitter = 1,
sweet,
sour = 4,
salty

b

#pragma db object
class object

{

color color_; // Automatically mapped to NUMBER(10).
taste taste_; // Automatically mapped to NUMBER(3).

g

It is also possible to add support for additional Oracle types, suEMBsgeospatial types,
user-defined types, and collections (arrays, table types). For more information, refer to
[Section 14.8, "Database Type Mapping Pragmas".

20.1.1 String Type Mapping

The Oracle ODB runtime library provides support for mapping s$kek:string :

char[N] , andstd::array<char, N> types to the Oracl€EHAR VARCHARRZCLOB

NCHAR NVARCHARZ2and NCLOBtypes. However, these mappings are not enabled by
default (in particular, by defaulstd::array will be treated as a container). To enable the
alternative mappings for these types we need to specify the database type explicitly using the
db type pragmal(Section 14.4.3ybe "), for example:

#pragma db object
class object

{

#pragma db type ("CHAR(2)")
char state_[2];

#pragma db type ("VARCHAR(128)") null
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std::string name_;

#pragma db type ("CLOB")
std::string text_;

}1
Alternatively, this can be done on the per-type basis, for example:
#pragma db value(std::string) type("VARCHAR(128)") null

#pragma db object
class object

{

std::string name_; // Mapped to VARCHAR(128).

#pragma db type ("CLOB")
std::string text_; // Mapped to CLOB.
3

Thechar[N] andstd::array<char, N> values may or may not be zero-terminated.
When extracting such values from the database, ODB will append the zero terminator if there
is enough space.

20.1.2 Binary Type Mapping

The Oracle ODB runtime library provides support for mappingstevector<char> :
std::vector<unsigned char> , char[N] ,unsigned char[N] ,

std::array<char, N> , and std::array<unsigned char, N> types to the
OracleBLOBandRAWypes. However, these mappings are not enabled by default (in particu-
lar, by default,std::vector andstd::array will be treated as containers). To enable

the alternative mappings for these types we need to specify the database type explicitly using
thedb type pragma|(Section 14.4.3ype "), for example:

#pragma db object
class object

{

#pragma db type("BLOB")
std::vector<char> buf_;
#pragma db type("RAW(16)")
unsigned char uuid_[16];

kh

Alternatively, this can be done on the per-type basis, for example:
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typedef std::vector<char> buffer;
#pragma db value(buffer) type("BLOB")

#pragma db object
class object

{

buffer buf_; // Mapped to BLOB.
3

Note also that in native queries (Chapter 4, "Querying the DatabebeljN] and
std::array<char, N> parameters are by default passed as a string rather than a binary.
To pass such parameters as a binary, we need to specify the database type explicitly in the
_val() /_ref() -calls. Note also that we don’'t need to do this for the integrated queries, for
example:

char u[l6] ={...};

db.query<object> ("uuid =" + query::_val<odb::oracle::id_raw> (u));
db.query<object> (query::uuid == query::_ref (u));

20.2 Oracle Database Class

The Oracledatabase class encapsulates the OCI environment handle as well as the
database connection string and user credentials that are used to establish connections to the
database. It has the following interface:

namespace odb

{

namespace oracle

class database: public odb::database

{

public:

database (const std::string& user,

const std::string& password,
const std::string& db,
ub2 charset = 0,
ub2 ncharset = 0,
OCIEnv* environment = 0,
std::[auto|unique]_ptr<connection_factory> = 0);

database (const std::string& user,
const std::string& password,
const std::string& service,
const std::string& host,
unsigned int port = 0,
ub2 charset = 0,
ub2 ncharset = 0,
OCIEnv* environment = 0,
std::[auto|unique]_ptr<connection_factory> = 0);

Revision 2.4, February 2015 C++ Object Persistence with ODB 349



20.2 Oracle Database Class

database (int& argc,
char* argv(],
bool erase = false,
ub2 charset = 0,
ub2 ncharset = 0,
OCIEnv* environment = 0,
std::[auto|unique]_ptr<connection_factory> = 0);

static void
print_usage (std::ostream&);

public:
const std::string&
user () const;

const std::string&
password () const;

const std::string&
db () const;

const std::string&
service () const;

const std::string&
host () const;

unsigned int
port () const;

ub2
charset () const;

ub2
ncharset () const;

OCIEnv*
environment ();

public:

connection_ptr

connection ();

h
}

}

You will need to include theodb/oracle/database.hxx> header file to make this
class available in your application.

The overloadedlatabase constructors allow us to specify the Oracle database parameters
that should be used when connecting to the databaselbTayument in the first constructor

is a connection identifier that specifies the database to connect to. For more information on
the format of the connection identifier, refer to the Oracle documentation.
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The second constructor allows us to specify the individual components of a connection identi-
fier as theservice , host , andport arguments. If thénost argument is empty, then
localhost is used by default. Similarly, if thert argument is zero, then the default port is
used.

The last constructor extracts the database parameters from the command line. The following
options are recognized:

--user <login>
--password <password>
--database <connect-id>
--service <name>

--host <host>

--port <integer>
--options-file <file>

The --options-file option allows us to specify some or all of the database options in a
file with each option appearing on a separate line followed by a space and an option value.
Note that it is invalid to specify thedatabase  option together with--service

--host , or--port  options.

If the erase argument to this constructor is true, then the above options are removed from
theargv array and thergc count is updated accordingly. This is primarily useful if your
application accepts other options or arguments and you would like to get the Oracle options
out of theargv array.

This constructor throws thedb::oracle::cli_exception exception if the Oracle
option values are missing or invalid. See seqtion Section 20.4, "Oracle Exc¢ptions" for more
information on this exception.

The staticprint_usage() function prints the list of options with short descriptions that
are recognized by this constructor.

Additionally, all the constructors have tbearset , ncharset , andenvironment argu-

ments. Theharset argument specifies the client-side database character encoding. Charac-
ter data corresponding to tlgHAR VARCHARZand CLOBtypes will be delivered to and
received from the application in this encoding. Similarly,thlarset argument specifies

the client-side national character encoding. Character data corresponding N AR
NVARCHAR2andNCLOBtypes will be delivered to and received from the application in this
encoding. For the complete list of available character encoding values, refer to the Oracle
documentation. Commonly used encoding values8afe (UTF-8), 31 (ISO-8859-1), and

1000 (UTF-16). If the database character encoding is not specified, thedL®eLANG
environment/registry variable is used. Similarly, if the national character encoding is not spec-
ified, then theNLS_NCHARenvironment/registry variable is used. For more information on
character encodings, refer to t@€IEnvNIsCreate() function in the Oracle Call Inter-

face (OCI) documentation.
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Theenvironment argument allows us to provide a custom OCI environment handle. If this
argument is noNULL, then the passed handle is used in all the OCI function calls made by
this database class instance. Note also that tth@tabase instance does not assume
ownership of the passed environment handle and this handle should be valid for the lifetime
of thedatabase instance. If a custom environment handle is used, thechtdrset and
ncharset arguments have no effect.

The last argument to all of the constructors is a pointer to the connection factory. In
C++98/03, it isstd::auto_ptr while in C++11std::unique_ptr Is used instead. If

we pass a nohULL value, the database instance assumes ownership of the factory instance.
The connection factory interface as well as the available implementations are described in the
next section.

The set of accessor functions following the constructors allows us to query the parameters of
thedatabase instance.

The connection() function returns a pointer to the Oracle database connection encapsu-

lated by the odb::oracle::connection class. For more information on
oracle::connection , refer to[Section 20.3, "Oracle Connection and Connedtion
[Factoryt.

20.3 Oracle Connection and Connection Factory

Theoracle::connection class has the following interface:

namespace odb

{

namespace oracle

{

class connection: public odb::connection

{
public:
connection (databaseg&);
connection (database&, OCISvcCix*);

OCISvcCix*
handle ();

OCIError*
error_handle ();

details::buffer&
lob_buffer ();

h

typedef details::shared_ptr<connection> connection_ptr;

}
}
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For more information on thedb::connection interface, refer tp Section 3.6, "Connec-
ftions’]. The first overloadedracle::connection constructor creates a new OCI service

context. The OCI statement caching is enabled for the underlying session while the OCI
connection pooling and session pooling are not used. The second constructor allows us to
create aconnection instance by providing an already connected Oracle service context.
Note that theconnection instance assumes ownership of this handle. Rdralle()

accessor returns the OCI service context handle associated wethnthextion  instance.

An OCI error handle is allocated for eacbnnection instance and is available via the
error_handle() accessor function.

Additionally, eachconnection  instance maintains a large object (LOB) buffer. This buffer

is used by the Oracle ODB runtime as an intermediate storage for piecewise handling of LOB
data. By default, the LOB buffer has zero initial capacity and is expanded to 4096 bytes when
the first LOB operation is performed. If your application requires a bigger or smaller LOB
buffer, you can specify a custom capacity usingdbebuffer() accessor.

Theoracle::connection_factory abstract class has the following interface:

namespace odb

{

namespace oracle

{

class connection_factory

{
public:
virtual void
database (database&) = 0;

virtual connection_ptr
connect () = 0;

h
}

}

Thedatabase() function is called when a connection factory is associated with a database
instance. This happens in thedb::.oracle::database class constructors. The
connect()  function is called whenever a database connection is requested.

The two implementations of thnnection_factory interface provided by the Oracle
ODB runtime arenew_connection_factory and connection_pool_factory

You will need to include theodb/oracle/connection-factory.hxx> header file

to make theconnection_factory interface and these implementation classes available
in your application.

The new_connection_factory class creates a new connection whenever one is
requested. When a connection is no longer needed, it is released and closed. The
new_connection_factory class has the following interface:
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namespace odb

{

namespace oracle

{

class new_connection_factory: public connection_factory

{
public:
new_connection_factory ();

b
k

The connection_pool_factory class implements a connection pool. It has the follow-
ing interface:

namespace odb

{
namespace oracle
{
class connection_pool_factory: public connection_factory
{
public:
connection_pool_factory (std::size_t max_connections = 0,
std::size_t min_connections = 0);
protected:
class pooled_connection: public connection
{
public:
pooled_connection (database_type&);
pooled_connection (database_type&, OCISvcCix*);
h
typedef details::shared_ptr<pooled_connection> pooled_connection_ptr;
virtual pooled_connection_ptr
create ();
5
3
The max_connections  argument in theconnection_pool_factory constructor

specifies the maximum number of concurrent connections that this pool factory will maintain.
Similarly, the min_connections argument specifies the minimum number of available
connections that should be kept open.

Whenever a connection is requested, the pool factory first checks if there is an unused connec-
tion that can be returned. If there is none, the pool factory checksatheconnections

value to see if a new connection can be created. If the total number of connections maintained
by the pool is less than this value, then a new connection is created and returned. Otherwise,
the caller is blocked until a connection becomes available.
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When a connection is released, the pool factory first checks if there are blocked callers
waiting for a connection. If so, then one of them is unblocked and is given the connection.
Otherwise, the pool factory checks whether the total number of connections maintained by the
pool is greater than thmin_connections value. If that's the case, the connection is
closed. Otherwise, the connection is added to the pool of available connections to be returned
on the next request. In other words, if the number of connections maintained by the pool
exceedsnin_connections  and there are no callers waiting for a new connection, the pool
will close the excess connections.

If the max_connections  value is 0, then the pool will create a new connection whenever
all of the existing connections are in use. Ifthie_connections  value is 0, then the pool
will never close a connection and instead maintain all the connections that were ever created.

The create()  virtual function is called whenever the pool needs to create a new connec-
tion. By deriving from theconnection_pool_factory class and overriding this func-
tion we can implement custom connection establishment and configuration.

If you passNULL as the connection factory to one of thegabase constructors, then the
connection_pool_factory instance will be created by default with the min and max
connections values set @ The following code fragment shows how we can pass our own
connection factory instance:

#include <odb/database.hxx>

#include <odb/oracle/database.hxx>
#include <odb/oracle/connection-factory.hxx>

int
main (int argc, char* argv[])

{

auto_ptr<odb::oracle::connection_factory> f (
new odb::oracle::connection_pool_factory (20));

auto_ptr<odb::database> db (
new oracle::database (argc, argv, false, 0, 0, 0, f));

}

20.4 Oracle Exceptions

The Oracle ODB runtime library defines the following Oracle-specific exceptions:

namespace odb

{

namespace oracle

{

class database_exception: odb::database_exception

{
public:
class record

{
public:
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sb4
error () const;

const std::string&
message () const;

h
typedef std::vector<record> records;

typedef records::size_type size_type;
typedef records::const_iterator iterator;

iterator
begin () const;

iterator
end () const;

size_type
size () const;

virtual const char*
what () const throw ();

k

class cli_exception: odb::exception

{

public:

virtual const char*
what () const throw ();

I

class invalid_oci_handle: odb::exception

{

public:

virtual const char*

what () const throw ();

h
}

}

You will need to include thecodb/oracle/exceptions.hxx> header file to make
these exceptions available in your application.

The odb::oracle::database_exception Is thrown if an Oracle database operation
fails. The Oracle-specific error information is stored as a series of records, each containing the
error code as a signed 4-byte integer and the message string. All this information is also
combined and returned in a human-readable form bwlhiag#() function.

The odb::oracle::cli_exception is thrown by the command line parsing construc-
tor of the odb::oracle::database class if the Oracle option values are missing or
invalid. Thewhat() function returns a human-readable description of an error.
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The odb::oracle::invalid_oci_handle is thrown if an invalid handle is passed to

an OCI function or if an OCI function was unable to allocate a handle. The former normally
indicates a programming error while the latter indicates an out of memory condition. The
what() function returns a human-readable description of an error.

20.5 Oracle Limitations

The following sections describe Oracle-specific limitations imposed by the current Oracle and
ODB runtime versions.

20.5.1 Identifier Truncation

Oracle limits the length of database identifiers (table, column, etc., names) to 30 characters.
The ODB compiler automatically truncates any identifier that is longer than 30 characters.
This, however, can lead to duplicate names. A common symptom of this problem are errors
during the database schema creation indicating that a database object with the same name
already exists. To resolve this problem we can assign custom, shorter identifiers using the
db table and db column pragmas [(Chapter 14, "ODB Pragma Language"). For
example:

#pragma db object
class long_class_name

{

std::vector<int> long_container_x_;
std::vector<int> long_container_y _;

h

In the above example, the names of the two container tables will be
long_class_name_long_container_x_ and

long_class_name_long_container_y . However, when truncated to 30 characters,
they both becoméng_class _name_long_container . To resolve this collision we

can assign a custom table name for each container:

#pragma db object
class long_class_name

{

#pragma db table("long_class_name_cont_x")
std::vector<int> long_container_x_;

#pragma db table("long_class_name_cont_y")
std::vector<int> long_container_y _;
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20.5.2 Query Result Caching

Oracle ODB runtime implementation does not perform query result cadhing (Sectjon 4.4,
['Query Result") even when explicitly requested. The OCI API supports interleaving execution
of multiple prepared statements on a single connection. As a result, with OCI, it is possible to
have multiple uncached results and calls to other database functions do not invalidate them.
The only limitation of the uncached Oracle results is the unavailability of the
result::size() function. If you call this function on an Oracle query result, then the
odb::result_not_cached exception [(Section 3.14, "ODB Exceptigns") is always
thrown. Future versions of the Oracle ODB runtime library may add support for result
caching.

20.5.3 Foreign Key Constraints

ODB assumes the standard SQL behavior which requires that foreign key constraints check-
ing is deferred until the transaction is committed. Default Oracle behavior is to check such
constraints immediately. As a result, when used with ODB, a custom database schema that
defines foreign key constraints may need to declare such constraintdlTA8LLY
DEFERREDPas shown in the following example. By default, schemas generated by the ODB
compiler meet this requirement automatically.

CREATE TABLE Employee (

employer NUMBER(20) REFERENCES Employer(id)
DEFERRABLE INITIALLY DEFERRED);

You can override the default behavior and instruct the ODB compiler to generate
non-deferrable foreign keys by specifying thefkeys-deferrable-mode
not_deferrable ODB compiler option. Note, however, that in this case the order in
which you persist, update, and erase objects within a transaction becomes important.

20.5.4 Unique Constraint Violations

Due to the granularity of the Oracle error codes, it is impossible to distinguish between the
duplicate primary key and other unique constraint violations. As a result, when making an
object persistent, the Oracle ODB runtime will translate all unique constraint violation errors
to theobject_already_persistent exception|(Section 3.14, "ODB Exceptigns").

20.5.5 LargeFLOATand NUMBERYypes

The Oracld=LOATtype with a binary precision greater than 53 and fixed-poinvVIBERype

with a decimal precision greater than 15 cannot be automatically extracted into the C++
float anddouble types. Instead, the Oracle ODB runtime uses a 21-byte buffer containing
the binary representation of a value as an image type forF&l@AT andNUMBERypes. In

order to convert them into an application-specific large number representation, you will need
to provide a suitablealue_traits template specialization. For more information on the
binary format used to store tRe OATandNUMBERalues, refer to the Oracle Call Interface
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(OCI) documentation.

An alternative approach to accessing l&Fg©ATandNUMBERalues is to map these type to
one of the natively supported ones, as discussgd in Section 14.8, "Database Type Mapping

Note that &NUMBERype that is used to represent a floating point number (declared by speci-
fying NUMBERwithout any range and scale) can be extracted into the float and
double types.

20.5.6 Timezones

ODB does not currently support the Oracle date-time types with timezone information.
However, these types can be accessed by mapping them to one of the natively supported
types, as discussed|in Section 14.8, "Database Type Mapping Pragmas".

20.5.7LONGTypes

ODB does not support the deprecated Ora€d&Gand LONG RAWdata types. However,
these types can be accessed by mapping them to one of the natively supported types, as
discussed ip Section 14.8, "Database Type Mapping Pragmas".

20.5.8 LOB Types and By-Value Accessors/Modifiers

As discussed in Section 14.4.5¢t /set /access "} by-value accessor and modifier expres-
sions cannot be used with data members of Oracle large object (LOB) dataBiyQd:

CLOB andNCLOB The Oracle ODB runtime uses streaming for reading/writing LOB data
directly from/to data members. As a result, by-reference accessors and modifiers should be
used for these data types.

20.5.9 Database Schema Evolution

In Oracle, the type of thename column in the schema_version table is
VARCHAR2(512). Because this column is a primary key AMRCHARZepresents empty

strings asNULL values, it is impossible to store an empty string in this column, which is what

is used to represent the default schema name. As a result, in Oracle, the empty schema name
is stored as a string containing a single space character. ODB performs all the necessary trans-
lations automatically and normally you do not need to worry about this implementation detail
unless you are querying or modifying tfehema_version table directly.

20.6 Oracle Index Definitions

When theindex pragma|(Section 14.7, "Index Definition Pragmas") is used to define an
Oracle index, théype clause specifies the index type (for exampldJQUE BITMAP), the

method clause is not used, and thptions clause specifies additional index properties,
such as partitioning, table spaces, etc. The column options can be used to specify the sort
order. For example:
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#pragma db object
class object

{

std::string name_;

#pragma db index \
type("BITMAP") \
member(name_, "DESC") \
options("TABLESPACE TBS1")

k

Index names in Oracle are schema-global. To avoid name clashes, ODB automatically
prefixes each index name with the table name on which it is defined.

360 C++ Object Persistence with ODB Revision 2.4, February 2015



21 Microsoft SQL Server Database

21 Microsoft SQL Server Database

To generate support code for the SQL Server database you will need to pass the
"--database mssql " (or "-d mssql ") option to the ODB compiler. Your application

will also need to link to the SQL Server ODB runtime librdiyodb-mssqgl ). All SQL
Server-specific ODB classes are defined inatlle::mssql  namespace.

21.1 SQL Server Type Mapping

The following table summarizes the default mapping between basic C++ value types and SQL
Server database types. This mapping can be customized on the per-type and per-member basis
using the ODB Pragma Language (Chapter 14, "ODB Pragma Language").
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C++ Type SQL Server Type Defauilt Nt:iI;L Seman-
bool BIT NOT NULL
char CHAR(1) NOT NULL
signed char TINYINT NOT NULL
unsigned char TINYINT NOT NULL
short SMALLINT NOT NULL
unsigned short SMALLINT NOT NULL
int INT NOT NULL
unsigned int INT NOT NULL
long BIGINT NOT NULL
unsigned long BIGINT NOT NULL
long long BIGINT NOT NULL
l‘gf;g”ed long BIGINT NOT NULL
float REAL NOT NULL
double FLOAT NOT NULL
std::string VARCHAR(512)/VARCHAR(256) | NOT NULL
char[N] VARCHAR(N-1) NOT NULL
std::wstring NVARCHAR(512)/NVARCHAR(256) | NOT NULL
wchar_t[N] NVARCHAR(N-1) NOT NULL
GUID UNIQUEIDENTIFIER NOT NULL

It is possible to map thehar C++ type to an integer database type (for exanTpYINT )

using thedb type

Note that thestd::string

std::wstring

VARCHAR(512) and std::wstring
always change this mapping using thetype

362

pragma|(Section 14.4.3ybe ").

andstd::wstring
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IS mapped

types are mapped differently depending

on whether a member of one of these types is an object id or not. If the member is an object
id, then for this memberstd::string
— to NVARCHAR(256). Otherwise, std::string
— to NVARCHAR(512). Note also that you can

to VARCHAR(256) and

is mapped to

pragma|(Section 14.4.3ybe ").
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Additionally, by default, C++ enums and C++11 enum classes are automatically mapped to
the SQL Server types corresponding to their underlying integral types (see table above). The
defaultNULL semantics iSNOT NULL For example:

enum color {red, green, blue};
enum class taste: unsigned char

{
bitter = 1,
sweet,
sour = 4,
salty

b

#pragma db object
class object

{

color color_; // Automatically mapped to INT.
taste taste_; // Automatically mapped to TINYINT.

g

Note also that because SQL Server does not support unsigned integers, the
unsigned short  , unsigned int , andunsigned long  /unsigned long long

C++ types are by default mapped to SMALLINT, INT, andBIGINT SQL Server types,
respectively. The sign bit of the value stored by the database for these types will contain the
most significant bit of the actual unsigned value being persisted. Similarly, because there is no
signed version of th€INYINT SQL Server type, by default, tsggned char  C++ type is
mapped tarINYINT . As a result, the most significant bit of the value stored by the database
for this type will contain the sign bit of the actual signed value being persisted.

It is also possible to add support for additional SQL Server types, such as geospatial types,
XML, and user-defined types. For more information, refgr to Section 14.8, "Databage Type
[Mapping Pragmas".

21.1.1 String Type Mapping

The SQL Server ODB runtime library provides support for mappingsttiestring :

char[N] , andstd::array<char, N> types to the SQL Serv&HAR VARCHARand
TEXT types as well as thstd::wstring ,wchar_t[N] , and
std::array<wchar_t, N> types toNCHARNVARCHARandNTEXT However, these

mappings are not enabled by default (in particular, by deftdttarray will be treated
as a container). To enable the alternative mappings for these types we need to specify the
database type explicitly using tbb type pragmal(Section 14.4.3ype "), for example:
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#pragma db object
class object

{
#pragma db type ("CHAR(2)")
char state_[2];
#pragma db type ("NVARCHAR(max)")
std::wstring text_;
3
Alternatively, this can be done on the per-type basis, for example:

#pragma db value(std::wstring) type("NVARCHAR(max)")

#pragma db object
class object

{

std::wstring text_; // Mapped to NVARCHAR(max).

}1
Thechar[N] , std::array<char, N> ,wchar_t[N] ,and
std::array<wchar_t, N> values may or may not be zero-terminated. When extracting

such values from the database, ODB will append the zero terminator if there is enough space.

See alsp Section 21.1.4, "Long String and Binary Types" for certain limitations of long string
types.

21.1.2 Binary Type andUNIQUEIDENTIFIER Mapping

The SQL Server ODB runtime library also provides support for mapping the
std::vector<char> , Std::vector<unsigned char> ,char[N] ,

unsigned char[N] , Std::array<char, N> , and std::array<unsigned

char, N> types to the SQL Serv&NARY, VARBINARY andIMAGEtypes. There is also
support for mapping thehar[16] array to the SQL ServéyNIQUEIDENTIFIER type.
However, these mappings are not enabled by default (in particular, by default,
std::vector andstd::array will be treated as containers). To enable the alternative
mappings for these types we need to specify the database type explicitly usibgype
pragma((Section 14.4.3ype "), for example:

#pragma db object
class object

{
#pragma db type("UNIQUEIDENTIFIER")
char uuid_[16];

#pragma db type("VARBINARY (max)")

364 C++ Object Persistence with ODB Revision 2.4, February 2015



21.1.3 ROWVERSION Mapping

std::vector<char> buf_;

#pragma db type("BINARY(256)")
unsigned char data_[256];

}1
Alternatively, this can be done on the per-type basis, for example:

typedef std::vector<char> buffer;
#pragma db value(buffer) type("VARBINARY (max)")

#pragma db object
class object

{

buffer buf_; // Mapped to VARBINARY (max).
3

Note also that in native queries (Chapter 4, "Querying the DatabebeljN] and
std::array<char, N> parameters are by default passed as a string rather than a binary.
To pass such parameters as a binary, we need to specify the database type explicitly in the
_val() /_ref() -calls. Note also that we don’'t need to do this for the integrated queries, for
example:

char u[l6] ={...};

db.query<object> ("uuid =" + query::_val<odb::mssql::id_binary> (u));
db.query<object> (

"uuid =" + query::_val<odb::mssqgl::id_uniqueidentifier> (u));
db.query<object> (query::uuid == query::_ref (u));

See alsp Section 21.1.4, "Long String and Binary Types" for certain limitations of long binary
types.

21.1.3ROWVERSIONlapping

ROWVERSIOMK a special SQL Server data type that is automatically incremented by the
database server whenever a row is inserted or updated. As such, it is normally used to imple-
ment optimistic concurrency and ODB provides support for uRIGYVVERSIOMstead of

the more portable approach for optimistic concurrepcy (Chapter 12, "Optimistic Goncur-

frency?).

ROWVERSIOINN a 64-bit value which is mapped by ODButasigned long long .As a
result, to usROWVERSIORr optimistic concurrency we need to make sure that the version
column is of theunsigned long long type. We also need to explicitly specify that it
should be mapped to tROWVERSIOMNata type. For example:
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#pragma db object optimistic
class person

{

#pragma db version type("ROWVERSION")
unsigned long long version_;

3
21.1.4 Long String and Binary Types

For SQL Server, ODB handles character, national character, and binary data in two different
ways depending on its maximum length. If the maximum length (in bytes) is less than or
equal to the limit specified with themssql-short-limit ODB compiler option (1024

by default), then it is treated &hkort data, otherwise —long data. For short data ODB
pre-allocates an intermediate buffer of the maximum size and binds it directly to a parameter
or result column. This way the underlying database APl (ODBC) can read/write directly
from/to this buffer. In the case of long data, the data is read/written in chunks using the
SQLGetData() /SQLPutData() ODBC functions. While the long data approach reduces
the amount of memory used by the application, it may require greater CPU resources.

Long data has a number of limitations. In particular, when setting a custom short data limit,
make sure that it is sufficiently large so that no object id in the application is treated as long
data. It is also impossible to load an object or view with long data more than once as part of a
query result iteration| (Section 4.4, "Query Resgult"). Any such attempt will result in the
odb::mssql::long_data_reload exception [(Section 21.4, "SOQL Server Exgep-

ftions’). For example:

#pragma db object
class object

{

int num_;

#pragma db type("VARCHAR(max)") // Long data.
std::string str_;

%

typedef odb::query<object> query;
typedef odb::result<object> result;

transaction t (db.begin ());
result r (db.query<object> (query::num < 100));

for (result::iterator i (r.begin ()); i = r.end (); ++i)

{
if (li->str_.empty ()) // First load.

{
object o;
i.load (0); // Error: second load, long_data_reload is thrown.
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}
}

t.commit ();

Finally, if a native view|(Section 10.6, "Native Views") contains one or more long data
members, then such members should come last both in the select-list of the native SQL query
and the list of data members in the C++ class.

21.2 SQL Server Database Class

The SQL Servedatabase class encapsulates the ODBC environment handle as well as the
server instance address and user credentials that are used to establish connections to the
database. It has the following interface:

namespace odb

{

namespace mssq|

{

enum protocol

{

protocol_auto,

protocol_tcp, // TCP/IP.

protocol_lpc, // Shared memory (local procedure call).
protocol_np // Named pipes.

g

enum transaction_isolation
{
isolation_read_uncommitted,
isolation_read _committed, // SQL Server default.
isolation_repeatable _read,
isolation_snapshot,
isolation_serializable

h

class database: public odb::database
{
public:
typedef protocol protocol_type;
typedef transaction_isolation transaction_isolation_type;

database (const std::string& user,
const std::string& password,
const std::string& db,
const std::string& server,
const std::string& driver =",
const std::string& extra_connect_string =",
transaction_isolation_type = isolation_read_committed,
SQLHENYV environment = 0,
std::[auto|unique]_ptr<connection_factory> = 0);

database (const std::string& user,
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const std::string& password,

const std::string& db,

protocol_type protocol = protocol_auto,
const std::string& host =",
const std::string& instance =",
const std::string& driver =",

const std::string& extra_connect_string =",
transaction_isolation_type = isolation_read_committed,
SQLHENYV environment = 0,

std::[auto|unique]_ptr<connection_factory> = 0);

database (const std::string& user,
const std::string& password,
const std::string& db,
const std::string& host,
unsigned int port,
const std::string& driver =",
const std::string& extra_connect_string =",
transaction_isolation_type = isolation_read_committed,
SQLHENYV environment = 0,
std::[auto|unique]_ptr<connection_factory> = 0);

database (const std::string& connect_string,
transaction_isolation_type = isolation_read_committed,
SQLHENYV environment = 0,
std::[auto|unique]_ptr<connection_factory> = 0);

database (int& argc,
char* argv([],
bool erase = false,
const std::string& extra_connect_string =",
transaction_isolation_type = isolation_read_committed,
SQLHENYV environment = 0,
std::[auto|unique]_ptr<connection_factory> = 0);

static void
print_usage (std::ostream&);

public:

368

const std::string&
user () const;

const std::string&
password () const;

const std::string&
db () const;

protocol_type
protocol () const;

const std::string&
host () const;

const std::string&
instance () const;
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unsigned int
port () const;

const std::string&
server () const;

const std::string&
driver () const;

const std::string&
extra_connect_string () const;

transaction_isolation_type
transaction_isolation () const;

const std::string&
connect_string () const;

SQLHENV
environment ();

public:

connection_ptr

connection ();

h
}

}

You will need to include thecodb/mssql/database.hxx> header file to make this
class available in your application.

The overloadediatabase constructors allow us to specify the SQL Server database param-
eters that should be used when connecting to the databasesé&rheandpassword argu-
ments specify the login name and passwordsér is empty, then Windows authentication

is used and th@assword argument is ignored. Thab argument specifies the database
name to open. If it is empty, then the default database for the user is used.

The server argument in the first constructor specifies the SQL Server instance address in
the standard SQL Server address format:

[ protocol :Jhost[\instance] , port]

Where pr ot ocol can betcp (TCP/IP),lpc (shared memory), onp (named pipe). If
protocol is not specified, then a suitable protocol is automatically selected based on the SQL
Server Native Client configuration. THeost component can be a host name or an IP
address. If nst ance is not specified, then the default SQL Server instance is assumed. If
port is not specified, then the default SQL Server port is used (1433). Note that you would
normally specify either the instance name or the port, but not both. If both are specified, then
the instance name is ignored by the SQL Server Native Client ODBC driver. For more infor-
mation on the format of the SQL Server address, refer to the SQL Server Native Client ODBC
driver documentation.
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The second and third constructors allow us to specify all these address components (protocol,
host, instance, and port) as separate arguments. The third constructor always connects using
TCP/IP to the specified host and port.

Thedriver argument specifies the SQL Server Native Client ODBC driver that should be
used to connect to the database. If not specified, then the latest available version is used. The
following examples show common ways of connecting to the database using the first three
constructors:

/I Connect to the default SQL Server instance on the local machine
/I using the default protocol. Login as 'test’ with password 'secret’
/[ and open the 'example_db’ database.
1
odb::mssql::database dbl ("test",

"secret”,

"example_db");

/I As above except use Windows authentication and open the default
/I database for this user.

I

odb::mssql::database db2 (",

");

/I Connect to the default SQL Server instance on 'onega’ using the
/I default protocol. Login as 'test’ with password 'secret’ and open
/I the 'example_db’ database.
1
odb::mssql::database db3 ("test",

"secret”,

"example_db"

"onega");

/I As above but connect to the 'production’ SQL Server instance.
1
odb::mssql::database db4 ("test",

"secret”,

"example_db"

"onega\\production");

/[l Same as above but specify protocol, host, and instance as separate
/[ arguments.

1

odb::mssql::database db5 ("test",

"secret”,

"example_db",
odb::mssql::protocol_auto,
"onega",

"production™);

/I As above, but use TCP/IP as the protocol.
1
odb::mssql::database db6 ("test",

"secret”,
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"example_db"
"tcp:onega\\production");

/l Same as above but using separate arguments.
1
odb::mssql::database db7 ("test",

"secret”,

"example_db",
odb::mssql::protocol_tcp,
"onega",

"production™);

/I As above, but use TCP/IP port instead of the instance name.
1
odb::mssql::database db8 ("test",

"secret”,

"example_db"

"tcp:onega,1435");

/l Same as above but using separate arguments. Note that here we
/I don’t need to specify protocol explicitly since it can only
/I be TCP/IP.
1
odb::mssql::database db9 ("test",
"secret”,
"example_db",
"onega",
1435);

/I As above but use the specific SQL Server Native Client ODBC
/I driver version.
1
odb::mssql::database dbA ("test",
"secret”,
"example_db"
"tcp:onega,1435",
"SQL Server Native Client 10.0");

The fourth constructor allows us to pass a custom ODBC connection string that provides all
the information necessary to connect to the database. Note also that all the other constructors
have theextra_connect_string argument which can be used to specify additional
ODBC connection attributes. For more information on the format of the ODBC connection
string, refer to the SQL Server Native Client ODBC driver documentation.

The last constructor extracts the database parameters from the command line. The following
options are recognized:

--user | -U <login>
--password | -P <password>
--database | -d <name>
--server | -S <address>
--driver <name>
--options-file <file>
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The --options-file option allows us to specify some or all of the database options in a
file with each option appearing on a separate line followed by a space and an option value.

If the erase argument to this constructor is true, then the above options are removed from
theargv array and thergc count is updated accordingly. This is primarily useful if your
application accepts other options or arguments and you would like to get the SQL Server
options out of thargv array.

This constructor throws thadb::mssql::cli_exception exception if the SQL Server
option values are missing or invalid. See seqtion Section 21.4, "SQL Server Excgptions” for
more information on this exception.

The staticprint_usage() function prints the list of options with short descriptions that
are recognized by this constructor.

Additionally, all the constructors have thensaction_isolation and environ-

ment arguments. Th&ansaction_isolation argument allows us to specify an alter-
native transaction isolation level that should be used by all the connections created by this
database instance. Teavironment argument allows us to provide a custom ODBC envi-
ronment handle. If this argument is MWLL, then the passed handle is used in all the ODBC
function calls made by thigatabase instance. Note also that tdatabase instance does

not assume ownership of the passed environment handle and this handle should be valid for
the lifetime of thedatabase instance.

The last argument to all of the constructors is a pointer to the connection factory. In
C++98/03, it isstd::auto_ptr while in C++11std::unique_ptr Is used instead. If

we pass a nohULL value, the database instance assumes ownership of the factory instance.
The connection factory interface as well as the available implementations are described in the
next section.

The set of accessor functions following the constructors allows us to query the parameters of
thedatabase instance.

The connection() function returns a pointer to the SQL Server database connection

encapsulated by thedb::mssqgl::connection class. For more information on
mssql::connection , refer to| Section 21.3, "SQL Server Connection and Connegtion
[Factoryt.

21.3 SQL Server Connection and Connection Factory

Themssql::connection class has the following interface:

namespace odb

{

namespace mssq|

{

class connection: public odb::connection

{
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public:
connection (database&);
connection (database&, SQLHDBC handle);

SQLHDBC
handle ();

details::buffer&
long_data_buffer ();

k

typedef details::shared_ptr<connection> connection_ptr;

}

}
For more information on thedb::connection interface, refer tp Section 3.6, "Connec-
fions]. The first overloadednssgl::connection constructor creates a new ODBC

connection. The created connection is configured to use the manual commit mode with multi-
ple active result sets (MARS) enabled. The second constructor allows us to caatea

tion instance by providing an already established ODBC connection. Note that the
connection  instance assumes ownership of this handle.hEmelle() accessor returns

the underlying ODBC connection handle associated witkdhaection  instance.

Additionally, eachconnection instance maintains a long data buffer. This buffer is used

by the SQL Server ODB runtime as an intermediate storage for piecewise handling of long
data. By default, the long data buffer has zero initial capacity and is expanded to 4096 bytes
when the first long data operation is performed. If your application requires a bigger or
smaller long data buffer, you can specify a custom capacity using the
long_data_buffer() accessor.

Themssql::connection_factory abstract class has the following interface:

namespace odb

{

namespace mssq|

{

class connection_factory

{
public:
virtual void
database (database&) = 0;

virtual connection_ptr

connect () = 0;

h
}

}

Thedatabase() function is called when a connection factory is associated with a database
instance. This happens in thedb::mssql::database class constructors. The
connect()  function is called whenever a database connection is requested.
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The two implementations of theonnection_factory interface provided by the SQL
Server ODB runtime amgew_connection_factory andconnec-

tion_pool_factory . You will need to include the<odb/mssgl/connec-
tion-factory.hxx> header file to make theonnection_factory interface and
these implementation classes available in your application.

The new_connection_factory class creates a new connection whenever one is
requested. When a connection is no longer needed, it is released and closed. The
new_connection_factory class has the following interface:
namespace odb
{
namespace mssql
{
class new_connection_factory: public connection_factory
{
public:
new_connection_factory ();
3
3
The connection_pool_factory class implements a connection pool. It has the follow-

ing interface:

namespace odb

{

namespace mssq|

{

class connection_pool_factory: public connection_factory

{
public:
connection_pool_factory (std::size_t max_connections = 0,
std::size_t min_connections = 0);

protected:
class pooled_connection: public connection

{

public:

pooled_connection (database_type&);
pooled_connection (database_type&, SQLHDBC handle);

}7
typedef details::shared_ptr<pooled_connection> pooled_connection_ptr;

virtual pooled_connection_ptr
create ();

b
k

The max_connections  argument in theconnection_pool_factory constructor
specifies the maximum number of concurrent connections that this pool factory will maintain.
Similarly, the min_connections argument specifies the minimum number of available
connections that should be kept open.
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Whenever a connection is requested, the pool factory first checks if there is an unused connec-
tion that can be returned. If there is none, the pool factory checksatheconnections

value to see if a new connection can be created. If the total number of connections maintained
by the pool is less than this value, then a new connection is created and returned. Otherwise,
the caller is blocked until a connection becomes available.

When a connection is released, the pool factory first checks if there are blocked callers
waiting for a connection. If so, then one of them is unblocked and is given the connection.
Otherwise, the pool factory checks whether the total number of connections maintained by the
pool is greater than thmin_connections value. If that's the case, the connection is
closed. Otherwise, the connection is added to the pool of available connections to be returned
on the next request. In other words, if the number of connections maintained by the pool
exceedsnin_connections  and there are no callers waiting for a new connection, the pool
will close the excess connections.

If the max_connections  value is 0, then the pool will create a new connection whenever
all of the existing connections are in use. Ifthie_connections  value is 0, then the pool
will never close a connection and instead maintain all the connections that were ever created.

The create()  virtual function is called whenever the pool needs to create a new connec-
tion. By deriving from theconnection_pool_factory class and overriding this func-
tion we can implement custom connection establishment and configuration.

If you passNULL as the connection factory to one of thegabase constructors, then the
connection_pool_factory instance will be created by default with the min and max
connections values set @ The following code fragment shows how we can pass our own
connection factory instance:

#include <odb/database.hxx>

#include <odb/mssql/database.hxx>
#include <odb/mssql/connection-factory.hxx>

int
main (int argc, char* argv[])

{

auto_ptr<odb::mssql::connection_factory> f (
new odb::mssql::connection_pool_factory (20));

auto_ptr<odb::database> db (
new mssql::database (argc, argv, false, ", 0, f));

}

21.4 SQL Server Exceptions

The SQL Server ODB runtime library defines the following SQL Server-specific exceptions:
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namespace odb
{
namespace mssql
{
class database_exception: odb::database_exception
{
public:
class record
{
public:
SQLINTEGER
error () const;

const std::string&
sqlstate () const;

const std::string&
message () const;

h
typedef std::vector<record> records;

typedef records::size_type size_type;
typedef records::const_iterator iterator;

iterator
begin () const;

iterator
end () const;

size_type
size () const;

virtual const char*
what () const throw ();

k

class cli_exception: odb::exception
{

public:

virtual const char*

what () const throw ();

g

class long_data_reload: odb::exception

{

public:

virtual const char*

what () const throw ();

h
}

}
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You will need to include theodb/mssql/exceptions.hxx> header file to make these
exceptions available in your application.

The odb::mssql::database_exception is thrown if an SQL Server database opera-

tion fails. The SQL Server-specific error information is stored as a series of records, each
containing the error code as a signed 4-byte integer, the SQLSTATE code, and the message
string. All this information is also combined and returned in a human-readable form by the
what() function.

The odb::mssql::cli_exception is thrown by the command line parsing constructor
of the odb::mssql::database class if the SQL Server option values are missing or
invalid. Thewhat() function returns a human-readable description of an error.

The odb::mssql::long_data_reload is thrown if an attempt is made to re-load an
object or view with long data as part of a query result iteration. For more information, refer to
[Section 21.1, "SOL Server Type Mapping".

21.5 SQL Server Limitations

The following sections describe SQL Server-specific limitations imposed by the current SQL
Server and ODB runtime versions.

21.5.1 Query Result Caching

SQL Server ODB runtime implementation does not perform query result caching (Seclion 4.4,
['Query Resulf") even when explicitly requested. The ODBC API and the SQL Server Native
Client ODBC driver support interleaving execution of multiple prepared statements on a
single connection. As a result, it is possible to have multiple uncached results and calls to
other database functions do not invalidate them. The only limitation of the uncached SQL
Server results is the unavailability of thesult::size() function. If you call this func-

tion on an SQL Server query result, then tdb::result_not cached exception
(Section 3.14, "ODB Exceptions") is always thrown. Future versions of the SQL Server ODB
runtime library may add support for result caching.

21.5.2 Foreign Key Constraints

ODB assumes the standard SQL behavior which requires that foreign key constraints check-
ing is deferred until the transaction is committed. The only behavior supported by SQL Server
is to check such constraints immediately. As a result, by default, schemas generated by the
ODB compiler for SQL Server have foreign key definitions commented out. They are retained
only for documentation.

You can override the default behavior and instruct the ODB compiler to generate
non-deferrable foreign keys by specifying thefkeys-deferrable-mode
not_deferrable ODB compiler option. Note, however, that in this case the order in
which you persist, update, and erase objects within a transaction becomes important.
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21.5.3 Unique Constraint Violations

Due to the granularity of the ODBC error codes, it is impossible to distinguish between the
duplicate primary key and other unique constraint violations. As a result, when making an
object persistent, the SQL Server ODB runtime will translate all unique constraint violation
errors to theobject_already_persistent exception [(Section 3.14, "ODB _EXxcgp-

ftionsT).
21.5.4 Multi-threaded Windows Applications

Multi-threaded Windows applications must use the

_beginthread() /_beginthreadex() and _endthread() /_endthreadex()

CRT functions instead of th€reateThread() andEndThread() Win32 functions to
start and terminate threads. This is a limitation of the ODBC implementation on Windows.

21.5.5 Affected Row Count and DDL Statements

SQL Server always returns zero as the number of affected rows for DDL statements. In partic-
ular, this means that thadatabase::execute() (Section 3.12, "Executing Native SQL
Statements") function will always return zero for such statements.

21.5.6 Long Data and Auto Object IdSROWVERSION

SQL Server 2005 has a bug that causes it to fail diN&&ERT or UPDATEstatement with

the OUTPUTclause (used to return automatically assigned object ids as iRED\AR/ERSION
values) if one of the inserted columns is long data. The symptom of this bug in ODB is an
exception thrown by thdatabase::persist() or database::update() function

when used on an object that contains long data and has an automatically assigned object id or
usesROWVERSIONased optimistic concurrengy (Section 21.1ROWVERSIOSupport|).

The error message reads "This operation conflicts with another pending operation on this
transaction. The operation failed."

For automatically assigned object ids ODB includes a workaround for this bug which uses a
less efficient method to obtain id values for objects that contain long data. To enable this
workaround you need to specify that the generated code will be used with SQL Server 2005 or
later by passing themssql-server-version 9.0 ODB compiler option.

For ROWVERSIONased optimistic concurrency no workaround is currently provided. The
ODB compiler will issue an error for objects that B@®WVERSIORbr optimistic concur-
rency and containing long data.

21.5.7 Long Data and By-Value Accessors/Modifiers

As discussed in Section 14.4.5et /set /access "} by-value accessor and modifier expres-
sions cannot be used with data members of long data types. The SQL Server ODB runtime
uses streaming for reading/writing long data directly from/to data members. As a result,
by-reference accessors and modifiers should be used for these data types.
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21.5.8 Bulk Update andROWVERSION

The bulk update operation (Section 15.3, "Bulk Database Operations") is not yet supported for
persistent classes that IROWVERSIONased optimistic concurrency. For such classes the
bulk update() function is not available. The bulk persist and erase support is still provided.

21.6 SQL Server Index Definitions

When theindex pragma|(Section 14.7, "Index Definition Pragmas") is used to define an
SQL Server index, theype clause specifies the index type (for examplBIQUE CLUS-
TERED, themethod clause is not used, and thptions clause specifies additional index
properties. The column options can be used to specify the sort order. For example:

#pragma db object
class object

{

std::string name_;

#pragma db index \
type("UNIQUE CLUSTERED") \
member(name_, "DESC") \

options("WITH(FILLFACTOR = 80)")
k

21.7 SQL Server Stored Procedures

ODB native views|(Section 10.6, "Native Vieys") can be used to call SQL Server stored
procedures. For example, assuming we are usingedtson class fron] Chapter 2, "Hello
[World Example]' (and the correspondipgrson table), we can create a stored procedure
that given the min and max ages returns some information about all the people in that range:

CREATE PROCEDURE dbo.person_range (
@min_age SMALLINT,
@max_age SMALLINT)
AS
SELECT age, first, last FROM person
WHERE age >= @min_age AND age <= @max_age;

Given the above stored procedure we can then define an ODB view that can be used to call it
and retrieve its result:

#pragma db view query("EXEC person_range (?)")
struct person_range

{

unsigned short age;

std::string first;

std::string last;

%
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The following example shows how we can use the above view to print the list of people in a
specific age range:

typedef odb::query<person_range> query;
typedef odb::result<person_range> result;

transaction t (db.begin ());

result r (
db.query<person_range> (

query::_val (1) +"" + query::_val (18)));

for (result::iterator i (r.begin ()); i I=r.end (); ++i)
cerr << i->first << " " << i->last << " " << i->age << end|;

t.commit ();

Note that as with all native views, the order and types of data members must match those of
columns in theSELECTIist inside the stored procedure.

There are also a number of limitations when it comes to calling SQL Server stored procedures
with ODB views. There is currently no support for output parameters, however, this is
planned for a future version. In the meantime, to call a stored procedure that has output
parameters we have to use a wrapper procedure that converts such paramesé&isEGCR

result. For example, given the following procedure that calculates the age range of the people
in our database:

CREATE PROCEDURE dbo.person_age_range (
@min_age SMALLINT = NULL OUTPUT,
@max_age SMALLINT = NULL OUTPUT)
AS
SELECT @min_age = MIN(age), @max_age = MAX(max) FROM person;

We can create a wrapper procedure like this:

CREATE PROCEDURE dbo.person_age_range_odb

AS
DECLARE @min_age SMALLINT, @max_age SMALLINT,;
EXEC person_age_range @min_age OUTPUT, @max_age OUTPUT;
SELECT @min_age, @max_age;

And a view like this:

#pragma db view query("EXEC person_age_range_odb")
struct person_age_range

{

unsigned short min_age;
unsigned short max_age;

%
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Which we can then use to call the stored procedure:
transaction t (db.begin ());

person_age_range ar (db.query_value<person_age_range> ());
cerr << ar.min_age << " " << ar.max_age << endl;

t.commit ();

In SQL Server, a stored procedure can produce multiple results. For example, if a stored
procedure executes seveBELECT statements, then the result of calling such a procedure
consists of two row sets, one for e®BELECTstatement. Because such multiple row sets can
contain varying number and type of columns, they cannot be all extracted into a single view.
Consequently, these kind of stored procedures are currently not supported.

A stored procedure may also produce no row sets at all. For example, a stored procedure that
only executes DML statements would exhibit this behavior. To call such a procedure we use
an empty view, for example:

CREATE PROCEDURE dbo.insert_person (
@first VARCHAR(512),
@last VARCHAR(512),
@age SMALLINT)
AS
INSERT INTO person(first, last, age)
VALUES(@first, @last, @age);

#pragma db view
struct no_result {};

transaction t (db.begin ());

db.query_one<no_result> (
"EXEC insert_person" +
query::_val ("John") + "" +
query::_val ("Doe") +"," +
query::_val (21));

t.commit ();

Finally, an SQL Server stored procedure can also return an integer status code. Similar to
output parameters, this code can only be observed by an ODB view if it is converted to a
SELECTresult. For more information on how to do this and for other examples of stored
procedure calls, refer to timessql/stored-proc test in theodb-tests  package.
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PART Il PROFILES

Part Il covers the integration of ODB with popular C++ frameworks and libraries. It consists
of the following chapters.

22 [Profiles Introductioh
23 |Boost Profil¢
24
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ODB profiles are a generic mechanism for integrating ODB with widely-used C++ frame-
works and libraries. A profile provides glue code which allows you to seamlessly persist
various components, such as smart pointers, containers, and value types found in these frame-
works or libraries. The code necessary to implement a profile is packaged into the so called
profile library. For example, the Boost profile implementation is provided by the
libodb-boost profile library.

Besides linking the profile library to our application, it is also necessary to let the ODB
compiler know which profiles we are using. This is accomplished with-gnefile (or
-p alias) option. For example:

odb --profile boost ...

Some profiles, especially those covering frameworks or libraries that consist of multiple
sub-libraries, provide sub-profiles that allow you to pick and choose which components you
would like to use in your application. For example, theost profile contains the

boost/data-time sub-profile. If we are only interested in tate_time types, then
we can passhoost/data-time instead ofboost to the --profile option, for
example:

odb --profile boost/date-time ...

To summarize, you will need to perform the following steps in order to make use of a profile
in your application:

1. ODB compiler: if necessary, specify the path to the profile library heatlep(ion).

2. ODB compiler: specify the profile you would like to use with-tpeofile option.

3. C++ compiler: if necessary, specify the path to the profile library headers (norimally
option).

4. Linker: link the profile library to the application.

The remaining chapters in this part of the manual describe the standard profiles provided by
ODB.
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The ODB profile implementation for Boost is provided by libedb-boost library and
consists of multiple sub-profiles corresponding to the individual Boost libraries. To enable all
the available Boost sub-profiles, pdssost as the profile name to theprofile ODB
compiler option. Alternatively, you can enable only specific sub-profiles by passing individ-
ual sub-profile names teprofile . The following sections in this chapter discuss each
Boost sub-profile in detail. Thaoost example in th@db-examples package shows how

to enable and use the Boost profile.

Some sub-profiles may throw exceptions to indicate error conditions, such as the inability to
store a specific value in a particular database system. All such exceptions derive from the
odb::boost::exception class which in turn derives from the root of the ODB excep-
tion hierarchy, classodb::exception (Section 3.14, "ODB Exceptions"”). The
odb::boost::exception class is defined in theodb/boost/exception.hxx>

header file and has the same interfacedis:exception . Concrete exceptions that can

be thrown by the Boost sub-profiles are described in the following sections.

23.1 Smart Pointers Library

Thesmart-ptr  sub-profile provides persistence support for a subset of smart pointers from

the Boostsmart_ptr  library. To enable only this profile, palssost/smart-ptr to the
--profile ODB compiler option.

The currently supported smart pointers ardoost::shared_ ptr and
boost::weak_ptr . For more information on using smart pointers as pointers to objects

and views, refer tp Section 3.3, "Object and View Pointers'| and Chapter 6, "Relatignships".
For more information on using smart pointers as pointers to values, rdfer to Sectipn 7.3,
['Pointers andNULL Value Semantics". When used as a pointer to a value, only
boost::shared_ptr is supported. For example:

#pragma db object
class person

{

#pragma db null
boost::shared_ptr<std::string> middle_name_;

h

To provide finer grained control over object relationship loading, shert-ptr
sub-profile also provides the lazy counterparts for the above pointers:
odb::boost::lazy shared_ptr and odb::boost::lazy weak_ptr . You will

need to include theodb/boost/lazy-ptr.hxx> header file to make the lazy variants
available in your application. For a description of the lazy pointer interface and semantics
refer to[ Section 6.4, "Lazy Pointgrs". The following example shows how we can use these
smart pointers to establish a relationship between persistent objects.
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class employee;

#pragma db object
class position

{

#pragma db inverse(position_)
odb::boost::lazy_weak ptr<employee> employee_;

%

#pragma db object
class employee

{

#pragma db not_null
boost::shared_ptr<position> position_;

%

Besides providing persistence support for the above smart pointerssmiae-ptr
sub-profile also changes the default poinfer (Section 3.3, "Object and View Ppinters") to
boost::shared_ptr . In particular, this means that database functions that return dynami-
cally allocated objects and views will return thembasst::shared_ptr pointers. To
override this behavior, add thedefault-pointer option specifying the alternative
pointer type after theprofile option.

23.2 Unordered Containers Library

Theunordered sub-profile provides persistence support for the containers from the Boost

unordered library. To enable only this profile, padsoost/unordered to the
--profile ODB compiler option.

The supported containers abeost::unordered_set , boost::unordered_map :
boost::unordered_multiset , and boost::unordered_multimap . For more

information on using the set and multiset containers with ODB, refer to Section 5.2, "$et and
[Multiset Containers". For more information on using the map and multimap containers with
ODB, refer td Section 5.3, "Map and Multimap Contairjers". The following example shows

how theunordered_set  container may be used within a persistent object.

#pragma db object
class person

{

boost::unordered_set<std::string> emails_;

h
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23.3 Multi-Index Container Library

Themulti-index sub-profile provides persistence support for

boost::multi_index_container from the Boost Multi-Index library. To enable only
this profile, pasdoost/multi-index to the--profile ODB compiler option. The
following example shows howmulti_index_container may be used within a persis-

tent object.
namespace mi = boost::multi_index;

#pragma db object
class person

{

typedef
mi::multi_index_container<
std::string,
mi::indexed_by<
mi::sequenced<>,
mi::ordered_unigque<mi::identity<std::string> >
>
> emails;

emails emails_;

k

Note that amulti_index_container instantiation is stored differently in the database
depending on whether it has asgguenced orrandom_access indexes. If it does, then

it is treated as an ordered container (Section 5.1, "Ordered Containers") with the first such
index establishing the order. Otherwise, it is treated as a set container (Section 5.2, |'Set and
[Multiset Containers").

Note also that there is a terminology clash between ODB and Boost Multi-Index. The ODB
term ordered container translates to Multi-Index termsequenced index andrandom access

index while the ODB ternset container translates to Multi-Index termardered index and
hashed index.

Theemails container from the above example is stored as an ordered container. In contrast,
the followingaliases container is stored as a set.

namespace mi = boost::multi_index;

#pragma db value
struct name

{
std::string first;
std::string last;

%

bool operator< (const nameé&, const nameg&);
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#pragma db object
class person

{

typedef
mi::multi_index_container<
name,
mi::indexed_by<
mi::ordered_unigque<mi::identity<name> >
mi::ordered_non_unique<
mi::member<name, std::string, &name::first>
>1
mi::ordered_non_unique<
mi::member<name, std::string, &name::last>
>
>

> aliases;

aliases aliases_;

%

23.4 Optional Library

The optional sub-profile provides persistence support for theost::optional
container from the Boostoptional library. To enable only this profile, pass
boost/optional to the--profile ODB compiler option.

In a relational databadmost::optional iIs mapped to a column that can havisld_L
value. Similar toodb::nullable (Section 7.3, "Pointers adULL Value Semanticg"), it
can be used to add theJLL semantics to existing C++ types. For example:

#include <boost/optional.hpp>

#pragma db object
class person

{
std::string first_; /I TEXT NOT NULL
boost::optional<std::string> middle_; // TEXT NULL
std::string last_; /I TEXT NOT NULL
3
Note also that similar todb::nullable , When this profile is used, ti¢ULL values are
automatically enabled for data members oftibest::optional type.

Revision 2.4, February 2015 C++ Object Persistence with ODB 387



23.5 Date Time Library

23.5 Date Time Library

The date-time  sub-profile provides persistence support for a subset of types from the
Boostdate_time library. It is further subdivided into two sub-profilegegorian  and
posix_time . The gregorian sub-profile provides support for types from the
boost::gregorian namespace, while thposix-time  sub-profile provides support for
types from theboost::posix_time namespace. To enable the entitate-time
sub-profile, pasboost/date-time to the--profile ODB compiler option. To enable
only thegregorian  sub-profile, pas®oost/date-time/gregorian , and to enable
only theposix-time  sub-profile, pasboost/date-time/posix-time

The only type that thgregorian  sub-profile currently supports gregorian::date
The types currently supported by thesix-time  sub-profile argosix_time::ptime

and posix_time::time_duration . The manner in which these types are persisted is
database system dependent and is discussed in the sub-sections that follow. The example
below shows howregorian::date may be used within a persistent object.

#pragma db object
class person

{

boost::gregorian::date date_of_birth_;

%

Concrete exceptions that can be thrown bydhte-time  sub-profile implementation are
presented below.

namespace odb

{

namespace boost

{

namespace date_time

{

struct special_value: odb::boost::exception

{

virtual const char*
what () const throw ();

g

struct value_out_of _range: odb::boost::exception

{

virtual const char*
what () const throw ();
3
}
}
}

You will need to include theodb/boost/date-time/exceptions.hxx> header file
to make these exceptions available in your application.
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The special_value exception is thrown if an attempt is made to store a Boost date-time
special value that cannot be represented in the target databasalueh@ut_of range

exception is thrown if an attempt is made to store a date-time value that is out of the target
database range. The specific conditions under which these exceptions are thrown are database
system dependent and are discussed in more detail in the following sub-sections.

23.5.1 MySQL Database Type Mapping

The following table summarizes the default mapping between the currently supported Boost
date_time types and the MySQL database types.

Boostdate_time Type MySQL Type | Default NULL Semantics
gregorian::date DATE NULL
posix_time::ptime DATETIME | NULL
posix_time::time_duration TIME NULL
The Boost special valudate _time::not_a_date_time is stored as BIULL value in a
MySQL database.
The posix-time sub-profile implementation also provides support for mapping

posix_time::ptime to theTIMESTAMPMySQL type. However, this mapping has to be
explicitly requested using thib type pragma|(Section 14.4.3type "), as shown in the
following example:

#pragma db object
class person

{

#pragma db type("TIMESTAMP") not_null
boost::posix_time::ptime updated_;

%

Starting with MySQL version 5.6.4 it is possible to store fractional seconds up to microsecond
precision inTIME, DATETIME and TIMESTAMPcolumns. However, to enable sub-second
precision, the corresponding type with the desired precision has to be specified explicitly, as
shown in the following example:

#pragma db object
class person

{

#pragma db type("DATETIME(6)") // Microsecond precision.
boost::posix_time::ptime updated_;

%
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Alternatively, you can enable sub-second precision on the per-type basis, for example:
#pragma db value(boost::posix_time::ptime) type("DATETIME(6)")

#pragma db object
class person

{

boost::posix_time::ptime created_; // Microsecond precision.
boost::posix_time::ptime updated_; // Microsecond precision.

%

Some valid Boost date-time values cannot be stored in a MySQL database. An attempt to
persist any Boost date-time special value other thete_time::not_a_date_time

will result in thespecial_value exception. An attempt to persist a Boost date-time value
that is out of the MySQL type range will result in that_of range  exception. Refer to

the MySQL documentation for more information on the MySQL data type ranges.

23.5.2 SQLite Database Type Mapping

The following table summarizes the default mapping between the currently supported Boost
date_time types and the SQLite database types.

Boostdate_time Type SQLite Type | Default NULL Semantics
gregorian::date TEXT NULL
posix_time::ptime TEXT NULL
posix_time::time_duration TEXT NULL
The Boost special valugate time::not_a_date_time is stored as &IULL value in

an SQLite database.

The date-time  sub-profile implementation also provides support for mappirego-

rian::.date andposix_time::ptime to theINTEGER SQLite type, with the integer
value representing the UNIX time. Similarly, an alternative mapping for
posix_time::time_duration to the INTEGER type represents the duration as a

number of seconds. These mappings have to be explicitly requested usitig tyipe
pragma|(Section 14.4.3ype "), as shown in the following example:

#pragma db object
class person

{

#pragma db type("INTEGER")
boost::gregorian::date born_;

%

390 C++ Object Persistence with ODB Revision 2.4, February 2015



23.5.3 PostgreSQL Database Type Mapping

Some valid Boost date-time values cannot be stored in an SQLite database. An attempt to
persist any Boost date-time special value other thete_time::not_a_date_time

will result in the special_value exception. An attempt to persist a negative
posix_time::time_duration value as SQLite TEXT will result in the

out_of range  exception.

23.5.3 PostgreSQL Database Type Mapping

The following table summarizes the default mapping between the currently supported Boost
date_time types and the PostgreSQL database types.

Boostdate_time Type PostgreSQL Type Default NULL Semanticg
gregorian::date DATE NULL
posix_time::ptime TIMESTAMP NULL
posix_time::time_duration TIME NULL
The Boost special valudate _time::not_a_date_time is stored as BIULL value in a
PostgreSQL databaseuosix_time::ptime values representing the special values
date_time::pos_infin and date_time::neg_infin are stored as the special
PostgreSQL TIMESTAMP valuasfinity and-infinity , respectively.

Some valid Boost date-time values cannot be stored in a PostgreSQL database. The Post-
greSQL TIME type represents a clock time, and can therefore only store positive durations
with a total length of time less than 24 hours. An attempt to persist a

posix_time::time_duration value outside of this range will result in the
value_out_of range exception. An attempt to persist a

posix_time::time_duration value representing any special value other than
date_time::not_a_date time will result in thespecial_value exception.

23.5.4 Oracle Database Type Mapping

The following table summarizes the default mapping between the currently supported Boost
date_time types and the Oracle database types.

: Default NULL
Boostdate _time Type Oracle Type Semantics
gregorian::date DATE NULL
posix_time::ptime TIMESTAMP NULL
o , INTERVAL DAY TO
posix_time::time_duration SECOND NULL
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The Boost special valugate time::not_a_date_time Is stored as &lULL value in
an Oracle database.

The date-time sub-profile implementation also provides support for mapping
posix_time::ptime to theDATEOracle type with fractional seconds that may be stored
in aptime instance being ignored. This alternative mapping has to be explicitly requested
using thedb type pragma|(Section 14.4.3ybe "), as shown in the following example:

#pragma db object
class person

{

#pragma db type("DATE")
boost::posix_time::ptime updated_;

}1

Some valid Boost date-time values cannot be stored in an Oracle database. An attempt to
persist agregorian::date , posix_time::ptime , or

posix_time::time_duration value representing any special value other than
date_time::not_a_ date time will result in thespecial_value exception.

23.5.5 SQL Server Database Type Mapping

The following table summarizes the default mapping between the currently supported Boost
date_time types and the SQL Server database types.

Boostdate_time Type SQL Server Type| Default NULL Semanticg
gregorian::date DATE NULL
posix_time::ptime DATETIMEZ2 NULL
posix_time::time_duration TIME NULL
The Boost special valugate time::not_a_date_time is stored as &lIULL value in

an SQL Server database.

Note that theDATE TIME, andDATETIMEZ2 types are only available in SQL Server 2008

and later. SQL Server 2005 only supports B#TETIME and SMALLDATETIMEdate-time

types. The new types are also unavailable when connecting to an SQL Server 2008 or later
with the SQL Server 2005 Native Client ODBC driver.

The date-time sub-profile  implementation provides support for mapping
posix_time::ptime to the DATETIME and SMALLDATETIMEtypes, however, this
mapping has to be explicitly requested usingdbéype pragma|(Section 14.4.3ype "),

as shown in the following example:
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#pragma db object
class person

{

#pragma db type("DATETIME")
boost::posix_time::ptime updated_;

b

Some valid Boost date-time values cannot be stored in an SQL Server database. An attempt to
persist agregorian::date , posix_time::ptime , or

posix_time::time_duration value representing any special value other than
date_time::not_a_ date time will result in thespecial_value exception. The

range of the TIME type in SQL server is from00:00:00.0000000 to
23:59:59.9999999 . An attempt to persist posix_time::time_duration value

out of this range will result in thealue_out_of range exception.

23.6 Uuid Library

Theuuid sub-profile provides persistence support forub& type from the Boostiuid
library. To enable only this profile, pabsost/uuid  to the--profile ODB compiler
option.

The manner in which these types are persisted is database system dependent and is discussed
in the sub-sections that follow. By default a data member obidict type is mapped to a
database column witNULL enabled and nibuuid instances are stored asN&JLL value.

However, you can change this behavior by declaring the data mé&adeiNULL with the

not_null  pragmal(Section 14.4.6ull /not null ). In this case, or if the data member

is an object id, the implementation will store oiiid instances as zero UUID values
({00000000-0000-0000-0000-000000000000} ). For example:

#pragma db object
class object

{
boost::uuids::uuid x_; // Nil values stored as NULL.

#pragma db not_null
boost::uuids::uuid y_; // Nil values stored as zero.

h
23.6.1 MySQL Database Type Mapping

The following table summarizes the default mapping between the Bouwkt type and the
MySQL database type.

Boost Type MySQL Type | Default NULL Semantics

boost::uuids::uuid BINARY(16) |NULL
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23.6.2 SQLite Database Type Mapping

The following table summarizes the default mapping between the Bomwst type and the
SQLite database type.

Boost Type SQLite Type | Default NULL Semantics

boost::uuids::uuid BLOB NULL

23.6.3 PostgreSQL Database Type Mapping

The following table summarizes the default mapping between the Bouwkt type and the
PostgreSQL database type.

Boost Type PostgreSQL Type Default NULL Semantics

boost::uuids::uuid UulID NULL

23.6.4 Oracle Database Type Mapping

The following table summarizes the default mapping between the Bomwkt type and the
Oracle database type.

Boost Type Oracle Type| Default NULL Semantics
boost::uuids::uuid RAW(16) NULL

23.6.5 SQL Server Database Type Mapping

The following table summarizes the default mapping between the Bomwst type and the
SQL Server database type.

Boost Type SQL Server Type | Default NULL Semantics

boost::uuids::uuid UNIQUEIDENTIFIER | NULL
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24 Qt Profile

The ODB profile implementation for Qt is provided by fimdb-qgt library. Both Qt4
and Qt5 as well as C++98/03 and C++11 are supported.

The Qt profile consists of multiple sub-profiles corresponding to the common type groups
within Qt. Currently, only types from th®@tCore module are supported. To enable all the
available Qt sub-profiles, pasg as the profile name to theprofile ODB compiler
option. Alternatively, you can enable only specific sub-profiles by passing individual
sub-profile names te-profile . The following sections in this chapter discuss each Qt
sub-profile in detail. Thgt example in the@db-examples package shows how to enable
and use the Qt profile.

Some sub-profiles may throw exceptions to indicate error conditions, such as the inability to
store a specific value in a particular database system. All such exceptions derive from the
odb::gt::exception class which in turn derives from the root of the ODB exception
hierarchy, class odb::exception (Section 3.14, "ODB Exceptions"”). The
odb::qt::exception class is defined in theodb/qt/exception.hxx> header file

and has the same interfaceaah::exception . Concrete exceptions that can be thrown

by the Qt sub-profiles are described in the following sections.

24.1 Basic Types Library

Thebasic sub-profile provides persistence support for basic types defined by Qt. To enable
only this profile, pasgt/basic  to the--profile ODB compiler option.

The currently supported basic types @®tring , QByteArray , andQUuid. The manner

in which these types are persisted is database system dependent and is discussed in the
sub-sections that follow. The example below shows fstring may be used within a
persistent object.

#pragma db object
class Person

{

QString name_;

h

By default a data member of tligUuid type is mapped to a database column WthLL
enabled and nufQUuid instances are stored adlblLL value. However, you can change this
behavior by declaring the data memib®T NULL with thenot_null  pragma [(Sectidn
[14.4.6, hull /not null _"). In this case, or if the data member is an object id, the imple-
mentation will store nulQUuid instances as zero UUID values
({00000000-0000-0000-0000-000000000000} ). For example:
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#pragma db object
class object

{

QUuid x_; // Null values stored as NULL.
#pragma db not_null

QUuid y_; // Null values stored as zero.

13
24.1.1 MySQL Database Type Mapping

The following table summarizes the default mapping between the currently supported basic Qt
types and the MySQL database types.

Qt Type MySQL Type Default NULL Semantics
QString TEXT/VARCHAR(255) | NULL
QByteArray |BLOB NULL
QUuid BINARY(16) NULL

Instances of th&String and QByteArray types are stored as NMULL value if their
isNull() member function returrisue .

Note also that th€String type is mapped differently depending on whether a member of
this type is an object id or not. If the member is an object id, then for this m&sirémg
is mapped to th# ARCHAR(255) MySQL type. Otherwise, it is mapped T&XT.

The basic sub-profile also provides support for mapp@§tring to theCHAR NCHAR

and NVARCHARMYSQL types. However, these alternative mappings have to be explicitly
requested using théb type pragma [(Section 14.4.3, "type"), as shown in the following
example:

#pragma db object
class Person

{

#pragma db type("CHAR(2)") not_null
QString licenseState_;

3
24.1.2 SQLite Database Type Mapping

The following table summarizes the default mapping between the currently supported basic Qt
types and the SQLite database types.
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Qt Type SQLite Type | Default NULL Semantics
QString TEXT NULL
QByteArray |BLOB NULL
QUuid BLOB NULL

Instances of th&String and QByteArray types are stored as NMULL value if their
isNull() member function returrisue .

24.1.3 PostgreSQL Database Type Mapping

The following table summarizes the default mapping between the currently supported basic Qt
types and the PostgreSQL database types.

Qt Type PostgreSQL Type| Default NULL Semantics
QString TEXT NULL
QByteArray |BYTEA NULL
QUuid UuiD NULL

Instances of th&String and QByteArray types are stored as MULL value if their
isNull() member function returrisue .

The basic sub-profile also provides support for mappi@ptring to the CHARand
VARCHARPostgreSQL types. However, these alternative mappings have to be explicitly
requested using théb type pragma [(Section 14.4.3, "type"), as shown in the following
example:

#pragma db object
class Person

{

#pragma db type("CHAR(2)") not_null
QString licenseState_;

h
24.1.4 Oracle Database Type Mapping

The following table summarizes the default mapping between the currently supported basic Qt
types and the Oracle database types.
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Qt Type Oracle Type Default NULL Semantics
QString VARCHAR2(512) | NULL
QByteArray |BLOB NULL
QUuid RAW(16) NULL

Instances of th&String and QByteArray types are stored as NMULL value if their
isNull() member function returrisue .

The basic sub-profile also provides support for mapp@§tring to theCHARNCHAR
NVARCHARCLOB and NCLOBOracle types, and for mappir@@ByteArray to the RAW
Oracle type. However, these alternative mappings have to be explicitly requested using the
db type pragma|(Section 14.4.3, "type"), as shown in the following example:

#pragma db object
class Person

{
#pragma db type("CLOB") not_null
QString firstName_;
#pragma db type("RAW(16)") null

QByteArray uuid_;
3

24.1.5 SQL Server Database Type Mapping

The following table summarizes the default mapping between the currently supported basic Qt
types and the SQL Server database types.

Qt Type SQL Server Type Default NULL Semantics
QString VARCHAR(512)/VARCHAR(256) | NULL
QByteArray | VARBINARY(max) NULL
QUuid UNIQUEIDENTIFIER NULL

Instances of th&String and QByteArray types are stored as MULL value if their
isNull() member function returrisue .

Note also that th€@String type is mapped differently depending on whether a member of
this type is an object id or not. If the member is an object id, then for this m&8irang

is mapped to theVARCHAR(256) SQL Server type. Otherwise, it is mapped to
VARCHAR(512).
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The basic sub-profile also provides support for mapp@§tring to theCHAR NCHAR
NVARCHARTEXT, andNTEXT SQL Server types, and for mappi@ByteArray to the
BINARY and IMAGE SQL Server types. However, these alternative mappings have to be
explicitly requested using théb type pragma[(Section 14.4.3, "type"), as shown in the
following example:

#pragma db object
class Person

{

#pragma db type("NVARCHAR(256)") not_null
QString firstName_;

#pragma db type("BINARY(16)") null
QByteArray uuid_;
I3

24.2 Smart Pointers Library

The smart-ptr  sub-profile provides persistence support the Qt smart pointers. To enable
only this profile, pasgt/smart-ptr to the--profile ODB compiler option.

The currently supported smart pointers @®haredPointer and QWeakPointer . For

more information on using smart pointers as pointers to objects and views, Section
[3.3, "Object and View Pointers" apd Chapter 6, "Relationghips"”. For more information on
using smart pointers as pointers to values, ref¢r to Section 7.3, "PointekJahdvalue |
[Semanticd". When used as a pointer to a value, QSlgaredPointer  is supported. For
example:

#pragma db object
class person

{

#pragma db null
QSharedPointer<QString> middle_name_;

h

To provide finer grained control over object relationship loading, sheart-ptr

sub-profile also provides the lazy counterparts for the above poieEzyShared-

Pointer andQLazyWeakPointer . You will need to include the

<odb/qgt/lazy-ptr.hxx> header file to make the lazy variants available in your applica-
tion. For a description of the lazy pointer interface and semantics r¢fer to Section 6.4, "Lazy
[Pointers]'. The following example shows how we can use these smart pointers to establish a
relationship between persistent objects.

class Employee;

#pragma db object
class Position
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#pragma db inverse(position_)
QLazyWeakPointer<Employee> employee_;

%

#pragma db object
class Employee

{

#pragma db not_null
QSharedPointer<Position> position_;

%

Besides providing persistence support for the above smart pointerssmiae-ptr
sub-profile also changes the default poinfer (Section 3.3, "Object and View Ppinters") to
QSharedPointer . In particular, this means that database functions that return dynamically
allocated objects and views will return themSharedPointer  pointers. To override this
behavior, add thedefault-pointer option specifying the alternative pointer type after
the--profile option.

24.3 Containers Library

Thecontainers  sub-profile provides persistence support for Qt containers. To enable only
this profile, passgjt/containers to the--profile ODB compiler option.

The currently supported ordered containers @kéector , QList , and QLinkedList
Supported map containers af@gMap QMultiMap , QHash, and QMultiHash . The
supported set container @Set. For more information on using containers with ODB, refer
to [Chapter 5, "Containers". The following example shows howQBet container may be
used within a persistent object.

#pragma db object
class Person

{

QSet<QString> emails_;
3

Thecontainers  sub-profile also provide a change-tracking equivalenQlast

[24.3.1, "Change-Trackin@List ") with support for other Qt container equivalents planned

for future releases. For general information on change-tracking containers fefer to Sedtion 5.4,
['Change-Tracking Containefs".
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24.3.1 Change-TrackingQList

Class templat®OdbList , defined incodb/qgt/list.hxx> , Is a change-tracking equiva-
lent for QList . It is implemented in terms dList and is implicit-convertible to and
implicit-constructible fromconst QList& . In particular, this means that we can use
QOdbList instance anywhere&onst QList& is expected. In additionQOdbList
constant iteratorconst_iterator ) is the same type as that@List .

QOdbList incurs 2-bit per element overhead in order to store the change state. It cannot be
stored unordered in the database (Section 14.41h6rdered ") but can be used as an
inverse side of a relationsh{p (6.2 "Bidirectional Relationships"). In this case, no change track-
ing is performed since no state for such a container is stored in the database.

The number of database operations required to update the s@@dbList corresponds

well to the complexity ofQList functions, except foprepend() /push_front() . In
particular, adding or removing an element from the back of the list (for example, with
append() /push_back() andremoveLast() /pop_back() ), requires only a single
database statement execution. In contrast, inserting or erasing an element at the beginning or
in the middle of the list will require a database statement for every element that follows it.

QOdbList replicates most of th@List interface as defined in both Qt4 and Qt5 and
includes support for C++11. However, functions and operators that provide direct write access
to the elements had to be altered or disabled in order to support change tracking. Additional
functions used to interface wiQList and to control the change tracking state were also
added. The following listing summarizes the differences betweeQ@ubList andQList
interfaces. AnyQList function or operator not mentioned in this listing has exactly the same
signature and semanticsQOdbList . Functions and operators that were disabled are shown
as commented out and are followed by functions/operators that replace them.

template <typename T>
class QOdbList
{

/I Element access.
1

/IT& operator[] (int);
T& modify (int);

/IT& first();
T& modifyFirst();

/IT& last();
T& modifyLast();

/IT& front();
T& modify_front();

/IT& back();
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T& modify_back();

/I Iterators.
1
typedef typename QList<T>::const_iterator const_iterator;

class iterator

{

/I Element Access.
I

/Ireference operator* () const;
const_reference operator* () const;
reference modify () const;

/Ipointer operator-> () const;
const_pointer operator-> () const;

/Ireference operator[] (difference_type);
const_reference operator(] (difference_type);
reference modify (difference_type) const;

/I Interfacing with QList::iterator.
1
typename QList<T>::iterator base () const;

J§

/l Return QList iterators. The begin() functions mark all
/Il the elements as modified.

1

typename QList<T>::iterator mbegin ();

typename QList<T>::iterator modifyBegin ();
typename QList<T>::iterator mend ();

typename QList<T>::iterator modifyEnd ();

I Interfacing with QList.

1

QOdbList (const QList<T>&);
QOdbList (QList<T>&&); // C++11 only.

QOdbList& operator= (const QList<T>&);
QOdbList& operator= (QList<T>&&);

operator const QList<T>& () const;
QList<T>& base ();
const QList<T>& base () const;

/I Change tracking.

1

bool _tracking () const;

void _start () const;

void _stop () const;

void _arm (transaction&) const;
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The following example highlights some of the differences between the two intei@igss.
versions are commented out.

#include <QtCore/QList>
#include <odb/qt/list.hxx>

void f (const QList<int>&);
QOdblList<int> 1 ({1, 2, 3});
f (I); // Ok, implicit conversion.

if (I[1] == 2) // Ok, const access.
MN[A]++;
[.modify (1)++;

N.last () = 4;
[.modifyLast () = 4;

for (auto i (I.begin ()); i '=l.end (); ++i)
{

if (*i 1= 0) // Ok, const access.
/¥ += 10;
i.modify () += 10;
}

gSort (I.modifyBegin (), [.modifyEnd ());

Note also the subtle difference between copy/move construction and copy/move assignment
of QOdbList instances. While copy/move constructor will copy/move both the elements as
well as their change state, in contrast, assignment is tracked as any other change to the vector
content.

The QListlterator and QMutableListlterator equivalents are also provided.
These are€QOdbListlterator and QMutableOdblListlterator and are defined in
<odb/qt/list-iterator.hxx> and<odb/qt/mutable-list-itera-

tor.hxx> , respectively.

QOdblListlterator has exactly the same interface and semanti€3LastIterator
In fact, we can us@Listlterator to iterate over 0dbList instance.

QMutableOdblListlterator also has exactly the same interface(dutableLis-
titerator . Note, however, that any element that such an iterator passes over with the call
tonext() is marked as modified.

24.4 Date Time Library

The date-time  sub-profile provides persistence support for the Qt date-time types. To
enable only this profile, pasg/date-time to the--profile ODB compiler option.
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24.4.1 MySQL Database Type Mapping

The currently supported date-time types @@ate, QTime, andQDateTime . The manner

in which these types are persisted is database system dependent and is discussed in the
sub-sections that follow. The example below shows @@vate may be used within a persis-

tent object.

#pragma db object
class Person

{

QDate dateOfBirth_;
2

The single concrete exception that can be thrown bydketime  sub-profile implemen-
tation is presented below.

namespace odb

{

namespace qt

{

namespace date_time

{

struct value_out_of range: odb::qt::exception

{

virtual const char*
what () const throw ();
3
}
}
}

You will need to include theodb/gt/date-time/exceptions.hxx> header file to
make this exception available in your application.

Thevalue_out_of _range exception is thrown if an attempt is made to store a date-time
value that is out of the target database range. The specific conditions under which it is thrown
is database system dependent and is discussed in more detail in the following sub-sections.

24.4.1 MySQL Database Type Mapping

The following table summarizes the default mapping between the currently supported Qt
date-time types and the MySQL database types.

Qt Date Time Type| MySQL Type | Default NULL Semantics
QDate DATE NULL
QTime TIME NULL
QDateTime DATETIME | NULL
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24.4.2 SQLite Database Type Mapping

Instances of th€@Date, QTime, andQDateTime types are stored asNULL value if their
isNull() member function returns true.

The date-time  sub-profile implementation also provides support for mapiate-
Time to theTIMESTAMPMyYSQL type. However, this mapping has to be explicitly requested
using thedb type pragma|(Section 14.4.3ybe "), as shown in the following example:

#pragma db object
class Person

{

#pragma db type("TIMESTAMP") not_null
QDateTime updated_;

%

Starting with MySQL version 5.6.4 it is possible to store fractional seconds up to microsecond
precision inTIME, DATETIME andTIMESTAMPcolumns. However, to enable sub-second
precision, the corresponding type with the desired precision has to be specified explicitly, as
shown in the following example:

#pragma db object
class Person

{

#pragma db type("DATETIME(3)") // Millisecond precision.
QDateTime updated_;

}1
Alternatively, you can enable sub-second precision on the per-type basis, for example:
#pragma db value(QDateTime) type("DATETIME(3)")

#pragma db object
class Person

{

QDateTime created_; // Millisecond precision.
QDateTime updated_; // Millisecond precision.

%

Some valid Qt date-time values cannot be stored in a MySQL database. An attempt to persist
a Qt date-time value that is out of the MySQL type range will result iouheof_range

exception. Refer to the MySQL documentation for more information on the MySQL data type
ranges.

24.4.2 SQLite Database Type Mapping

The following table summarizes the default mapping between the currently supported Qt
date-time types and the SQLite database types.
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24.4.3 PostgreSQL Database Type Mapping

Qt Date Time Type| SQLite Type | Default NULL Semantics
QDate TEXT NULL
QTime TEXT NULL
QDateTime TEXT NULL

Instances of th€@Date, QTime, andQDateTime types are stored asNULL value if their

isNull()

The date-time

member function returns true.

sub-profile implementation also provides support for mapQibate and

QDateTime to the SQLIiteINTEGER type, with the integer value representing the UNIX
time. Similarly, an alternative mapping fQTime to theINTEGERtype represents a clock
time as the number of seconds since midnight. These mappings have to be explicitly requested

using thedb type

#pragma db object
class Person

{

#pragma db type("INTEGER")

QDate born_;
3

pragma|(Section 14.4.3ybe "), as shown in the following example:

Some valid Qt date-time values cannot be stored in an SQLite database. An attempt to persist
any Qt date-time value representing a negative UNIX time (any point in time prior to the
1970-01-01 00:00:00 UNIX time epoch) as an SQLINMTEGER will result in the

out_of range

exception.

24.4.3 PostgreSQL Database Type Mapping

The following table summarizes the default mapping between the currently supported Qt
date-time types and the PostgreSQL database types.

Qt Date Time Type| PostgreSQL Type| Default NULL Semantics
QDate DATE NULL
QTime TIME NULL
QDateTime TIMESTAMP NULL

Instances of th@Date, QTime, andQDateTime types are stored asNULL value if their

isNull()

406

member function returns true.
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24.4.4 Oracle Database Type Mapping

24.4.4 Oracle Database Type Mapping

The following table summarizes the default mapping between the currently supported Qt
date-time types and the Oracle database types.

Qt Date Time Type Oracle Type Default NULL Semantics
QDate DATE NULL
QTime INTERVAL DAY(0) TO SECOND(3) | NULL
QDateTime TIMESTAMP(3) NULL

Instances of th€@Date, QTime, andQDateTime types are stored asNULL value if their
isNull() member function returns true.

The date-time  sub-profile implementation also provides support for map@iate-

Time to theDATEOracle type with fractional seconds that may be storedQDateTime
instance being ignored. This alternative mapping has to be explicitly requested using the
db type pragma|(Section 14.4.3ybe "), as shown in the following example:

#pragma db object
class person

{

#pragma db type("DATE")
QDateTime updated_;
b

24.4.5 SQL Server Database Type Mapping

The following table summarizes the default mapping between the currently supported Qt
date-time types and the SQL Server database types.

Qt Date Time Type| SQL Server Type| Default NULL Semanticg
QDate DATE NULL
QTime TIME(3) NULL
QDateTime DATETIME2(3) | NULL

Instances of th@Date, QTime, andQDateTime types are stored asNULL value if their

isNull()

member function returns true.

Note that theDATE TIME, andDATETIMEZ2 types are only available in SQL Server 2008
and later. SQL Server 2005 only supports BI#ATETIME and SMALLDATETIMEdate-time

types. The new types are also unavailable when connecting to an SQL Server 2008 or later
with the SQL Server 2005 Native Client ODBC driver.

Revision 2.4, February 2015

C++ Object Persistence with ODB

407



24.4.5 SQL Server Database Type Mapping

The date-time  sub-profile implementation provides support for map@igateTime to
the DATETIME and SMALLDATETIMEtypes, however, this mapping has to be explicitly
requested using thab type pragma|(Section 14.4.3type "), as shown in the following
example:

#pragma db object
class person

{

#pragma db type("DATETIME")
QDateTime updated_;

%
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